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Preface

Over the past two decades, network technologies have been remarkably renovated
and computer networks, particularly the Internet, have permeated into every facet
of our daily lives. These changes also brought about new challenges, particularly in
the area of security. Network security is essential to protect data integrity, confiden-
tiality, access control, authentication, user privacy, and so on. All of these aspects
are critical to provide fundamental network functionalities.

This book covers a comprehensive array of topics in network security including
secure metering, group key management, DDoS attacks, and many others. It can
be used as a handy reference book for researchers, educators, graduate students, as
well as professionals in the field of network security. This book contains 11 ref-
ereed chapters from prominent researchers working in this area around the globe.
Although these selected topics could not cover every aspect, they do represent the
most fundamental and practical techniques.

This book has been made possible by the great efforts and contributions of many
people. First, we thank the authors of each chapter for contributing informative and
insightful chapters. Then, we thank all reviewers for their invaluable comments and
suggestions that improved the quality of this book. Finally, we thank the staff mem-
bers from Springer for publishing this work. Besides, we would like to dedicate this
book to our families.

City University of Hong Kong, Hong Kong SAR Scott C.-H. Huang
University of Minnesota, USA David MacCallum
University of Texas at Dallas, USA Ding-Zhu Du
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1 Introduction

The current trend on the Internet suggests that the majority of revenues of web sites
come from the advertising potential of the World Wide Web. Advertising is arguably
the type of commercial information exchange of the greatest economic importance
in the real world. Indeed, advertising is what funds most other forms of information

C. Blundo (�)
Dipartimento di Informatica ed Applicazioni, Università di Salerno, 84081 Baronissi (SA), Italy
e-mail: carblu@dia.unisa.it

S.C.-H. Huang et al. (eds.), Network Security, DOI 10.1007/978-0-387-73821-5 1,
c� Springer Science+Business Media, LLC 2010
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2 C. Blundo et al.

exchange, including radio stations, television stations, cable networks, magazines,
and newspapers. According to the figures provided by the Internet Advertising
Bureau [24] and Price Waterhouse Coopers [43], advertising revenue results for the
first 9 months of 2004 totaled slightly over 7.0 billion dollars.

Advertising on the Web can be described in a scenario involving a certain num-
ber of interacting participants: advertisers, servers, and clients. The goals of these
participants are the following:

� The advertisers are interested in selling products or services to clients. In order
to do this, they rent advertising space from servers and put their ads on it. The
goal of advertisers is to maximize the benefit per price ratio for their ads.

� The servers are interested in selling advertising space to advertisers. The goal of
the servers is to maximize the income they receive from selling their advertising
space.

� The clients are the parties browsing the web and possibly buying products and
services in response to ads. In general, they look for the best service at the lowest
price, and their choice may be influenced by the reputation of the advertiser.

Similarly, in every other advertising channel, web advertisers must have a way to
measure the exposure of their ads by obtaining the usage statistics of the web sites
which contain them. Indeed, the amount of money charged to display ads depends
on the number of visits received by the web sites. Consequently, advertisers should
prevent the web sites from inflating the count of their visits in order to demand more
money. Hence, there should be a mechanism that ensures the validity and accuracy
of usage measurements against fraud attempts by servers and clients. A system for
measuring the amount of services performed by servers is called a metering scheme.

Currently, there is no single accepted standard or terminology for web mea-
surement. For example, a visit can be defined in different ways according to the
measurement context: it might be a page hit, a session lasting more than a fixed
threshold of time, or any similar definition. As pointed out by Novak and Hoffman
[41], standardization is a crucial first step in the way for obtaining successful com-
mercial use of the Internet.

Statistical sampling is one of the methods used by commercial enterprises which
sell services for measuring the activity of web sites. Such a method is survey-based:
it picks a representing group of users, checks their usage patterns, and derives usage
statistics about all the users. In traditional types of media, such as radio or television,
this method makes sense since the number of options for the users are limited. On
the Web, however, where the number of pages to visit is on the order of millions,
sampling results do not provide meaningful data.

Alternative techniques to statistical sampling include log analysis and hardware
boxes. Many Web servers have a logging mechanism that stores and tracks client
visits. The server can analyze and collect data for statistical analysis of visits and ad
exposure. However, servers have a financial motivation for exaggerating their popu-
larity and could easily alter logging data to attract more advertisers. In order to avoid
server log modification, advertisers could provide servers with tamper-resistant
hardware verifying the correctness of server logs. A method for the verification of
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server access logs and statistics was suggested in [6] and [7]. In their proposal, each
client request to a server is transferred to a tamper-resistant authentication device,
which responds with a Message Authentication Code1 (MAC), which is stored on
an accessible medium by the server, and a binary digit B . If B D 0, the request
is processed normally, whereas, if B D 1, the server is required to issue a “redi-
rect” response to the client, instructing it to connect to a different server, controlled
by an audit agency. The agency’s server logs this request and redirects it back to
the original server, where it is eventually serviced. The audit agency periodically
verifies each MAC and checks whether requests where B D 1 correspond to an
associated client log entry on its server. If this does not happen in a high num-
ber of cases, certification of the log file could be denied, based on the agency’s
policy.

Currently, the most employed measurement method to learn about the exposure
of ads on the Internet is the pay-per-click method, which is based on the number
of click-through on banners and other ads. Advertisers typically install a software,
called the click-through payment program, at web servers hosting their ads to col-
lect access information. The security of this method has been analyzed in [1] and [2]
where several protocols have been described to detect hit inflation attacks which ar-
tificially inflate the number of click-troughs. Such an attack can be easily performed
by manipulating any unsecured metered data stored on the servers or by using a
robot program, which is configured to generate visits to the web servers. Since the
owner of the server can charge higher rates for advertisements by showing a higher
number of visits, the owner has a strong economic incentive to inflate the number
of visits. The lesson learnt from software and pay-TV piracy is that big financial in-
terests lead to corrupt behaviors which overcome any software or hardware security
mechanism.

Common alternatives to pay-per-click programs include pay-per-lead and pay-
per-sale programs, where servers are paid only for visits from users who perform
some substantial activity or make purchases at the web sites. It is virtually impossi-
ble for servers to mount useful hit inflation attacks on these schemes, since simple
clicks are worthless to servers. However, these programs are susceptible to a differ-
ent form of fraud, known as hit shaving, where the server fails to report that the user
visit is actually associated with a lead or a sale.

The Coalition for Advertising Supported Information and Entertainment
(CASIE) [17] states in its guidelines for interactive media audience measure-
ment that third party measurement is the foundation for advertiser confidence in
information. It is the measurement practice of all other advertiser supported media.
There are a number of companies (a partial list of these includes companies such
as I/PRO [25], Nielsen [38], NetCount [37], Media Metrix [31], and Audiweb [3])
which offer third party based audit services for the Internet. Therefore, a new party

1 A message authentication code is an authentication tag attached to a message, in order to provide
data integrity and authentication. Such a tag is a function of the message and of a secret key, shared
between the sender and the receiver.
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is introduced in the scenario described at the beginning of this section: the audit
agency, a special party responsible for measuring the interaction between clients
and servers. Clients and servers do not necessarily trust each other, but they do trust
the audit agency. Clearly, clients are required to register with the audit agency in
order to participate in the measurement process. Such registration may have several
advantages for clients. For example, after registration, the clients may access to
additional services, such as receiving news on topics of interest, getting information
on upcoming promotions, downloading coupons, participating in a forum, sending
free SMS (Short Message Service) through a web site, disposing of free disk space
and mailbox, and many others. Moreover, registration does not require clients to
disclose their real identity.

Even though metering originated in the field of web advertisements, there are
several other applications of secure metering schemes.

� Network accounting: Network accounting is very complicated since the infor-
mation transmitted through the Internet is divided into packets which travel
separately and are routed through many different networks. The common method
of payment to data networks consists in fixed rate payments for connections. In-
deed, it is very difficult to provide efficient and undisputed measurements of
the amount of traffic that originated from a source and passed through different
networks. The payment for this usage might be decided according to the num-
ber of packets routed by a network through several different networks. Metering
schemes could be used to enable the network owner to construct a proof for the
number of packets routed by the network.

� Target audience: Metering schemes can be used to measure the usage of a web
site by a special category of users. A metering scheme can be used, for example,
by an editor of text books who pays a web site to host his or her advertisements
and is interested in knowing how many professors visited the site. In return, the
professors receive updates on the latest releases.

� Toll free connection: Many companies offer toll free numbers to their customers.
Similarly, they might agree to pay for the cost required to access their web sites.
Franklin and Malkhi [23] suggested to use metering schemes as a method to
measure the amount of money that the companies should pay to the users’ ISPs.

� Royalties: Servers might offer content (or links to content) which is the prop-
erty of other parties. Metering schemes could be used to measure the number of
requests for this content in order to decide on the sum that should be paid to the
content owners.

� Coupons: Imagine a newspaper that distributes coupons to its clients, which
give them access to an online service, which is run by a service provider. The
payment for this usage might be decided according to the number of coupons
which have been actually used. Metering schemes could be used to enable
the service provider to construct a proof for the number of coupons that have
been used.
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2 State of the Art

Recently, several directions for designing efficient and secure metering schemes
have been proposed. Many proposals are based on various cryptographic techniques,
as secure function evaluations, threshold cryptography, and secret sharing.

2.1 Client Authentication

Employing standard cryptographic methods to keep self-authenticating records of
interactions between clients and servers is one of the proposals to design metering
schemes. A naive implementation of an authentication-based metering scheme
could be implemented by using digital signature schemes. Each client is required
to generate a digital signature for each visit to a server. A server can present the list
of the digital signatures to an audit agency as a proof for its operations.

This system is very accurate, but it does not preserve privacy since the audit
agency obtains lists with signed confirmations for the clients and the servers actions.
Moreover, the system is not efficient: it requires clients to perform a public key
signature for each visit, and the size of a server’s proof, as well as the time to verify
it, is of the same order as the number of visits it had (the work of the audit agency
is of the same order as the total number of visits to all servers).

Naor and Pinkas [34] suggested the use of hash trees [33] to design authentica-
tion based metering schemes. A hash tree could be used by any server to store the
confirmations sent by clients during their visits. Later, any server could send the root
of the hash tree to the audit agency. During the verification stage, the audit agency
could verify the values of the random leaves. The problem of this approach is that
additional care should be taken to prevent the server from storing the same value
at different leaves. This could be accomplished by using families of perfect hash
functions or by requiring the server to sort the leaves.

2.2 Micropayments

The use of micropayments for financing online services was proposed by Jarecki and
Odlyzko [26]. In their schemes, each customer is issued a certificate by the bank to
be used when dealing with the merchants. The first transaction between a customer
and a merchant is always registered with the bank, whereas, for any consecutive
transaction, the merchant decides whether to report that transaction to the bank or
not. This enables the bank to maintain an accurate approximation of the customer’s
spending. The probability of reporting each transaction is proportional to the amount
involved in that transaction and the amount of overspending that the bank is willing
to risk.
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In the metering scenario, micropayments would require each client to send a
small amount of money to a server during a visit. The server can prove many client
visits by showing that it earned a large sum of money.

However, all the current suggestions for micropayment schemes require the com-
munication from the merchant (i.e., the server) to the bank (i.e., the audit agency)
to be of the same order as the number of payments that the merchant received. This
means that the amount of information that the audit agency receives is of the same
order as the total number of visits to all the metered servers.

2.3 Pricing via Processing

This approach is similar to the suggestion of Dwork and Naor [21] for combating
junk email and was proposed by Franklin and Malkhi [23] in the metering scenario.
They proposed metering schemes where any server is given a large computational
task by the audit agency; part of this task is performed by each client visiting the
server, and the results of such computations are saved by the server along with the
record of the visits, as an indication of the amount of computation performed. In
particular, this approach does not rely on client authentication or on a third party.
These schemes have the drawback that it is not possible for the audit agency to
distinguish between computation performed by clients and computation performed
by servers. Moreover, in these schemes it is not possible to distinguish between the
situation in which two different clients visit a server and the situation in which there
is a client visiting a server twice. Finally, these schemes offer lightweight security,
i.e., clients can “fool” the audit agency with an amount of computational resources
proportional to the amount of the possible fraud. Therefore, these solutions cannot
be applied if servers and clients have a strong commercial interest to falsify the
metering results.

2.4 Threshold Computation of a Function

The notion of a threshold computation of a function was introduced by Desmedt and
Frankel [20]. The approach to the metering scenario could be the following: Each
client Ci receives a share fi of a function f . Every time the client visits a server,
it computes its partial function fi .x/ by using its share and sends the result to the
audit agency. After receiving a certain number of partial functions, the server is able
to compute the total function f .x/, which can be shown to the audit agency as a
proof for the visits received by clients.

The problem of this approach is that known implementations of threshold com-
putations are far too inefficient in terms of computation and communication to be
applicable for metering.
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2.5 Secret Sharing

A secret sharing scheme is a technique to share a secret among a set of n participants
in such a way that only qualified subsets, pooling together their information, can
reconstruct the secret; but, subsets of participants that are not enabled to recover
the secret have no information about it. Secret sharing schemes were introduced
by Shamir [44] and Blakley [8]. The survey by Stinson [45] contains an unified
description of results in the area of secret sharing schemes. The reader can also
profitably see the book [46].

Naor and Pinkas [34–36] first proposed secret sharing based metering schemes,
where any server provides the audit agency with a short proof2, of the visits it has
received. In their scheme, which are supposed to be active for a certain number of
time frames, any server which has been visited by any set of h or more clients in
a time frame, where h is a parameter of the scheme, is able to compute the proof,
whereas, any server receiving visits from less than h clients in a time frame has no
information about its proof for that time frame. These schemes are called threshold
metering schemes.

The work of Naor and Pinkas formed the basis for a number of subsequent re-
search efforts. The authors of [13, 19] proposed an information-theoretic approach
to metering schemes and showed lower bounds on the communication complexity
of such schemes. They also proposed metering schemes offering a trade-off between
the security requirements and the complexity of the information distribution. Meter-
ing schemes with pricing were considered in [12, 13, 30]. Such schemes provide a
flexible payment system since they enable the audit agency to count the exact num-
ber of visits that a server has received in any time frame. Dynamic multi-threshold
metering schemes were proposed in [14]. In such schemes, the number of visits re-
quired to servers to compute their proofs can be different for each server and each
time frame. Metering schemes realizing general access structures3 have been intro-
duced in [29] and further analyzed in [4, 11, 39, 40].

3 General Framework

In this section, we present the general framework which will be used to describe
metering schemes in the rest of this paper. Moreover, we specify the requirements
for metering schemes.

2 In metering schemes, a proof is a value that the server can compute only if a fixed number of
clients have visited it or a client has visited it a certain number of times. Such a value is sent to the
audit agency at fixed time intervals.
3 The access structure is the family of all subsets of clients, called qualified sets, which enable
a server to compute its proof (i.e., if a server receives visits from all clients belonging to some
qualified set, then it can compute the proof).
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A metering scheme consists of n clients, say C1; : : : ; Cn, m servers, say
S1; : : : ;Sm, and an audit agency A whose task is to measure the interaction between
the clients and the servers. The life cycle of a metering scheme is divided into a
number � of time frames. Any client visit to a server within a time frame is called
a regular operation. At the end of each time frame, each server which has received
visits from certain subsets of clients within that time frame can prove this fact to
the audit agency and receive the payment corresponding to its services in that time
frame. The access structure � of the metering scheme is the collection of subsets of
clients, called qualified sets, whose visits to any server within each time frame will
enable the server to be paid by the audit agency. In particular, any server which has
been visited by at least a qualified subset of clients within a time frame will be able
to provide the audit agency with a proof for the visits it has received. Moreover,
if two different qualified sets of clients visit the same server within a certain time
frame, the proofs computed by the server at the end of the time frame are the same,
that is, the server will be paid only once.

The general structure of a metering scheme is the following:

� Initialization. This step is performed once by the audit agency A. The audit
agency A chooses a random secret key and generates an initialization message
for any client, which is a function of this key and of the identity of the client.
This message is sent to any client through a private channel and should be kept
secret by the client.

� Regular Operation in a Time Frame. Every time a client Ci visits a server Sj in a
time frame t , it uses its private information to compute a message which is sent
to the visited server.

� Proof Computation for a Time Frame. At the end of a time frame any server uses
the information provided by a qualified subset of clients within the time frame
and the information provided by the audit agency at the beginning of the time
frame to compute a proof. Such a proof is sent to the audit agency.

� Proof Verification for a Time Frame. During this stage, the audit agency verifies
if the proofs received by the servers are consistent with its private information.
In this case, the audit agency pays the server for its services, otherwise, it does
not provide any money.

This is the most general form of a metering scheme. There are metering schemes
which also require other kinds of information exchanges among the parties, for
example, some schemes require the audit agency to send some initialization in-
formation to servers at the beginning of each time frame. There are also schemes
requiring the audit agency to “help” servers in the proof computation, by sending
them some information at the end of each time frame.

3.1 Assumptions and Requirements

In the following section, we consider the assumptions regarding the parties involved
in a metering scheme.
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� AUDIT AGENCY. We assume that the audit agency is a trusted third party and
that the information sent by the audit agency to each client, by means of private
channels, is correct. Clearly, clients are required to register with the audit agency
in order to participate to the metering process.

� CLIENTS. The metering scenario contemplates the existence of a certain num-
ber of corrupt clients. While honest clients are expected to keep their private
information secret and to send correct information to servers during their visits,
corrupt clients could cooperate with corrupt servers in order to help them inflate
the count of their visits within a certain time frame. A corrupt client can donate to
a corrupt server the whole private information received by the audit agency dur-
ing the initialization phase. Moreover, in several schemes corrupt clients can also
attempt to defraud a honest server by sending incorrect information during a reg-
ular operation. In this case, servers also need a method to verify the correctness
of the information sent by corrupt clients.

� SERVERS. The scenario also contemplates the existence of a certain number of
corrupt servers. While honest servers are expected to keep secret the proofs
computed by using the information received by clients, corrupt servers could
cooperate with other corrupt servers to inflate the count of their visits within a
certain time frame. In particular, within a time frame t , a corrupt server can do-
nate to another corrupt server the information that it has received during time
frames 1; : : : ; t . Such information includes the sets of client visits received by
the server within time frames 1; : : : ; t .

A metering scheme should meet the following requirements:

� SECURITY. The system should protect the audit agency from servers that claim
they received more visits than they did. Moreover, servers should be protected
from corrupt clients which will not help them compute their proof. The security
of a metering scheme can rely either on the computational infeasibility of break-
ing it (computational security), or on the theoretical impossibility of breaking
it, even using infinite computing power (information-theoretic or unconditional
security).

� NONREPUDIATION. The audit agency should not doubt the proofs computed by
the servers. In case of a dispute, the servers should be able to show evidence of
the received visits.

� ACCURACY. The results of the metering process should reflect the real interac-
tion between clients and servers as closely as possible.

� EFFICIENCY. The computation and storage requirements for the parties should
be minimal, especially for the clients, which do not have a direct gain from the
metering system.

� PRIVACY. The system should preserve clients, privacy by preventing tracking
and retrieving unnecessary details of client behaviors.

� ANONYMITY. The system should enable client anonymity, that is, each server
should not be able to tell whether several visits were performed by the same
client.
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It is important to notice that none of the existing metering scheme satisfies all
requirements listed above.

3.2 Complexity Measures

The main resources one has to consider when analyzing a metering scheme are the
following:

� Communication Complexity. Metering schemes involve distributing information
to clients and servers. The clients receive some information from the audit agency
and such information is used to compute the information sent to the servers when
visiting them. Since such information distribution affects the overall communica-
tion complexity, a major goal is to construct metering schemes whose overhead
to the overall communication is as small as possible.

� Space Complexity. The problem of establishing bounds on the size of the private
information distributed to clients has received considerable attention by several
researchers. The practical relevance of this issue is based on the following ob-
servations: First, the security of any system tends to degrade as the amount of
information that must be kept secret, that is, the private information held by
clients, increases. Second, if the private information given to clients is too long,
the memory requirements for the clients will be too severe, and, at the same
time, the initialization phase will become inefficient. Therefore, it is important to
derive significant upper and lower bounds on the size of information distributed
to clients.

� Randomness Complexity. During the initialization phase of any metering scheme,
the audit agency has to choose a random secret key in order to generate the pri-
vate information to be distributed to each client. Since truly random bits are hard
to obtain (they require the use of a natural source of randomness, such as an un-
biased coin, a radioactive source, or a noise diode), the problem of estimating the
amount of random bits needed by the audit agency to set up a metering scheme
has also received considerably attention.

4 Unconditionally Secure Metering Schemes

In this section we describe metering schemes which are unconditionally secure
against servers trying to inflate the number of clients they served: this means that
any server which has not been visited by a qualified set of clients in a time frame has
no information at all about its proof for that time frame. In this setting, the amount
of resources that corrupt servers and clients can afford in order to forge a server’s
proof is unbounded, that is, they can use as much time and space they need. Al-
though the servers are so powerful, the only thing they can do in order to compute a
proof is to guess the proof itself.
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4.1 Threshold Metering Schemes

Naor and Pinkas [34] first proposed metering schemes based on threshold secret
sharing schemes. In a threshold secret sharing scheme, a secret is shared among n

participants in such a way that any set of participants having cardinality greater than
or equal to a fixed threshold h can recover it, whereas, sets of cardinality less than
h have no information about the secret. Particular threshold secret sharing schemes
proposed by Shamir [44] are based on polynomial interpolation in a finite field Zq ,
where q > n is a prime number. The construction is the following: let S 2 Zq be
the secret to be shared. To set up the scheme, the dealer, who is the party perform-
ing the secret sharing, randomly chooses h � 1 coefficients a1; : : : ; ah�1 in Zq and

constructs the polynomial Q.x/ D S CPh�1
jD1 aj xj mod q. The share distributed

to the i -th participant is equal to yi D Q.i/: Any h participants, pooling together
their shares, can reconstruct the polynomial Q.x/ (and hence recover the secret
s D Q.0/) by solving a system of h linear equations in h unknowns. An alternative
method for the reconstruction of the polynomial Q.x/, given the shares yi1 ; : : : ; yih

and the identities i1; : : : ; ih of any h participants, is based on the Lagrange interpo-
lation formula

Q.x/ D
hX

jD1

yij

Y

1�k�h;k¤j

x � ik

ij � ik

and requires O.h2/ steps. In particular, since the h participants are only interested
in recovering the secret, they do not need to recover the whole polynomial, but just
its constant term. Therefore, they can use the following formula

S D Q.0/ D
hX

jD1

yij

Y

1�k�h;k¤j

ik

ik � ij
:

On the other hand, any h � 1 participants have no information about the secret.
Indeed, by pooling together their shares, they will obtain a system of h � 1 linear
equations in h unknowns. Since, for any hypothesized value S 0 of the secret, there
will be a unique polynomial Q0.x/, which is consistent with the h � 1 shares and
such that Q0.0/ D S 0, no value of the secret can be ruled out. Hence, the participants
have no information about the secret.

As shown by Naor and Pinkas, threshold secret sharing schemes can be used in
the metering scenario in the following way: the audit agency splits a secret into n

shares (where n is the number of clients) and gives a share to each client. When a
client visits a server, it gives its share to the server. If the server receives h different
shares from h different clients, then it is able to reconstruct the secret. This secret
is shown to the audit agency as a proof for h client visits. This straightforward
implementation of a metering scheme works if the measurement is performed in a
single time frame and if there are no corrupt clients or servers. Indeed, the proof
(i.e., the secret) is the same for all servers. Therefore, the above construction cannot
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be used if there are corrupt servers or clients or several time frames. What is needed
in this case is a method enabling different servers to reconstruct different proofs in
different time frames.

To accommodate many servers and many time frames, Naor and Pinkas proposed
a metering scheme based on a modified version of the polynomial secret sharing
scheme of Shamir [44]. Their scheme uses a bivariate polynomial rather than a uni-
variate one to share many secrets, which serve as proofs for different servers in
different time frames. In their scheme, the qualified subsets of clients are those of
cardinality larger than or equal to h, where h is a parameter of the scheme. Their
scenario contemplates the presence of a certain number c � h� 1 of corrupt clients
and a certain number s � m of corrupt servers which could cooperate in order to
inflate the count of visits received by servers. Let q > n be a prime number. In
the following, we use the term regular visit to indicate visits performed by non-
corrupt clients. Moreover, we denote by “ı” an operator mapping each pair .j; t/;

with j D 1; : : : ; m and t D 1; : : : ; �; to an element of Zq , having the property that
no distinct two pairs .j; t/ and .j 0; t 0/ are mapped to the same element. The scheme
is described in Fig. 1.

In the following section we analyze the randomness, space, and communication
complexities of the above scheme. In order to set up the scheme, the audit agency
has to choose a random bivariate polynomial over Zq , having degree h� 1 in x and
s� � 1 in y. Therefore, it has to choose hs� random coefficients in Zq , requiring
a total amount of hs� log q random bits. Concerning to clients, they are required to
store a polynomial of degree s� �1 over Zq . Hence, the size of the information kept
secret by clients is equal to s� log q bits. During a regular operation in time frame t ,
each server Sj receives the pair .i; Q.i; j ı t// from a client Ci . However, in order
to evaluate the communication complexity, the space needed to store the identity i

Initialization:

� The audit agency A chooses a random bivariate polynomial Q.x; y/ over Zq of degree h� 1

in x and degree s� � 1 in y:

� The audit agency A sends the polynomial Q.i; y/, whose degree is s� � 1, to each client Ci .

Regular Operation for Time Frame t :
When the client Ci visits the server Sj in time frame t , it sends the pair .i; Q.i; j ı t // to Sj .

Proof Generation for Time Frame t :

� Assume that the server Sj has been visited by at least h different clients in time frame t .
� The server Sj can perform a Lagrange interpolation on the polynomial Q.x; j ı t / and com-

pute the proof as Q.0; j ı t /.
� The server Sj sends the value Q.0; j ı t / to the audit agency.

Proof Verification for Time Frame t :
The audit agency A verifies the proof received by Sj by evaluating the polynomial Q.x; y/ at
the point .0; j ı t /:

Fig. 1 Naor–Pinkas threshold metering scheme (NP-U)
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of the client will not be considered. Indeed, such an identity could be substituted by
the IP address of the client since the IP address will be revealed to the server during
the communication with the client. Clearly, each client must have a static IP address
and not a dynamic one. It follows that the size of the information sent from clients
to servers is equal to log q bits. The IP address of the client will be mapped by the
server to a value in Zq . Finally, the proof computed by each server Sj at the end of
the time frame t is an element in Zq , having size log q bits. Moreover, in the above
scheme, clients do relatively little additional work (they evaluate a polynomial over
a small field and send its result to the audit agency) and are not required to change
their communication pattern. The amount of work performed by servers is similar to
prove that a certain number of clients visited it, any server sends to the audit agency
the result of an interpolation of a polynomial over a small field (and the audit agency
can efficiently verify it by evaluating the polynomial Q.x; y/ at the point .0; j ı t/).

An Example We want to set up a metering scheme to check if any server received
at least h D 1:000 visits in a certain number � D 100 of time frames. The scheme
should be secure against a coalition of up to s D 10 corrupt server. Let q D 231 � 1

and let Q.x; y/ be a polynomial over Zq of degree h � 1 D 999 in x and s � � �
1 D 999 in y. As the finite field Zq is small, the basic arithmetic operations on its
elements, which are 32-bit words, are very efficient.

In order to set up the scheme, the audit agency has to choose hs� log q D 32:000

random bits, hence the randomness complexity of the scheme is 4 Mbytes. The
share held by each client consists of a polynomial of degree 999, whose storage
requires 4 Kbytes. In order to perform a regular operation, each client has to perform
a polynomial evaluation. The result of such evaluation, which is a 32-bit word, is
sent to the visited server. After receiving 1:000 client visits within a time frame, a
server can compute its proof by interpolating a polynomial of degree 999. The proof
generated by each server, which is a 32-bit word, can be verified by the audit agency
by evaluating a polynomial of degree 1:000.

4.1.1 An Entropy Based Model

In this section, we describe Naor–Pinkas threshold metering schemes by using an
information-theoretic approach. Such an approach, proposed in [19], can be used to
describe any unconditionally secure metering scheme.

With a boldface capital letter, say X, we denote a random variable taking value on
a set, denoted with the corresponding capital letter X; according to some probability
distribution fP rX.x/gx2X . The values such a random variable can take are denoted
with the corresponding lower case letter. Given a random variable X, we denote with
H.X/ the Shannon entropy of fP rX .x/gx2X (for some basic properties of entropy,
consult the Appendix).

During the initialization phase, the audit agency provides each client with
some information about the server’s proofs. For any i D 1; : : : ; n, we denote
by ci the information that the audit agency A gives to the client Ci during the
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initialization phase. Moreover, we denote by Ci the set of all possible values that
ci can assume. Given a set of client indices X D fi1; : : : ; i`g � f1; : : : ; ng, where
i1 < i2 < : : : < i`, we denote by C

X
the Cartesian product C

i1
� � � � � C

i`
.

During a regular operation, a client uses the information received in the initial-
ization phase to compute the information passed to servers when visiting them. For
any i D 1; : : : ; n, j D 1; : : : ; m, and t D 1; : : : ; � , we denote by ct

i;j the information
that the client Ci sends to the server Sj when visiting it in time frame t . Moreover,
we denote by C t

i;j the set of all possible values that ct
i;j can assume. Given a set of

client indices X D fi1; : : : ; i`g � f1; : : : ; ng, where i1 < i2 < : : : < i`, we denote
by C t

X ;j the Cartesian product C t
i1

;j � � � � � C t
i`

;j .

During the proof computation phase, servers compute the proofs to be sent to
the audit agency. For any j D 1; : : : ; m and t D 1; : : : ; � , we denote by pt

j the
proof computed by the server Sj when it has been visited by a subset of clients
having cardinality larger than or equal to h in time frame t . Moreover, we denote
by P t

j the set of all values that pt
j can assume. Given a set of server indices B D

fj1; : : : ; jˇ g � f1; : : : ; mg, where j1 < j2 < : : : < jˇ , we denote by P t
B

the
cartesian product P t

j1
� � � � � P t

jˇ
.

A corrupt server can be assisted by corrupt clients and other corrupt servers in or-
der to inflate the count of its visits. A corrupt client Ci can donate to a corrupt server
the whole private information received by the audit agency during the initialization
phase. In time frame t , where t D 1; : : : ; � , a corrupt server can donate to another
corrupt server the information that it has received during time frames 1; : : : ; t . For
any i D 1; : : : ; n and t D 1; : : : ; � , we denote by V

Œt �
j the view of the server Sj at

time frame t . Such information includes the sets of client visits received by serverSj

in time frames 1; : : : ; t . We also define V
Œ0�

j D ;; for any corrupt server Sj : Given
a set of server indices B D fj1; : : : ; jˇ g � f1; : : : ; mg, where j1 < j2 < : : : < jˇ ,
we denote by V Œt �

B
the cartesian product V Œt �

j1
� � � � � V Œt �

jˇ
.

An .n; m; �; c; s; h/ threshold metering scheme is a protocol to measure the in-
teraction between n clients and m servers during � time frames in such a way that
the following properties are satisfied:

� Visit Computation. For any time frame t D 1; : : : ; � , any client is able to com-
pute the information needed to visit any server in time frame t :
Formally, for i D 1; : : : ; n, j D 1; : : : ; m, and t D 1; : : : ; � , it holds that

H.Ct
i;j jCi / D 0:

� Proof Computation. For any time frame t D 1; : : : ; � , any server which has
been visited by h different clients in time frame t can compute its proof for t :
Formally, for j D 1; : : : ; m; t D 1; : : : ; � , and any X � f1; : : : ; ng such that
jX j � h, it holds that

H.Pt
j jCt

X ;j / D 0:
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� Security. Consider a coalition of at most s corrupt servers and at most c corrupt
clients. Assume that in some time frame t each corrupt server in the coalition
has been visited by less than h honest clients. Then, the corrupt servers have no
information about their proofs for time frame t , even if they are helped by the
corrupt clients.
Formally, for any B D fj1; : : : ; jˇ g � f1; : : : ; mg, X1; : : : ; Xˇ ; Y � f1; : : : ; ng,
such that jBj D ˇ � s, jY j � c, jXj j � h � 1 and jXj [ Y j � h � 1; for any
j D 1; : : : ; ˇ, and any t D 1; : : : ; � , it holds that

H.Pt
B
jC

Y
Ct

X1
;j1

: : : Ct
Xˇ

;jˇ
VŒt�1�

B
/ D H.Pt

B
/:

The problem of establishing bounds on the communication and randomness com-
plexities of metering schemes has been addressed in several papers (see [12, 14, 19,
29, 30]). In particular, in [19], it was shown that if the proofs for the servers are
uniformly chosen in a finite field F , then the size of the information that any client
passes to any server during a visit is lower bounded by log jF j, that is,

log jC t
i;j j � log jF j for any i D 1; : : : ; n, j D 1; : : : ; m, and t D 1; : : : ; �: (1)

Moreover, if also the proofs for the servers are statistically independent, then the
size of the information distributed to any client during the initialization phase is
lower bounded by s� log jF j, that is

log jCi j � s� log jF j for any i D 1; : : : ; n. (2)

Finally, in [30], it was shown that in the same hypothesis as the above result, the
number of random bits needed by the dealer to set up an .h; n/-threshold metering
scheme is lower bounded by hs� log jF j, that is

log jC1 � � � � � Cnj � hs� log jF j: (3)

It is easy to see that the scheme of Fig. 1 meets the above bounds.

4.2 Metering Schemes with Pricing

Threshold metering schemes can be used to check if a server received at least h

visits, where h is a predefined parameter of the schemes. Indeed, in such schemes,
a server that has received a number of visits less than h is in the same situation as
a server which has received no visit, that is, it has absolutely no information about
its proof. Consequently, the audit agency will pay nothing to a server that has been
visited by less than h clients.

Metering schemes with pricing were introduced in [12, 13] and further analyzed
in [30]. Compared to threshold metering schemes, these schemes enable a more
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flexible payment system since they allow to count the exact number of visits re-
ceived by each server, which is paid accordingly. In these schemes, there are two
thresholds ` and h, where ` < h � n, and any server can be in three different situ-
ations: (1) the server is visited by a number of clients greater than or equal to h; (2)
the server is visited by a number of clients smaller than or equal to `; (3) the server
is visited by a number r of clients between `C1 and h. The audit agency would pay
all the negotiated amount for the exposure of the ads in case 1; it would pay nothing
in case 2; and it would pay a smaller sum, which depends on the number of visits r ,
in case 3.

A Non-Interactive Scheme In the metering scheme proposed in [12,13], there is a
proof associated to any number of client visits between `C 1 and h, for any server
and for any time frame. Moreover, each server can compute its proof as a function of
the information provided by the clients visiting it and does not need any interaction
with the audit agency. The scheme uses h�` independent Naor and Pinkas metering
schemes, with thresholds `C 1; : : : ; h. The scheme is described in Fig. 2.

In the following, we analyze the randomness, space, and communication com-
plexities of the scheme. In order to set up the scheme, the audit agency has to choose
h� ` random bivariate polynomials Q`C1.x; y/; : : : ; Qh.x; y/ over Zq , where, for
z D ` C 1; : : : ; h, the polynomial Qz.x; y/ has degree z � 1 in x and s� � 1 in
y. Therefore, it has to choose s�

Ph
zD`C1 z random coefficients in Zq , requiring a

total amount of s�
Ph

zD`C1 z log q random bits. Concerning to clients, they are re-
quired to store h � ` polynomials of degree s� � 1 over Zq . Hence, the size of the
information kept secret by clients is equal to .h � `/s� log q bits. During a regular

Initialization:

� The audit agency A chooses h� ` random bivariate polynomials Q`C1.x; y/; : : : ; Qh.x; y/

over Zq; where, for z D `C 1; : : : ; h; the polynomial Qz.x; y/ is of degree z � 1 in x and
degree s� � 1 in y.

� The audit agency A sends to each client Ci the h� ` polynomials Q`C1.i; y/; : : : ; Qh.i; y/,
which are of degree s� � 1.

Regular Operation for Time Frame t :

When the client Ci visits the server Sj in time frame t , it sends the h� ` values Q`C1.i; j ı t /;

: : : ; Qh.i; j ı t / to Sj .

Proof Generation and Verification for Time Frame t :

� Assume that the server Sj has been visited by a number r of clients, ` < r � h, in time
frame t .

� The server Sj can perform a Lagrange interpolation on the polynomial Qr .x; j ı t / and
compute the r-proof Qr.0; j ı t /.

� The server Sj sends the pair .Qr.0; j ı t /; r/ to the audit agency.
� The audit agency A verifies the proof by evaluating the polynomial Qr.x; y/ at the point

.0; j ı t /.

Fig. 2 A non-interactive metering scheme with pricing (NI)
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operation in time frame t , each server Sj receives from a client an .h � `/-tuple of
elements of Zq . Hence, the size of the information sent from clients to servers is
equal to .h � `/ log q bits. Finally, the r-proof computed by each server Sj which
has received r client visits in time frame t is an element in Zq , having size log q bits.

An Interactive Scheme A different kind of metering scheme with pricing was pre-
sented in [30]. In such a scheme, for any server Sj and any time frame t , there is a
unique proof pt

j associated to the server in that time frame. If the server is visited
by a number of clients between ` and h � 1 in time frame t , it gains some informa-
tion about its proof for t . The uncertainty of a server with respect to its proof for t

decreases linearly as the number of client visits in time frame t increases between
` and h � 1. Consequently, any server receiving a number of visits less than h in
a time frame is not able to compute its proof, but needs to interact with the audit
agency at the end of the time frame. Only after receiving some information from the
audit agency the server will be able to compute its proof. The pricing payment sys-
tem depends on the amount of information that the audit agency sends to the server
before the computation of the proof. The scheme is described in Fig. 3.

In the following section, we analyze the randomness, space, and communication
complexities of the above scheme. In order to set up the scheme, the audit agency

Initialization:

� Let f1; : : : ; fh�` be preselected elements of Zq distinct from 1; : : : ; n; which are known to
any client and any server.

� The audit agency A chooses a random bivariate polynomial Q.x; y/ over Zq; of degree h�1

in x and degree s� � 1 in y:

� The audit agency A sends the polynomial Q.i; y/ to each client Ci .

Regular Operation for Time Frame t :
When the client Ci visits the server Sj in time frame t , it sends the value Q.i; j ı t / to Sj .

End of Time Frame t :

� Let r be the number of visits received by Sj in time frame t . Then, Sj sends the message “I
received r visits in time frame t” to A.

� If r � ` or r � h, then A does not send any message to Sj ; whereas, if ` < r < h, then
A evaluates the polynomial Q.x; j ı t / in h� r points other than 1; : : : ; n; f1; : : : ; fh�` and
sends the results to Sj .

Proof Generation for Time Frame t :

� Assume that the server Sj has been visited by r > ` different clients in time frame t .
� Then, knowing the h � r points of Q.x; j ı t / received by A, Sj can perform a Lagrange

interpolation on the polynomial Q.x; j ı t / and compute the proof as the .h � `/-tuple
.Q.f1; j ı t /; : : : ; Q.fh�`; j ı t //.

Proof Verification and Pricing Evaluation for Time Frame t :

� The audit agency verifies the proof received by Sj by computing Q.fv; j ı t /; for v D
1; : : : ; h� `. If the proof is correct, then A decides on the amount of money to be paid to Sj

based on the number of values sent to Sj at the end of the time frame.

Fig. 3 An interactive metering scheme with pricing (I)
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has to choose a random bivariate polynomial over Zq , of degree h � 1 in x and
s� � 1 in y. Therefore, it has to choose hs� random coefficients in Zq , requiring a
total amount of hs� log q random bits. Concerning to clients, they are required to
store a polynomial of degree s� �1 over Zq . Hence, the size of the information kept
secret by clients is equal to s� log q bits. During a regular operation in time frame t ,
each server Sj receives from a client Ci the value Q.i; j ı t/, which is an element
of Zq . Hence, the size of the information sent from clients to servers is equal to
log q bits. At the end of a time frame, a server which has received r visits from
client, where ` < r < h, receives from the audit agency other h � r points of the
polynomial Q.x; jı t/. Hence, the size of the information sent from the audit agency
to servers is equal to .h�r/ log q bits. Finally, the proof computed by each server Sj

in time frame t is an .h� `/-tuple of elements in Zq , having size .h� `/ log q bits.
Compared to the scheme presented in [12], this scheme distributes less information
to clients and servers. The drawback of the scheme is that it requires servers to
interact with the audit agency in order to compute their proofs.

4.3 Metering Schemes for General Access Structures

The measures considered in previous metering schemes are simple thresholds. In
other words, these measures can distinguish between two cases: either the server
has received at least a required number of visits or it has not. The authors of [29]
considered a more general situation. They showed how to construct a metering
scheme realizing any access structure, where the access structure is the family of all
subsets of clients, called qualified sets, which enable a server to compute its proof.
The construction uses as building blocks threshold metering schemes proposed by
Naor and Pinkas. The proofs are points of a finite field Zq where q is a sufficiently
large prime number. Let � D fA1; : : : ;A`g be a monotone access structure on the
set of clients fC1; : : : ; Cng, and let hr D jAr j, for any r D 1; : : : ; `: The scheme is
described in Fig. 4.

The authors of [29] also proved several lower bounds on the communication
complexity of metering schemes realizing monotone access structures. In particular,
they proved that if the proofs for the servers are uniformly chosen in a finite field F ,
then the size of the information that any client passes to any server during a visit is
lower bounded by log jF j, that is,

log jC t
i;j j � log jF j for any i D 1; : : : ; n, j D 1; : : : ; m, and t D 1; : : : ; �: (4)

Moreover, if also the proofs for the servers are statistically independent, then the
size of the information distributed to any client during the initialization phase is
lower bounded by s� log jF j, that is

log jCi j � s� log jF j for any i D 1; : : : ; n. (5)
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Initialization:

� The audit agency A chooses a polynomial P1.x; y/ over GF.q/; which is of degree h1� 1 in
x and s� � 1 in y.

� For r D 2; : : : ; `, A chooses a polynomial Pr.x; y/ over GF.q/; which is of degree hr � 1

in x and s� � 1 in y and such that Pr .0; y/ D P1.0; y/.
� Afterwards, for any r D 1; : : : ; `, A gives the polynomial Pr.i; y/ to each client Ci 2 Ar .

Regular Operation for Time Frame t :
When a client Ci visits a server Sj during a time frame t it gives the values Pr.i; j ı t /, for any
r 2 f1; : : : ; `g such that Ci 2 Ar , to Sj .

Proof Generation and Verification:

� If during a time frame t a server Sj has received visits from a qualified set Ar , for some
r 2 f1; : : : ; `g, then it can interpolate the polynomial Pr .x; j ı t / and compute the proof
Pr .0; j ı t /.

� When the audit agency receives the value Pr.0; j ı t /, it can easily verify if this is the correct
proof for server Sj .

Fig. 4 A metering scheme for any access structure (GA)

A metering scheme realizing an access structure � is said to be optimal if both
the bounds (4) and (5) are met with equality. If there is any access structure � for
which there exists an optimal metering scheme realizing, it is called an optimal
access structure.

The construction of Fig. 4 in general gives schemes which are not optimal
with respect to the communication complexity. Indeed, the amount of information
received by a client during the initialization phase and that of the information dis-
tributed by the client during a visit to a server depend on the number of qualified
subsets that the client belongs to. For any client Ci , let di be the number of sets
X 2 � such that Ci 2 X . In the construction of Fig. 4, the proofs are points of a
finite field Zq where q is a sufficiently large prime number. In order to set up the

scheme, the audit agency has to choose s�
P`

rDC1.hr � 1/ random coefficients in

Zq , requiring a total amount of s�
P`

rD1.hr � 1/ log q random bits. Moreover, the
information distributed to client Ci by the audit agency consists of dis� points of
Zq , that is, its size is equal to di s� log q bits. Finally, the information given from
client Ci to a server Sj during a visit in a time frame consists of di points of Zq .
that is, its size is equal to di log q bits. If we construct a metering scheme realiz-
ing a threshold access structure � with threshold h by using the construction of
Fig. 4, then the information distributed to each client by the audit agency consists in�

n�1
h�1

�
s� points of Zq , that is, its size is equal to

�
n�1
h�1

�
s� log q bits. Moreover, the

information distributed by any client to any server during a visit consists in
�

n�1
h�1

�

points of Zq , that is, its size is equal to
�

n�1
h�1

�
log q bits. This construction is very

inefficient compared to the construction proposed by Naor and Pinkas [34].
The authors of [11] showed a general construction for optimal metering schemes

realizing general access structures. Their construction is based on the Brickell vector
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space construction for secret sharing schemes [16] and can be applied if there exists
a linear function � describing the access structure realized by the metering scheme.
In the following, given a set G of vectors, we denote by hGi the linear space spanned
by the vectors in G. Let d � 2, let e1 D .1; 0; : : : ; 0/ be a d -dimensional vector, and
let .Zq/d be the vector space of all d -tuples over Zq , where q is a prime number.
Let � be an access structure such that there exists a function � W C ! .Zq/d which
satisfies the property

e1 2< �.Ci / W Ci 2 X > , X 2 �: (6)

In other words, the vector e1 can be expressed as a linear combination of the vectors
in the set f�.Ci / W Ci 2 Xg if and only if X is a qualified subset. Notice that a
general upper bound on the parameter d is not known, and in some cases, d can
be quite large. However, in our scheme, the information that each client has to keep
secret does not depend on d , but only on s and � . In Fig. 5, we show how to construct
an optimal metering scheme realizing the access structure � .

The scheme meets the bounds (4) and (5). Indeed, the information distributed to
any client by the audit agency consists of s� points of Zq , whereas, the information
given from any client to any server during a visit consists of a single point of Zq .

Initialization:

� For any client Ci the audit agency A constructs the d -dimensional vector vi D �.Ci /. This
vector is sent to client Ci over a public channel.

� For any server Sj the audit agency A constructs the matrix Bj with s� rows and � columns,
whose t -th column is the s� -dimensional vector bt

j D .1; j ı t; .j ı t /2; : : : ; .j ı t /s��1/, for
t D 1; : : : ; � . For the sake of simplicity, we assume that the matrix Bj is made public by the
audit agency, but it could be computed by the server Sj itself (and also by the other servers
and clients), since its structure is known.

� Afterwards, A constructs a random matrix M with d rows and s� columns. This matrix is
kept secret by A.

� For any client Ci , A computes the s� -dimensional vector ci D vi �M . This vector is sent to
client Ci over a private channel.

Regular Operation for Time Frame t :

� Let bt
j be the t -th column of the matrix Bj and let gt

j DM � bt
j be a d -dimensional vector.

� When a client Ci visits a server Sj during a time frame t it computes the value ct
i;j D ci �bt

j D
.vi �M / � bt

j D vi � .M � bt
j / D vi � gt

j . This value is sent to Sj .

Proof Generation for Time Frame t :

� Let X 2 � be a qualified set of clients visiting a server Sj in time frame t .

� Then, the server Sj can compute its proof for time frame t as pt
j D

X

iWCi 2X

ai c
t
i;j , where each

ai 2 Zq and is such that the d -dimensional vector e1 can be expressed as e1 D
X

iWCi 2X
ai vi :

Fig. 5 An optimal metering scheme (OPT)
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The vector space construction for optimal metering schemes realizing an access
structure � can be applied if there exists a function � such that property (6) is
satisfied. The problem of the existence of such a function � has been extensively
studied by several researchers in the area of secret sharing schemes (see [16] and
[45]). Karchmer and Wigderson [27] generalized Brickell’s construction, showing
how to construct a linear secret sharing scheme realizing any general access struc-
ture. Their scheme is at least as efficient as any other linear secret sharing scheme
(see Chap. 4 of [5]). Therefore, in order to construct a not necessarily optimal me-
tering scheme realizing any general access structure, we could use Karchmer and
Wigderson construction instead than Brickell’s one. Indeed, the authors of [15] pro-
posed a linear algebraic approach to design metering schemes realizing any access
structure. Namely, given any access structure, they presented a method to construct a
metering scheme realizing it from any linear secret sharing scheme with the same ac-
cess structure. Besides, they proved some properties about the relationship between
metering schemes and secret sharing schemes. These properties provide some new
bounds on the communication complexity of metering schemes. According to these
bounds, the optimality of the metering schemes obtained by their method relies upon
the optimality of the linear secret sharing schemes for the given access structure.

In the following, we show how to construct the function � for some access struc-
tures. Consequently, the vector space construction can be applied to obtain optimal
metering schemes realizing these access structures.

Threshold Structures Naor and Pinkas [34] showed how to construct optimal me-
tering scheme realizing a threshold access structure, that is, such that the qualified
subsets of clients are those having cardinality greater than or equal to a certain
threshold h. It is interesting to observe that their scheme is a special case of the vec-
tor space construction. To see this, let d D h and let �.Ci / D .1; xi ; x2

i ; : : : ; xh�1
i /

for any client Ci . It is easy to see that the function � satisfies (6), that is, the
h-dimensional vector e1 belongs to the subspace h�.Ci / W Ci 2 Xi if and only if
X is a set containing h clients.

In the following, we show that the resulting scheme is equivalent to the Naor and
Pinkas scheme [34]. The coefficients of the random bivariate polynomial Q.x; y/

can be seen as the coefficients of the random matrix M in the vector space construc-
tion, while, for any client Ci , the coefficients of the univariate polynomial Q.xi ; y/

can be seen as the coefficients of the vector ci . Similarly, for any server Sj and
any time frame t , the coefficients of the polynomial Q.x; j ı t/ correspond to the
coefficients of the vector gt

j and the proof Q.0; j ı t/ corresponds to the value pt
j .

Multilevel Structures In a multilevel access structure, there are u disjoint classes
of clients (also called levels), L1; : : : ; Lu, where each class Lr � fC1; : : : ; Cng is
associated to a positive integer hr � nr DjLr j, for r D 1; : : : ; u, and such that
h1 < h2 < � � � < hu. A multilevel access structure consists of those subsets which
contain at least hr clients all of level at most Lr for some r 2 f1; : : : ; ug. Therefore,
in any metering scheme realizing a multilevel access structure, any server is able to
compute its proof for a given time frame if and only if it has received at least hr visits
from clients of level at most Lr for some r 2 f1; : : : ; ug during that time frame.
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The authors of [29] showed how to construct an optimal metering scheme
realizing any multilevel access structure. Their scheme can be obtained by the
vector space construction letting d D hu and �.Ci / D .1; xi ; x2

i ; : : : ; x
hr�1
i ;

0; : : : ; 0/, where xi 2 Zq is chosen by A, for any client Ci 2 Lr and any
r D 1; : : : ; u. Following the line of Theorem 1 in [16], it can be proved that if

q > .hu � 1/

 
n

hu � 1

!

, then it is possible to choose the value xi 2 Zq associated

to any client Ci in such a way that (6) is satisfied (i.e., the hu-dimensional vector e1

belongs to the subspace < �.Ci / W Ci 2 X > if and only if X is a set of hr clients
of level at most Lr , where r 2 f1; : : : ; ug).
Compartmented Structures In a compartmented access structure, there are u
disjoint classes of clients (also called compartments), G1; : : : ; Gu, where each
class Gr � fC1; : : : ; Cng is associated to a positive integer hr � nr D jGr j, for
r D 1; : : : ; u. The compartmented access structure consists of those subsets which
contain at least hr clients from compartment Gr , for any 1 � r � u. Therefore,
in any metering scheme realizing a compartmented access structure, any server Sj

is able to compute its proof for a given time frame if and only if it has received at
least hr visits from clients in compartment Gr , for any 1 � r � u, during that time
frame.

The authors of [29] showed how to construct an optimal metering schemes realiz-
ing any compartmented access structure. Their construction is based on polynomial
interpolation on a finite field. In the following, we propose a construction for op-
timal metering schemes realizing compartmented access structures which is based
on the general vector space construction. In our construction, any server receiving at
least hr visits from clients in compartment Gr , for any 1 � r � u, is also required to
receive a total of at least h client visits in a time frame, where h is a positive integer,
in order to compute its proof. It is easy to see that if h D Pu

rD1 hr , we obtain the
construction proposed in [29].

Our construction is obtained by the vector space construction, letting d D h.
Without loss of generality, assume that t D h � Pu

rD1 hr � 0. Let t0 D t ,
and let tr D t C Pr

jD1 hj for 1 � r � u. For any index r D 1; : : : ; u,
denote by Cr;i the clients in compartment Gr . For each client Cr;i , the au-
dit agency chooses a value xr;i 2 Zq and constructs the h-dimensional vector

�.Cr;i/ D .1; xr;i ; x2
r;i ; : : : ; xt�1

r;i ; 1; : : : ; 1; xt
r;i ; : : : ; x

tChi�1
r;i ; 1; : : : ; 1/ where the

values xt
r;i ; : : : ; x

tChi�1
r;i correspond to the coordinates of indices ti�1 C 1; : : : ; ti .

Following the line of Theorem 3 in [16], it can be proved that if q >

 
n

h

!

, then

it is possible to choose the value xi 2 Zq associated to any client Ci in such a
way that (6) is satisfied (i.e., the h-dimensional vector e1 belongs to the subspace
< �.Ci/ W Ci 2 X > if and only if X is a set containing hr clients of compartment
Gr , for any 1 � r � u, and h clients in total).
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5 Computationally Secure Metering Schemes

In this section, we describe metering schemes whose security is based on un-
proven specific computational assumptions. In this setting, the amount of resources
that corrupt servers and clients can afford in order to forge a server’s proof is
bounded. In particular, a corrupt party can perform only feasible computations, that
is, procedures which require time and space upper bounded by a polynomial p.n/,
where n D jxj is the size of the instance x of the problem which is solved by the
procedure.

5.1 Naor and Pinkas Scheme

Naor and Pinkas [34] proposed a computationally secure variant of their metering
scheme, allowing the audit agency to reuse the same polynomial for an unlimited
number of time frames. The security of their scheme relies on the difficulty of solv-
ing the computational Diffie–Hellman problem, which is a well-known assumption
used in cryptography. Let q and p be two prime numbers and let g be a generator
of a subgroup of Z�q of order p, such that extracting discrete logarithms to the base
g in this subgroup is hard. The computational Diffie–Hellman assumption states
that given g, ga, and gb , it is difficult to compute gab , where a and b are random
integers.

The key idea on which the scheme depicted in Fig. 6 is based is to do interpolation
in the exponents. Since, as we have seen before, Lagrange’s interpolation formula

Initialization:

� The audit agency A chooses a random polynomial Q.x/ over Zq of degree h� 1 in x.
� The audit agency A sends the value Q.i/ to each client Ci .

Beginning of a Time Frame t :
The audit agency A randomly chooses a value rj and sends the challenge grj to each server Sj .

Regular Operation for Time Frame t :
When the client Ci visits the server Sj , it receives the value grj and computes the value grj �Q.i/,
to be sent to Sj .

Proof Generation for Time Frame t :

� Assume that the server Sj has been visited by at least h different clients in time frame t .
� The server Sj performs a Lagrange interpolation on the polynomial grj �Q.x/ and computes

the proof as grj �Q.0/.
� The server Sj sends the value grj �Q.0/ to the audit agency.

Proof Verification for Time Frame t :
The audit agency A verifies the proof received by Sj by evaluating the polynomial grj �Q.x/ at the
point x D 0.

Fig. 6 Naor–Pinkas computational metering scheme (NP-C)
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for a polynomial Q.x/ of degree h � 1 says that from any h points yi1 ; : : : ; yih of
Q.x/ we can compute the point

Q.0/ D
hX

jD1

yij �j ;

where, for j D 1; : : : ; h, the value �j can be expressed as �j DQ1�k�h;k¤j
ik

ik�ij
;

then we can also compute the point

gQ.0/ D g
Ph

j D1 yij
�j D

hY

jD1

g
yij

�j :

Interpolation in the exponents was first used by Feldman in [22] in order to enable
each participant in a secret sharing scheme to verify its own share, received from a
possibly dishonest dealer, with no loss in security. Such a property was guaranteed
by the difficulty of computing the discrete logarithm in certain finite multiplicative
groups. Since then, interpolation in the exponents has been used in several papers.
In the metering scheme proposed by Naor and Pinkas, it allows the audit agency
to use the same polynomial in just one variable for several time frames. Indeed,
instead of changing the polynomial each time a new time frame starts, the audit
agency sends at the beginning of a time frame a challenge grj to each server Sj ,
where rj is a random integer. Each client Ci visiting the server Sj during the time
frame receives the challenge grj from the server and computes grj �Q.i/ by using
the value Q.i/ received by the audit agency in the initialization phase. At the end of
the time frame, any server Sj which has been visited by at least h different clients
in that time frame is able to compute the proof grj �Q.0/ by using the values provided
by the clients during their visits.

It is possible to show that it is computationally infeasible that a server Sj , know-
ing a polynomial number of challenges and their answers and knowing a challenge
grj and less than h answers of the form grj �Q.i/, can compute the proof grj �Q.0/

(unless he is also able to break the computational DH assumption). We refer to [34]
for the details.

In the previous scheme, each client Ci is required to perform little additional
work during the interaction with a server Sj since it has to compute grj �Q.i/ from
the challenge grj and his private value Q.i/. Similarly, the amount of work done
by servers is comparable to the work done for the unconditional setting. The inter-
polation of the polynomial over a small field is performed replacing the additions
and multiplications operations on elements of the field with multiplications and ex-
ponentiations, respectively. Finally, the audit agency can verify the value received
from the server by performing a polynomial evaluation and an exponentiation.

Let us now analyze the randomness, space, and communication complexities of
the above scheme. During the initialization phase, the audit agency has to choose a
random polynomial over Zq of degree h � 1. Moreover, for each time frame t and
for each server Sj , it has to choose a random value rj to be used for the computation
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of the challenge grj . Therefore, it has to choose hCm� coefficients in Zq . Clients
are required to store a single value, hence the size of the information kept secret by
each client amounts to log q bits. Each time a client interacts with the server during
a regular operation, it has to send a value in Zq . Then, the size of the information
sent from clients to servers is equal to log q bits. Finally, the size of the proof is also
equal to log q bits.

5.2 Ogata–Kurosawa Scheme

Ogata and Kurosawa [42] proposed a robust computational metering scheme with
the aim to prevent malicious behaviors of the clients. Indeed, clients could cheat
the servers by providing fake values and prevent them to compute the proof. Robust
schemes were first introduced by Naor and Pinkas as a variant to their basic scheme
[34]. Their idea was to let servers have a way to authenticate the values sent by
clients during the interaction. To allow a client to communicate a value u 2 Zq

to a server in an authenticated way, the audit agency chooses two random values
a; b 2 Zq and computes v D au C b mod q. The pair .a; b/ is sent to the server,
whereas, the pair .u; v/ is sent to the client. Later on, the client sends the pair .u; v/

to the server, which can check whether v D au C b mod q. However, in [42], an
attack to such scheme is shown allowing two malicious clients to prevent a server
from correctly computing a proof.

The robust scheme proposed by Ogata and Kurosawa is computationally secure
under the computational Diffie–Hellman assumption and is described in Fig. 7. In
such scheme, the audit agency chooses a random polynomial Q.x; y; z/, having
degree 1 in x, degree s� � 1 in y, and h � 1 in z. Each client is then provided
with the bivariate polynomial Q.x; y; i/, while each server is provided with the
polynomial Q.rj ; j; z/, where rj is a random integer chosen in Zqnf0g. At the
beginning of a time frame, A publishes a challenge guj for any server Sj , where
uj is a random integer, so that if Ci wants to access Sj ’s site, it has to evaluate the
given polynomial at the point j (i.e., it has to compute the polynomial Q.x; j; i/),
obtaining two coefficients ai;j and bi;j , and provide Sj with the values guj ai;j and
guj bi;j . The server Sj is able to verify the validity of the values sent by Ci since
guj ai;j � .guj bi;j /rj D guj .ai;jCbi;j rj / D guj Q.rj ;j;i/. At the end of a time frame,
if Sj has been visited by h or more clients, then can collect a number of values
of the form guj ai;j D guj Q.0;j;i/ and can compute the proof guj Q.0;j;0/ by using
polynomial interpolation. The audit agency A verifies the value sent by Sj simply
comparing it with the evaluation of guj Q.x;y;i/ at the point .0; j; 0/.

It is possible to show that server Sj , after receiving h visits during time frame
t , can compute its proof for that time frame, even if the adversary corrupts all the
clients and all the servers other than Sj . At the same time, it is possible to show that
a corrupt server receiving less than h visits during a time frame t cannot compute a
proof, even if h� 1 clients and s servers are corrupt. We refer the reader to [42] for
the details.
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Initialization:

� The audit agency A chooses a random polynomial Q.x; y; z/ over Zq of degree 1 in x, s��1

in y and h� 1 in z.
� The audit agency A sends the bivariate polynomial Q.x; y; i/ to each client Ci .
� The audit agency A chooses a random value rj 2 Zqnf0g and sends the polynomial

Q.rj ; j; z/ and the value rj to each server Sj .

Beginning of a Time Frame t :
The audit agency chooses a random number uj for each server Sj an publishes the challenge guj .

Regular Operation for Time Frame t :

� When the client Ci visits the server Sj , it computes Q.x; j; i/D ai;j C bi;j � x and sends the
values di;j D guj ai;j and ei;j D guj bi;j to Sj .

� The server Sj checks whether .di;j /.ei;j /rj D guj �Q.rj ;j;i/:

Proof Generation for Time Frame t :

� Assume that the server Sj has been visited by at least h different clients in time frame t .
� The server Sj performs a Lagrange interpolation on guj Q.0;j;i/ and computes the proof as

guj Q.0;j;0/.
� The server Sj sends the value guj Q.0;j;i/ to the audit agency.

Proof Verification for Time Frame t :
The audit agency A verifies the proof received by Sj by evaluating the polynomial guj Q.x;y;z/ at
the point .0; j; 0/.

Fig. 7 Ogata–Kurosawa computational metering scheme (OK)

Let us now analyze the randomness, space, and communication complexities of
the scheme in Fig. 7. During the initialization phase, the audit agency has to choose
a random polynomial over Zq , of degree 1 in x, s� � 1 in y, and h � 1 in z and
a random value rj for each server Sj , for a total of 2s�h C m elements in Zq .
Moreover, it has to choose a random value uj for each time frame and for each
server Sj . Therefore, the total number of random bits chosen by the audit agency
is equal to .2hs Cm/� Cm: Clients are required to store a bivariate polynomial of
degree 1 in x and s��1 in y, for a total of 2s� log q bits. Each time a client interacts
with the server during a regular operation, it has to send two values in Zq . Then, the
size of the information sent from clients to servers is equal to 2 log q bits. Finally,
since the proof for a server Sj is guj Q.0;j;0/, it is log q bits long.

In [42], a similar approach has also been shown for the unconditionally secure
setting. Indeed, Ogata and Kurosawa proposed a robust unconditionally secure me-
tering scheme which is a variant of the robust scheme in [34].

5.3 Hash-Based Scheme

Computationally secure metering scheme based on the well known idea of hash
chains [28] were proposed in [9, 10]. Hash chains are collections of values where
each value (except for the initial one) is computed after the application of a one-way
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hash function to the previous value. In this case, it is easy to follow the chain in one
direction, knowing the initial seed of the chain, but it is computationally infeasible
to compute the previous value in the chain, knowing just the next value.

To setup such schemes, the parties agree on a one-way hash function H with the
following additional properties [32]:

– Pre-image resistance: for every output y D H.x/, it is computationally infeasi-
ble to find any pre-image x0 such that H.x0/ D y;

– 2nd-pre-image resistance: for every input x, it is computationally infeasible to
find another in put x0 6D x such that H.x0/ D H.x/;

– Collision resistance: it is computationally infeasible to find any two distinct in-
puts x; x0 such that H.x/ D H.x0/.

During the initialization phase, the audit agency sets, for each client Ci willing
to visit server Sj , a new hash chain having length ki;j , where ki;j is the number of
granted accesses for Ci to Sj . For the sake of simplicity, in the following, we assume
that the number of granted accesses is the same, that is, ki;j D k, for any client Ci

and any server Sj . Then, A sends to Ci the initial point wi;j of the hash chain, and
to Sj the final point wk

i;j D Hk.wi;j /; where Hk.x/ denotes the application of k

cascade hashing operations starting from x. During a visit to server Sj , the client
Ci computes and sends the value of the hash chain requested for the r-th visit. The
server can verify the correctness of the received value by comparing it with the
value resulting from the application of the hash function to the last value stored and
associated with the client Ci . The proof for the audit agency consists of the last value
which a server stored during the interaction with the client. The scheme is described
in Fig. 8.

Initialization:

� For each client Ci and any server Sj , the audit agency A chooses a random seed wi;j and com-
putes wk

i;j D Hk.wi;j /; where Hk.x/ denotes the application of k cascade hashing operations
starting from x.

� For each server Sj , the audit agency A sends the tuple Œk; j; wi;j � to client Ci .
� For each client Ci , the audit agency A sends the tuple Œk; i; wk

i;j � to server Sj .

Regular Operation for Time Frame t :

� When the client Ci visits the server Sj , for the r-th time, it computes and sends wk�r
i;j to Sj .

� The server Sj verifies that wk�r
i;j D H.wk�rC1

i;j / and stores wk�r
i;j .

Proof Generation for Time Frame t :

� Assume that the server Sj has been visited r times by the client Ci .
� The server Sj sends the value Œi; j; r; wk�r

i;j � to the audit agency.

Proof Verification for Time Frame t :
The audit agency A verifies the proof received by Sj by evaluating Hk�r .wi;j /.

Fig. 8 Hash based metering scheme (H)
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Hash chains are very powerful cryptographic tools, since the operations of gen-
eration of the values and verification can be very efficiently performed. Indeed, little
additional work is done by clients during the regular operation, that is, the repeated
application of the hash function (unless the client decides to pre-compute and store
the values composing the hash chain). To verify the validity of the value sent by the
client, the server has to evaluate the hash function. The operations involved are very
simple, and the time spent and the size of the additional message do not alter the
original communication pattern. Despite of other proposed metering systems, the
number of proofs that each server sends to the audit agency is of the order of the
number of registered clients (not of the number of the visits).

The number of visits presented by Sj is the real number of times that each client
visited it since no cheating is possible from any of the players acting in the frame-
work. Indeed, the server cannot change the number of received visits because of the
properties of the function H. Furthermore, only authorized clients can access the
server, since they are able to provide a valid token. Notice that the proof sent by
servers to the audit agency cannot be repudiated, since each server is able to show
that the proof belongs to the hash chain whose final value has been provided by A
itself. Furthermore, each server should not be able to reconstruct the hash chain, as
far as it does not know the starting random seed for a given client Ci . Only A and Ci

know the seed, but both of them are willing to protect and maintain this secret for
obvious reasons.

In the following, we analyze the randomness, space, and communication com-
plexities of the hash based scheme. Denote by d the bit-length of the output of the
hash function H (standard hash functions outputs are 128, 160, 256, or 512 bits
long). The audit agency, for each client and each server, has to choose a random
seed for the hash chain, requiring then mnd random bits. The values computed and
exchanged during the different operations of the scheme are rings of the chain. Then,
the size of the information kept secret by each client is md , whereas the size of the
information exchanged among clients, servers, and the audit agency is of d bits.

6 Conclusions

Secure metering schemes face the problem of measuring the interaction between
servers and clients on the Web. Practical applications are measuring the exposure of
Web sites as well as the impact of online advertising campaigns. In this work, we
considered practical and theoretical aspects of metering schemes, addressing issues
of security, efficiency, and complexity. In Fig. 9, the main features of the metering
schemes presented in this paper are listed. The values denote the amount of random
bits needed by the audit agency to setup the scheme, the amount of space needed
by clients to store their private information, the communication complexity, and
the size of the proof that each server should send at the end of each time frame.
However, since the schemes presented in this paper have been designed for different
scenarios, the complexity measures of such schemes are not directly comparable.
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Scheme Randomness Space Comm. C. Proof Size
NP-U hs� log q s� log q log q log q

NI s�
Ph

zD`C1 z log q .h� `/s� log q .h� `/ log q log q

I hs� log q s� log q log q .h� `/ log q

GA s�
P`

rD1.hr � 1/ log q di s� log q di log q log q

NP-C .hCm�/ log q log q log q log q

OK ..2hs Cm/� Cm/ log q 2s� log q 2 log q log q

H nmd md d d

Fig. 9 Main features of the metering schemes presented in this paper

In the unconditional and computational metering schemes presented by Naor and
Pinkas and Ogata and Kurosawa (NP-U and NP-C, and OK, respectively) a server
receiving a number of visits less the fixed threshold h is in the same situation as a
server which has received no visit. Consequently, the audit agency will pay nothing
to a server that has been visited by less than h clients. A more flexible situation is
considered for metering schemes with pricing, for which both non interactive (NI)
and interactive (I) versions have been presented. These schemes enable a more flex-
ible payment system, since they allow to count the exact number of visits received
by each server, which is paid accordingly. A more general situation is considered for
metering schemes realizing an access structure on the set of clients (GA). In such
schemes, the audit agency is able to verify if a server has received visits by at least a
qualified set of clients. Finally in hash-based metering schemes (H), servers are able
to request payments corresponding to the exact number of visits received during the
considered time frame.

Appendix

Information Theory Background

In this Appendix, we review the basic concepts of Information Theory used in our
definitions and proofs. For a complete treatment of the subject, the reader is advised
to consult [18].

Information Theory is a mathematical theory based on probability theory. In
almost all applications of probability theory, one considers a discrete random ex-
periment which is defined by a finite or countably infinite set called the sample
space, consisting of all elementary events, and a probability measure assigning a
non-negative real number to every elementary event, such that the sum of all these
probabilities is equal to 1.

A discrete random variable X is a mapping from the sample space to a certain
range X and is characterized by its probability distribution fP rX.x/gx2X that as-
signs to every x 2 X the probability P rX .x/ of the event that X takes on the value
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x. In this paper with a boldface capital letter, say X, we denote a random variable
taking value on a set denoted with the corresponding capital letter X according to
some probability distribution fP rX.x/gx2X . The values such a random variable can
take are denoted with the corresponding lower letter x.

Given a probability distribution fP rX .x/gx2X on a set X , the Shannon entropy
of X, denoted by H.X/, is defined asv

H.X/ D �
X

x2X

P rX.x/ log P rX.x/

(all logarithms in this paper are to the base 2). The entropy H.X/ is a measure of
the average uncertainty one has about which element of the set X has been chosen
when the choices of the elements from X are made according to the probability
distribution fP rX .x/gx2X . It is well known that H.X/ is a good approximation to
the average number of bits needed to faithfully represent the elements of X .

The entropy satisfies the following property:

0 � H.X/ � log jX j; (7)

where H.X/ D 0 if and only if there exists x0 2 X such that P rX.x0/ D 1; whereas,
H.X/ D log jX j if and only if P rX.x/ D 1=jX j, for all x 2 X .

Given two sets X and Y and a joint probability distribution on their cartesian
product, the conditional entropy H.XjY/, is defined as

H.XjY/ D �
X

y2Y

X

x2X

P rY.y/P r.xjy/ log P r.xjy/:

From the definition of conditional entropy, it is easy to see that

H.XjY/ � 0: (8)

We have H.XjY/ D 0 when the value chosen from Y completely determines the
value chosen from X ; whereas, H.XjY/ D H.X/ means that choices from X and
Y are independent, that is, the probability that the value x has been chosen from
X , given that from Y we have chosen y, is the same as the a priori probability of
choosing x from X . Therefore, knowing the values chosen from Y does not enable
a Bayesian opponent to modify an a priori guess regarding which element has been
chosen from X .

The mutual information between X and Y is given by

I.XIY/ D H.X/ �H.XjY/:

Since I.XIY/ D I.YIX/ and I.XIY/ � 0, it is easy to see that

H.X/ � H.XjY/: (9)
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1 Introduction

The problem of privacy protection is to control the dissemination of personal data.
There exist various privacy principles that describe at a conceptual level what mea-
sures have to be taken to protect privacy. Examples of these principles are an
individual’s right to access and to request correction of data about oneself and the
requirement for an individual to consent to the disclosure of her personal data. An-
other principle is that of data minimization: It states that an individual should only
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disclose the minimal necessary data for a given purpose. Determining these data
is often a difficult task, and one usually needs to balance an individual’s privacy
interests and the legitimate interest of other parties in the individual’s data. An ex-
ample of this trade-off is an individual’s wish to be anonymous conflicting with her
requirements imposed by law enforcement to be able to identify and get hold of
criminals. Such trade-offs impose limits on privacy that cannot be overcome by any
technology.

When data are stored in digital form, the privacy problem is more severe than
with paper based processes. Once data are disclosed in digital form, they can be
easily stored, distributed, and linked with various other data. While the use of digital
media aggravates the privacy problem, it also offers new opportunities and technolo-
gies to implement principles of privacy protection. Today’s electronic transaction
systems essentially reproduce the non-privacy protecting paper-based business pro-
cesses and thereby most often fail to take advantage of the digital media as a privacy
enabler.

Incorporating privacy principles in digital media calls for a privacy architecture.
While certain aspects of privacy protection are well understood and corresponding
technologies are known, no comprehensive and stable privacy architecture exists
yet. Various efforts to enhance privacy in digital media are underway. Examples are
the NSF-funded PORTIA project [1] or the European project PRIME [2]. The latter
aims, among other things, to develop a comprehensive framework and architecture
to enable privacy in digital media. One can expect that a standard privacy architec-
ture will materialize in the near future. Such a privacy architecture will consist of
a combination of various technologies ranging from software technologies such as
access control, auditing, and policy management to more theoretical cryptographic
techniques.

In this paper, we take a step towards enabling privacy in digital media and present
a cryptographic framework that enables data minimization. In this framework, for
each transaction, there is a precise specification of what data get revealed to each
participant. This is called “controlled release of data”. In our framework, the key
feature is that the data in question is certified. That is to say, its validity can be
verified by the recipient.

Besides the framework, we also describe cryptographic building blocks that al-
low one to efficiently implement electronic transactions with our framework. That is,
we describe particular encryption schemes [22, 31], commitment schemes [33, 46],
and signature schemes [18, 19]. These schemes are all discrete logarithm which al-
lows for their combination with various efficient zero-knowledge proof techniques.
For an overview of such techniques, we refer to [24].

The framework turns out to be usable for the realization of a large number of
privacy enabling applications. For instance, it can be used to construct anonymous
credential systems [16,27,44,49], group signature schemes [4,23,30], and electronic
cash [9, 29].
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2 A Cryptographic Framework for the Controlled Release
of Certified Data

A (digital) certificate consists of data items, provided by a user, and a digital signa-
ture by a (certificate) issuer on the data items. By signing the user’s data items, the
issuer certifies, for instance, the user’s authorization to perform some given task and
that it has verified the validity of (some of) the user’s data items. To demonstrate its
authorization and the validity of the data items, the user can, for instance, show the
certificate to a verifier who checks the certificate’s validity by verifying the correct-
ness of its signature. The verifier will accept the claims associated to a certificate as
far as he trusts the issuer w.r.t. these claims.

In the following, we describe desirable properties of (non-traditional) certificates
allowing the user to control what data items are disclosed to the issuer and verifier
of certificates.

Required Properties when Showing a Certificate By showing a certificate, we
mean the process whereby a user using a certificate she possesses to convince a
verifier of the contents of the certificate. We stress that during this process the user
does not necessarily send the actual certificate to the verifier.

We require a process that allows the user to show certificate such that the follow-
ing properties are met.

Multi-show unlinkability: Conventional (public-key) certificates are represented
(encoded) by unique strings. Thus, when the user would just send the certificate
obtained from the issuer to the verifier, the issuer and the verifier can link the
transactions. Furthermore, multiple showings of the same certificate to the same
or different verifiers are linkable. We would like to emphasize that linkability is
an inherent property of traditional certificates, which is independent of the data
items contained in a certificate. In particular, even so-called pseudonymous cer-
tificates, i.e., certificates that do not contain personally identifying data items, are
linkable. Linkability is known to be a serious threat to the privacy of individuals.
We require that the showing of a certificate cannot be linked to the issuing of the
certificate as well as to other showings of the same certificate, unless of course
the data items being disclosed allow for such linking.

Selective show of data items: Given a certificate, we require that the user in each
showing of the certificate can select which data items she wants to disclose (and
which data items she does not want to disclose) to the verifier. For numerical
data items, we require that it be possible to show that a data item lies in some
interval without revealing the exact value of the data item. As an example, con-
sider a driver’s license certificate consisting of the user’s name, address, and date
of birth. When stopped on the road at a police checkpoint, the user shows that
the certificate is valid, i.e., that she is authorized to drive, without disclosing her
name, address, and date of birth. Using the same certificate, in a supermarket
when purchasing alcohol, the user shows the certificate such that she only dis-
closes that she is not underage.
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Conditional showing of data items: We require that the user be able to condition-
ally disclose certified data, when showing a certificate. More precisely, let us
assume that there is a third party, and that prior to certificate showing, the user
picks the data items she wishes to show conditionally to the issuer; also the user
and the verifier agree on the conditions under which the verifier may learn the
selected data items. In a conditional showing, the user discloses to the verifier
information (on the conditionally shown data elements) such that the verifier
cannot recover the conditionally shown data items from the information. Yet, the
verifier can be assured that, when asked to do so, the third party is able to recover
the data items.
Hence, if the third party recovers the data items only if the mentioned condi-
tion is fulfilled (where we assume that it knows the condition), then the above
mechanism implements showing of (certified) data under the agreed condition.
As an example, consider a user accessing a university library’s reading room with
valuable books and the third party being the university administration. The user’s
identity, e.g., contained in her student identity certificate, will be disclosed to the
librarian only under the condition that books are stolen from the reading room.
To find out the user’s identity, the librarian will need to involve the university
administration.

Proving relations between data items: When showing multiple certificates by
different issuers, the user should be able to demonstrate that data items in the
certificates are related without disclosing the data items. For instance, when
showing her drivers certificate and her credit card certificate to a car rental com-
pany, the user should not need to disclose her name contained in the certificates,
but only to demonstrate that both certificates are issued to the same name.

Desirable Properties of Certificate Issuing. We now describe the properties we
require of the process where the user gets issued a certificate by an issuer. Let
fm1; : : : ; mlg denote a set of data items and H a subset of these data items. It should
be possible for the user to obtain certificate on fm1; : : : ; mlg such that the issuer
does not learn any information on the data items H , while it learns the other data
items, i.e., fm1; : : : ; mlg nH . We refer to such an issuing as blind certification.

Obviously, the data items in H are chosen by the user; however, the other data
items could be chosen by the issuer or by the user. For the data items that remain
hidden from the issuers, we require that the user is able to assert that some of them
were previously certified by another issuer. An example where this property is useful
is e-cash with online double spending tests. Here, the user chooses a random and
unique number that is certified by the bank (issuer) such that the bank does not
learn the number (c.f. Sect. 3.2).

2.1 A Framework of Cryptographic Primitives

In this section, we illustrate how a framework of encryptions, commitments, sig-
natures, and zero-knowledge proofs can be used to implement certificates having
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properties as described above. The presentation is (quite) informal and intended
to be accessible for non-specialists in cryptography. We first recall the abstract
properties of encryptions, commitments, signatures, and zero-knowledge proofs of
knowledge.

By ! D A.˛/, we denote that ! is output by the (probabilistic polynomial-time)
algorithm A on input ˛.

An (asymmetric) encryption scheme consists of the algorithms SetupEnc, Enc,
and Dec with properties as follows. The key-generation algorithm SetupEnc out-
puts an encryption and decryption key pair .EK; DK/. The encryption algorithm
Enc takes as input a message m, a label L, and the encryption key EK and outputs a
encryption E of m, i.e., E D Enc.m; LIEK/. The decryption algorithm Dec takes
as input an encryption E , a label L and the decryption key DK and outputs the
message m, i.e., m D Dec.EIDK/. An encryption scheme is secure, if an encryp-
tion E D Enc.mEK/ does not contain any computational information about m to
an adversary who is given E and EK, even if the adversary is allowed to interact
with the decryptor. (For more on definitions of security for cryptosystems, see, for
example, Goldreich [39].) The notion of encryptions with labels was introduced in
[31]. Labels allow to bind some public data to the ciphertext at both encryption and
decryption time. In our applications, user would attach a label to an encryption E

that indicates the conditions under which should be decrypted.
A commitment scheme consists of the algorithms Commit and VerifyCommit

with properties as follows. The commitment algorithm Commit takes as input a mes-
sage m, a random string r , and outputs a commitment C , i.e., C D Commit.m; r/.
The (commitment) verification algorithm VerifyCommit takes as input a C , m and
r and outputs 1 (accept) if C is equal to commit.m; r/ and 0 (reject) other-
wise. The security properties of a commitment scheme are as follows. The hiding
property is that a commitment C D Commit.m; r/ contains no (computational)
information on m. The binding property is that given C , m, and r , where 1 D
VerifyCommit.C; m; r/, it is (computationally) impossible to find a message m0 and
a string r 0 such that 1 D VerifyCommit.C; m0; r 0/.

A signature scheme consists of algorithms: SetupSign, Sign, VerifySign as fol-
lows. The key-generation algorithm SetupSign outputs a verification and signing
and pair .VK; SK/. The signing algorithm Sign takes as input a message m and
a signing key SK and outputs an signature S on m, i.e., S D Sign.mI SK/. The
(signature) verification algorithm VerifySign takes as input an alleged signature
S , the message m, and the verification key VK; it decides whether to accept or
reject the signature. A signature scheme is secure [41] if, on input VK, no ad-
versary can produce a valid signature on any message m even after a series of
adaptive queries to the signing algorithm (provided that the adversary did not ex-
plicitly ask for a signature on m). In a variant we use, Sign takes as input a list
of messages m1; : : : ; ml and a signing key SK and outputs an signature S on
m1; : : : ; ml , i.e., S D Sign.m1; : : : ; ml I SK/. The verification algorithm also looks
at a list of messages and a purported signature. For our purposes, we also require
an extended signature scheme which additionally features a two party protocol
HiddenSign between a signer and a (signature) requestor. Let be given messages
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m1; : : : ; ml and commitments C1 D Commit.m1/; : : : ; Cl D Commit.ml 0/ with
l 0 � l . The common input to the protocol are C1; : : : ; Cl 0 and ml 0C1; : : : ; ml and
the signer’s input is a signing key SK. At the end of the protocol, the requestor’s
output is a signature S on m1; : : : ; ml . We denote such a protocol execution by
S D HiddenSign.C1; : : : ; Cl 0 ; ml 0C1; : : : ; ml I SK/. We see that by the hiding prop-
erty of commitments the signer does not learn any information on the messages
m1; : : : ; ml 0 in the protocol HiddenSign.

Finally, we consider zero-knowledge proofs of knowledge. Let W denote an ar-
bitrary boolean predicate, i.e., a function that on input some string ˛ either outputs
1 (true) or 0 (false). A proof of knowledge is a two party protocol between a prover
and a verifier, where the common input is a predicate W , and the prover’s input
is a string w for which W is true, i.e., 1 D W.w/. At the end of the protocol,
the verifier either outputs 1 (accept) or 0 (reject). The protocol has the property
that if the verifier accepts, then it can be assured that the prover knows a string
w0 such that W.w0/ D 1. The protocol is zero-knowledge if the verifier does not
learn any (computational) information about the provers input w. We denote such a
zero-knowledge proof of knowledge by PKf.w/ W W.w/ D 1g. Often we use proofs
of knowledge where W is a composite predicate in multiple variables. Our nota-
tional convention is that the elements listed in the round brackets denote quantities
the knowledge of which is being proved. These are (in general) not known to the
verifier, and the protocol is zero-knowledge with respect to these parameters. Other
parameters mentioned in a proof of knowledge expression are known to the veri-
fier. (In particular, the description of the predicate W is known to the verifier.) For
instance, PKf.x; y/ W W1.x; y/ D 1 ^ W2.x; z/ D 1g denotes a protocol where
the parameters mentioned are .x; y; z/; the value z is known to both parties (since
it is not listed in the round brackets); the protocol is zero-knowledge with respect
to .x; y/. Upon completion of this protocol, the verifier will be convinced that the
prover knows some x0 and y0 such that W1.x0; y0/ and W2.x0; z/ are satisfied.

2.2 Cryptography for the Controlled Release of Certified Data

In this section, we discuss how the cryptographic building blocks discussed in the
previous paragraph can be used to implement the controlled release of certified data.

By I1 and I2, we denote certificate issuers with verification and signing key
pairs .VK1; SK1/ and .VK2; SK2/, respectively. The verification keys VK1 and
VK2 shall be publicly known and authenticated. Also, we assume that the user
holds a certificate Cert1 D Sign.m1; : : : ; ml1

I SK1/ from I1 and a certificate
Cert2DSign. Qm1; : : : ; Qml2

I SK2/ D 1 from I2.

Multi-Show Unlinkability and Selective Show of Data Items The key idea that
underlies the controlled release of certified data is to prove knowledge (in zero-
knowledge) of a certificate instead of disclosing a certificate to the verifier. To
show the certificate Cert1 to the verifier without disclosing, e.g., the data items
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m1; : : : ; ml 0
1

(where l 01 � l1), the user (as the prover) and the (certificate) verifier
(as the verifier in the proof of knowledge) compute a protocol such a way as follows

PKf.Cert1; m1; : : : ; ml 0
1
/ W

VerifySign.Cert1; m1; : : : ; ml 0
1
; ml 0

1
C1; : : : ; ml1

IVK1/ D 1g: (1)

Protocol (1) proves that the user has (knows) a valid certificate with respect to the
verification key VK1. By the zero-knowledge property of the protocol, the verifier
does not learn any information on Cert1 and the data items m1; : : : ; ml 0

1
. ¿From this

observation, it follows that multiple showings of the certificate Cert1 using Protocol
(1) are unlinkable, unless the data items ml 0

1
C1; : : : ; ml1

disclosed to the verifier are
linkable. The ability to selectively show data items follows trivially, as the user can
choose, in each execution of Protocol (1), which data items to disclose to the verifier
and of which data items to proof knowledge.

Proving Relations Between Data Items This property is straightforward to
achieve by using protocols such as the following one

PKf.Cert1; m1; : : : ; ml 0
1
; Cert2; Qm2; : : : ; Qml 0

2
/ W

VerifySign.Cert1; m1; : : : ; ml 0
1
; ml 0

1
C1; : : : ; ml1

IVK1/ D 1

^ VerifySign.Cert2; m1; Qm2; : : : ; Qml 0
2
; ml 0

2
C1; : : : ; Qml2

IVK2/ D 1g: (2)

Using protocol (2), the user can prove that she possesses a certificate Cert1 from
I1 and a certificate Cert2 from I2. Additionally, she proves that the first data items
m1 and Qm1 of the certificates are equal. Yet, by the zero-knowledge property, the
verifier does not learn the respective data items. Thus we see that demonstrating re-
lations between certified attributes is achieved using techniques to prove knowledge
of relations, such as equality.

Conditional Showing of Data Items Let us assume that there is a third party
which, using the algorithm SetupEnc, has created the encryption and decryption key
pair .EK; DK/. The encryption key EK shall be publicly known and authenticated.
To show, e.g., the data item m1 contained in Cert1 conditionally, the user encrypts
m1 under the encryption key EK of the third party, i.e., E D Enc.m1; CondIEK/.
Here, Cond denotes a label that describes the condition under which the user agrees
m1 to be released to the verifier. Then, the user and the verifier execute the following
protocol

PKf.Cert1; m1; : : : ; ml 0
1
/ W

VerifySign.Cert1; m1; : : : ; ml 0
1
; ml 0

1
C1; : : : ; ml1

IVK1/ D 1

^ E D Enc.m1; CondIEK/g: (3)

Besides of showing the certificate Cert1, the user demonstrates in the protocol (3)
that E is an encryption of the first data item contained in the certificate under the
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encryption key EK (such proofs are referred to as verifiable encryption). ¿From the
zero-knowledge property of the protocol and security property of the encryption
scheme, it follows that the verifier does not get any (computational) information on
the value encrypted in E .

To obtain the data item m1, the verifier sends E and Cond to the third party.
The third party verifies if the condition Cond is fulfilled, and if so, he returns the
decryption m1 D Dec.EIDK/ of E . We note that by the security property of the
encryption scheme, the third party can not be fooled to decrypt under a condition
other than the one described by Cond.

Blind Certification Let us see how the user can get a certificate Cert3 on data
items m1 and m0 from issuer I2 without disclosing m1 to I2, whereas the issuer I2

can be asserted that m1 is a data item certified by I1; the data item m0 is disclosed
to the issuer. We recall that Cert1 D Sign.m1; : : : ; ml1

I SK1). To this end, the user
commits to m1, i.e., C D Commit.m1; r/. Then, the user (as prover) and issuer
(as verifier) execute the following protocol

PKf.Cert1; r; m1; : : : ; ml 0
1
/ W C D Commit.m1; r/ ^

VerifySign.Cert1; m1; : : : ; ml 0
1
; ml 0

1
C1; : : : ; ml1

IVK1/ D 1g: (4)

With this protocol, the user demonstrates the issuer that C is a commitment to
the first data item contained in the certificate Cert1 issued by I1. From the zero-
knowledge property of the protocol and the hiding property of the commitment
scheme, it follows that the issuer does not get any information on the data item
m1. If protocol (4) is accepted by the issuer, then he issues the certificate Cert3 on
m0 and hidden m1 using the protocol

Cert3 D HiddenSign.C; m0I SK2/; (5)

where it is important to note that C is the same commitment as used in (4). ¿From
the properties of HiddenSign, it follows that in protocol (5) the issuer learns m0 but
does not learn any information on m1.

Finally, the user checks the correctness of Cert3 by evaluation if

VerifySign.m1; m0I SK2/ D 1:

3 Example Applications of the Framework

The controlled disclosure techniques described above have a large number of appli-
cations to privacy protection, such as anonymous credential systems [16,27,44,49],
group signature schemes [4, 23, 30], and electronic cash [9, 29].

In this section, we sketch how one can use these techniques to implement
an anonymous credential system with identity revocation and e-cash with offline
double-spending tests.
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3.1 An Anonymous Credential System with Anonymity Revocation

The key idea underlying the implementation of anonymous credentials is that ev-
ery user is represented by a unique identifier ID, which remains the user’s secret
throughout the lifetime of a credential system.

Now, a credential from an organization simply is a certificate on the identifier
ID (issued by the organization). Credentials are shown by using protocols of the
form (1), such that the user’s identifier ID is not disclosed to the verifier. Then,
the unlinkability of credentials follows from the (multi-show) unlinkability property
of certificates discussed above. Credentials are issued using blind certification such
that the user’s ID is not disclosed to the issuing organization. The unforgeability of
credentials trivially follows from the unforgeability property of the signature scheme
being used for blind certification.

A credential system is called consistent, if it is impossible for different users to
team up and to show some of their credentials to an organization and obtain a cre-
dential for one of them that a user alone would not have gotten [17, 43, 44]. We
achieve consistency as follows. When the user shows multiple credentials from dif-
ferent organizations, she proves that the same identifer ID underlies all credentials
being shown, i.e., that the credentials belong to the same user. To this end, we use
combined showing techniques as in protocol (2). When issuing credentials, the is-
suer asserts that the identifier ID that is blindly signing is the same as in existing
credentials of the user. This can be achieved using the blind certification protocols
described in (4) and (5).

Optionally, credentials can have attributes. Examples of credential attributes are
an expiration date, the users age, a credential subtype. When showing a creden-
tial, the user can choose which attribute(s) to prove something about, and what
to prove about them. For example, when showing a credential that has attributes
(expdate D 2002=05=19, age D 55), the user can decide to prove only that
age > 18. Credential attributes are implemented by adding data items (additional
to the user’s identifier ID) to certificates. When showing credentials, the user can
decide what information on attributes she discloses using the selective showing tech-
niques described above.

Finally, in many applications of credentials, it is desirable that under certain
conditions the user’s anonymity is revoked. Anonymity revocation can be imple-
mented using our conditional showing techniques by conditionally disclosing the
user’s identity.

3.2 Anonymous e-cash

Let us sketch an implementation of an anonymous e-cash system with offline
double-spending tests. Such a system consists of banks issuing e-coins, users spend-
ing e-coins at shops, which in turn deposit spent coins at the bank.
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An e-coin is a certificate issued by the bank. To retrieve an e-coin, the user iden-
tifies herself at the bank. The bank assigns a unique number ID to the user. The
user secretly chooses a random serial number s and a random blinding number b.
The bank issues a certificate Certecoin on the data items ID, s, and b using blind
certification such that it does not learn s and b.

At a shop, the user spends the e-coin Certecoin as follows. The shop chooses a
random integer challenge c. The user computes u D ID�cCb and uses the following
variant of a selective showing protocol

PKf.Certecoin; ID; b; ID0; b0/ W
VerifySign.Certecoin; ID; s; bIVK/ D 1

^ u D .ID0 � c C b0/ ^ ID D ID0 ^ b D b0g; (6)

where VK is the bank’s signature verification key. We note that the shop learns the
value of s in the proof (6). Here, we additionally assume that the proof (6) can be
carried out non-interactively, i.e., it can be represented in terms of string … which
is sent from the user to the shop. Such a non-interactive proof can be validated by
the shop by applying an appropriate verification algorithm on …. Also, in analogy
to the zero-knowledge property of interactive proofs, a non-interactive proof shall
not reveal any (computational) information on Certecoin, ID, and b.

To deposit the e-coin, the shop sends the tuple .c; s; u; …/ to the bank. The bank
first verifies the non-interactive proof … to see if the tuple .c; s; u; …/ corresponds
to a valid spending of an e-coin. In case of double spending, the bank can recover
the cheating user’s ID as follows. The bank verifies if there already exists an e-
coin with serial number s in its database of deposited e-coins. If so, it retrieves the
corresponding tuple .c0; s; u0; …0/. We may safely assume that c ¤ c0, and also we
recall that by (6) the validity of … asserts that u D ID � c C b and u0 D ID � c0 C b.
Therefore, from u, u0, c, and c0, the bank can compute the user’s identity ID D
.u� u0/=.c � c0/. Thus, we see why non-interactive proofs are needed: it is because
the bank itself needs to be able to verify the correctness of the proof (6) to ensure it
correctly reveals a cheating user’s identity ID.

Other desirable properties of e-cash, such as unforgeability and anonymity im-
mediately follow from the properties of our certificates and the associated controlled
disclosure techniques discussed above.

4 Concrete Framework

In theory, one could use any secure signature and encryption scheme for our frame-
work, their combination by zero-knowledge proofs as described in the previous
sections would in general not be efficient at all. Therefore, we describe in this sec-
tion concrete implementations of these schemes can be efficiently combined. That
is, they are all amendable to efficient proofs of knowledge of discrete logarithms.
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4.1 Preliminaries

4.1.1 Notation

In the sequel, we will sometimes use the notation introduced by Camenisch and
Stadler [23] for various proofs of knowledge of discrete logarithms and proofs of
the validity of statements about discrete logarithms. For instance,

PKf.˛; ˇ; �/ W y D g˛hˇ ^ Qy D Qg˛ Qh� ^ .u < ˛ < v/g
denotes a “zero-knowledge Proof of Knowledge of integers ˛, ˇ, and � such that
y D g˛hˇ and Qy D Qg˛ Qh� holds, where u < ˛ < v,” where y; g; h; Qy; Qg, and Qh are
elements of some groups G D hgi D hhi and QG D h Qgi D h Qhi. The convention is
that Greek letters denote quantities of the knowledge of which is being proved, while
all other parameters are known to the verifier. Using this notation, a proof-protocol
can be described by just pointing out its aim while hiding all details. ¿From this
protocol notation, it is easy to derive the actual protocol as the reader can see from
the example we give below.

In the random oracle model, such protocols can be turned into signature schemes
using the Fiat–Shamir heuristic [36, 47]. We use the notation SPKf.˛/ W y D
g˛g.m/ to denote a signature obtained in this way and call it proof signature.

Throughout, we use `s as a parameter controlling the statistical indistinguisha-
bility between distributions, `n as the length for RSA moduli that are hard to factor,
and `q as a parameter such that discrete logarithms in a subgroup of order q > 2`q�1

are hard to compute. Finally, we use `c as a parameter to denote the length of the
challenges in the PK protocols.

Let a be a real number. We denote by bac the largest integer b � a, by dae the
smallest integer b � a, and by dac the largest integer b � a C 1=2. For positive
real numbers a and b, let Œa� denote the set f0; : : : ; bac�1g and Œa; b� denote the set
fbac; : : : ; bbcg and Œ�a; b� denote the set f�bac; : : : ; bbcg.

4.1.2 Bi-Linear Maps

Suppose that we have a setup algorithm BiLinMapSetup that, on input the security
parameter `q , outputs the setup for G D hgi and G D hgi, two groups of prime
order q D ‚.2`q / that have a non-degenerate efficiently computable bilinear map
e. More precisely: We assume that associated with each group element, there is a
unique binary string that represents it. (For example, if G D Z

�
p , then an element of

G can be represented as an integer between 1 and p � 1.) Following prior work (for
example, Boneh and Franklin [7]), e is a function, e W G � G! G, such that

� (Bilinear) For all P; Q 2 G, for all a; b 2 Z, e.P a; Qb/ D e.P; Q/ab .
� (Non-degenerate) There exists some P; Q 2 G such that e.P; Q/ ¤ 1, where 1

is the identity of G.
� (Efficient) There exists an efficient algorithm for computing e.
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We write: .q; G; G; g; g; e/ 2R BiLinMapSetup.`q/. It is easy to see, from the first
two properties and from the fact that G and G are both of the same prime order q,
that whenever g is a generator of G, g D e.g; g/ is a generator of G.

Such groups, based on the Weil and Tate pairings over elliptic curves (see
Silverman [48]), have been extensively relied upon in cryptographic literature over
the past few years (cf. [7, 8, 38, 42] to name a few results).

4.2 Commitment Scheme

4.2.1 Pedersen’s Commitment Scheme

There are several commitment schemes that are suitable for our purposes. The first
one is due to Pedersen [46]. It uses elements g and h of prime order q such that
g 2 hhi, where q is an `q-bit number.

To commit to a message m 2R Zq , one chooses a random r 2R Zq and computes
the commitment C WD gmhr . The commitment can be opened by revealing m and
r . To prove knowledge of the value contained in a commitment C , one can use the
protocol denoted PKf.�; 	/ W C D g�h�g.

The Pedersen commitment scheme is information theoretically hiding and com-
putationally binding. That is, a commitment does not leak any information about
the committed message but someone who is able to compute the discrete logarithm
logh g can open the commitment to different messages. However, the commitment
scheme can be turned into one that is computationally hiding and unconditionally
binding: Let C D .C1; C2/ D .gmhr ; gr /. Such a commitment can be opened by
revealing m and r , and PKf.�; 	/ W C1 D g�h� ^ C2 D g�g can be used to prove
knowledge of the message committed by it.

4.2.2 An Integer Commitment Scheme

The Pedersen commitment scheme can be used only to commit to elements of Zq .
However, we sometimes need to commit to elements from Z. Therefore, we describe
the integer commitment scheme due Damgård and Fujisaki [33].

Let n be the product of two safe .`n=2/-bit primes p D 2p0C 1 and q D 2q0C 1,
and g and h be two generators of Gn0 � Z

�
n, where n0 D p0q0. Note that Gn0 is the

subgroup of Z
�
n of order n0.

Assume that one is given n, g, and h such that the factorization of n as well as
the value logh g are unknown to at least the party computing the commitment. The
parameters n, g, and h could be for instance provided by a trusted third party. Then,
one can commit to an integer m 2 f0; 1g`m , where `m is some public parameter, as
follows: Choose a random r 2R Œn=4� and compute the commitment C WD gmhr .
The commitment can be opened by revealing m and r . To prove knowledge of the
value contained in a commitment C , one can use the protocol PKf.�; 	/ W C 	 g�h�

.mod n/g.
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4.2.3 Proving the Length of a Discrete Logarithm

Assume the availability of n, g, h as above. Let G D hgi be a group of prime order q

and let y D gm such that�2`m < m < 2`m , where 2`m < q2�`s�`c�1. To convince
a verifier that �2`sC`cC`m < m < 2`sC`cC`m , the prover commits to x using the
above integer commitment scheme, i.e., chooses a random r 2R Œn=4�,d computes
C WD gmhr , and then runs the protocol

PKf.�; 	/ W y D g� ^ C 	 g�h� .mod n/ ^ �2`mC`sC`c < � < 2`mC`sC`c g
with the verifier. As an example of how such a protocol can be derived from its
notations, we spell this one out below.

The input to both the parities is g, y, n g, h, C, `m, `s , and `c , where `s and `c

are two security parameters. The prover, in addition get m and r in its input.

1. The prover chooses a random r� 2 f0; 1g`sC`cC`m and r� 2 f0; 1g`sC`cC`n ,
where `n is the length of n=4, and computes Qy WD gr� and QC WD gr�hr� mod n
and sends Qy and QC to the verifier.

2. The verifier replies with a randomly chosen c 2 f0; 1g`c .
3. The prover computes s� WD r� C cm and s� WD r� C cr and sends these values

to the verifier.
4. The verifier accepts if the equations

Qy D y�cgs� ; QC 	 C�cgs�hs� .mod n/; and s� 2 f0; 1g`sC`cC`m

hold. Otherwise, the verifier rejects.

For the analysis of why the protocol indeed proves that �2`mC`sC`c < logg y <

2`mC`sC`c , we refer the reader to [22].
The above protocol can be extended to one that proves equality of discrete log-

arithms in two groups hg1i and hg2i of different order, say q1 and q2. That is, for
y1 D gm

1 and y2 D gm
2 with m0 2 f0; 1g`m and `m such that 2`mC`sC`cC1 <

minfq1; q2g, it is not hard to see that the protocol

PKf.�; 	/ W y1 D g
�
1 ^ y2 D g

�
2 ^

C 	 g�h� .mod n/ ^ �2`mC`sC`c < � < 2`mC`sC`c g

achieves this goal, where C is a commitment to m as above.

4.3 The SRSA-CL Signature Scheme and Its Protocols

We now present the first signature scheme that is suited for our framework. The
signature scheme has been proposed by Camenisch and Lysyanskaya and proven
secure under the strong RSA assumption [18]. The strong RSA assumption was
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put forth by Baric and Pfitzmann [5] as well as by Fujisaki and Okamoto [37] and
has been proven to be hard in the generic algorithms model [34]. Together with
the signature scheme, Camenisch and Lysyanskaya have also put forth protocols to
obtain a signature on committed messages and to prove knowledge of a signature on
committed messages. In the following, however, we present more efficient protocols
that use some research results that have appeared since.

4.3.1 The SRSA-CL Signature Scheme

Let `n, `m, and `e D `m C 3 be parameters. The message space of the signature
scheme is the set f.m1; : : : ; mL/ W mi 2 ˙f0; 1g`mg.
Key generation. On input 1`n , choose a `n-bit RSA modulus n D pq , where

pD 2p0C1, q D 2q0C1, q0, and p0 are primes of similar size. Choose, uniformly
at random S 2R QRn and R1; : : : ; RL; Z 2R hSi. Provide non-interactive
proofs that R1; : : : ; RL; Z 2R hSi, e.g., run

SPKf.	1; : : : ; 	L; 
/ W R1 	 S�1 .mod n/ ^ : : :

: : : ^ RL 	 S�L .mod n/ ^ Z 	 S� .mod n/g

using `c D 1. Output the public key .n; R1; : : : ; RL; S; Z; `m/ and the secret
key p.

Signing algorithm. On input m1; : : : ; mL, choose a random prime number e of
length `e C `s C `c C 1 > `m C `s C `c C 3, and a random number v of length
`v D `n C `m C `r , where `r is a security parameter [18]. Compute the value
A such that Z 	 R

m1

1 : : : R
mL

L S vAe .mod n/. The signature on the message
.m1; : : : ; mL/ consists of .e; A; v/.

Verification algorithm. To verify that the tuple .e; A; v/ is a signature on mes-
sages .m1; : : : ; mL/, check that Z 	 AeR

m1

1 : : : R
mL

L S v .mod n/, and check
that 2`eC`sC`cC2 > e > 2`eC`sC`cC1.

Theorem 4.1 ([18]). The signature scheme is secure against adaptive chosen mes-
sage attacks [41] under the strong RSA assumption.

The original scheme considered messages in the interval Œ0; 2`m �1�. Here, how-
ever, we allow messages from Œ�2`m C 1; 2`m � 1�. The only consequence of this is
that we need to require that `e > `m C 2 holds instead of `e > `mC 1. Also, in the
above scheme, we require that e > 2`eC`sC`cC1, whereas in the original scheme
e > 2`e�1 was sufficient.

Furthermore, an analysis of the security proofs shows that it is in fact sufficient
if to chose the parameter v from Ze [14]. However, if one uses this scheme to sign
committed messages, then v should be chosen from a larger interval such that these
messages are statistically hidden (cf. next paragraph).
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Finally, to allow for a protocol to prove knowledge of a signature that is zero-
knowledge, Camenisch and Lysyanskaya [18] required the signer to prove that n is
the product of two safe primes, whereas due to the improved protocols presented
below we require the signer only to prove that Ri ; Z 2 hSi, which is considerably
more efficient.

4.3.2 Obtaining of a Signature on Committed Messages

Let c1Dgm1 hr1 ,: : :, cL0 DgmL0 hrL0 be commitments to messages and let
mL0C1; : : : ; mL be messages known to (and possibly chosen by) the signer. To
get a signature on these messages, the signer and the recipient of the signature can
execute the following protocol (cf. [18]):

The parties’ common inputs are c1, : : :, cL0 , mL0C1, : : :, mL; .n, R1, : : :, RL, S ,
Z, `m/. The signer’s secret input is p and q, and the recipient secret input is m1,
: : :, mL0 , r1, : : :, rL0 . The parties execute the following steps.

1. The recipient chooses a random integer v0 2R f0; 1g`nC`s , computes C WD
R

m1

1 : : : R
mL0

L0 S v0

mod n, and sends C to the signer.
2. The recipient runs the following proof protocol with the signer:

PKf."; �1; : : : ; �L0 ; 	1; : : : ; 	L0 ; �/ W c1 D g�1 h�1 ^ : : : ^
cL0 D g�L0 h�L0 ; ^ C 	 R

�1

1 : : : R
�L0

L0 S� .mod n/ ^
�1; : : : ; �L0 2 f0; 1g`mC`cC`sg

3. The signer chooses a random `e-bit integer e0 such that e WD 2`eC`cC`sC1 C e0
is a prime. The signer also chooses a random v00 2 Ze, computes

A WD
 

Z

CR
mL0C1

L0C1
: : : R

mL

L S v00

!1=e

mod n

and sends .A; e; v0/ to the recipient.
4. To convince the signer that A 2 hSi, she runs following proof protocol with the

recipient.

PK

8
<

:
.ı/ W A 	 ˙

 
Z

CR
mL0C1

L0C1 : : : R
mL

L S v00

!ı

.mod n/

9
=

;

5. The recipient verifies that e > 2`eC`cC`sC1 is prime and stores .A; e; v WD
v0 C v00/ as signature on the message tuple .m1; : : : ; mL/.

Compared to the protocol presented in [18], the signer proves to the recipient
that A 2 hSi. This is necessary to assure that the recipient can prove knowledge of
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a signature on committed messages such that the proof does not reveal any informa-
tion about the signature or messages. The method we apply to prove A 2 hSi was
put forth in [12] to which we refer for details on why this proof actually works.

4.3.3 Prove Knowledge of a Signature on Committed Messages

Let c1Dgm1 hr1 ; : : : cL0 DgmL0 hrL0 , be commitments to the messages m1; : : : ; mL0

that are not revealed to the verifier; and let mL0C1; : : : ; mL be the messages that are
revealed to the verifier. Let .e; A; v/ is a signature on the messages .m1; : : : ; mL/,
L � L0. To prove knowledge of this signature, keeping the messages m1; : : : ; mL0

secret, the prover and the verifier can use the protocol below which uses ideas put
forth in [14].

The parties’ common inputs are c1, : : :, cL0 , mL0C1, : : :, mL; .n, R1, : : :, RL,
S , Z, `m/. The prover’s secret input is m1, : : :, mL0 , r1, : : :, rL0 , and .e; A; v/. The
parties execute the following steps.

1. The prover chooses a random rA 2R f0; 1g`nC`s , computes QA WD AS rA , and
sends QA to the verifier.

2. The prover executes the proof protocol

PKf."; �1; : : : ; �L0 ; 	1; : : : ; 	L0 ; �/ W c1Dg�1 h�1 ^ : : : ^ cL0 D g�L0 h�L0 ^
Z

QA2`eC`c C`sC1
R

mL0C1

L0C1
: : : R

mL

L

	 QA"R
�1

1 : : : R
�L0

L0 S� .mod n/ ^

" 2 f0; 1g`eC`cC`s ^ �1; : : : ; �L0 2 f0; 1g`mC`cC`s g
with the verifier.

4.4 The BM-CL Signature Schemes and Its Protocols

We now describe the second signature scheme that is suited for our purpose. The
scheme was put forth by Camenisch and Lysyanskaya [19] and is based on the
LSRW assumption introduced by Lysyanskaya et al. [44]: Let G D hgi be a group of
prime order q, and let X; Y 2 G, X D gx , and Y D gy . Now, the assumption states
that given triples .ai ; a

y
i ; a

xCmi xy
i / with randomly chosen ai , but for adaptively

chosen messages mi 2 Zq , it is hard to computes a .a; ay ; axCmxy/ with m ¤ mi

for all i . The assumption was proved to hold in the generic algorithms model [44].
The BM-CL signature scheme uses this assumption in the setting of bi-linear maps.

4.4.1 The Signature Scheme

The message space of the signature scheme is the set f.m1; : : : ; mL/ W mi 2 Zqg.
Its algorithms are as follows.
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Key generation. Run the BiLinMapSetup algorithm to generate .q; G; G; g; g; e/.
Choose x 2R Zq , y 2R Zq , and for 1 � i � L, zi 2R Zq . Let X D gx , Y D gy

and, for 1 � i � L, Zi D gzi and Wi D Y zi . Set SK D .x; y; z1; : : : ; zL/,
VK D .q; G; G; g; g; e; X; Y; fZig; fWig/.

Signature. On input .m1; : : : ; mL/ 2 Z
L
q , secret key SK D .x; y; z1; : : : ; zL/, and

public key VK D .q; G; G; g; g; e; X; Y; fZig; fWig/ do:

1. Choose a random v 2R Zq .
2. Choose a random a 2R G.
3. Let Ai D azi for 1 � i � L.
4. Let b D ay , Bi D .Ai /

y .
5. Let c D axCxyv

QL
iD1 A

xymi

i .

Output � D .a; fAig; b; fBig; c; v/.

Verification. On input VK D .q; G; G; g; g; e; X; Y; fZig; fWig/, a message tuple
.m1; : : : ; mL/ 2 Z

L
q , and purported signature � D .a; fAig; b; fBig; c; v/, check

the following:

1. fAig were formed correctly: e.a; Zi / D e.g; Ai /.
2. b and fBig were formed correctly: e.a; Y / D e.g; b/ and e.Ai ; Y / D e.g; Bi /.
3. c was formed correctly: e.X; a/ � e.X; b/v �QL

iD1 e.X; Bi /
mi D e.g; c/.

Theorem 4.2 ([19]). The above signature scheme is correct and secure under the
LRSW assumption.

4.4.2 Obtaining of a Signature on Committed Messages

Let c1 D gm1hr1 , : : :, cL0 D gmL0 hrL0 be commitments to messages m1; : : : ; mL0

that are chosen by the recipient and are not known the signer; and let mL0C1; : : : ; mL

be messages known to (or chosen by) the signer. To get a signature on these mes-
sages, the signer and the recipient of the signature can execute the following protocol
(cf. [18]):

The parties’ common inputs are c1, : : :, cL0 , mL0C1, : : :, mL; `m and .q, G, G,
g, g, e, X , Y , fZig, fWig/. The signer’s secret input is .x; y; z1; : : : ; zL/, and the
recipient secret input is m1, : : :, mL0 , r1, : : :, rL0 . The parties execute the following
steps.

1. The recipient chooses a random v 2R Zq and computes M WD gv
QL

iD1 Z
mi

i .
Next, the user gives a zero-knowledge proof of knowledge that M contains the
same messages as the commitments c1; : : : ; cL0 :

PKf.�; 	1; : : : ; 	L0�1; : : : ; �L0/ W c1 D g�1 h�1 ^ : : : ^

cL0 D g�L0 h�L0 ^ M D g�

L0
Y

iD1

Z
�i

i g:
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2. The signer

a. Chooses ˛ 2R Zq , a D g˛.
b. For 1 � i � L, lets Ai D azi , sets b D ay , and for 1 � i � L, lets Bi D A

y
i .

c. Sets c D axM ˛xy .
d. Sends the recipient the values .a; fAi g; b; fBig; c/.

3. The recipient stores the signature � D .a; fAig; b; fBig; c; v/.

4.4.3 Prove Knowledge of a Signature on Committed Messages

Let c1Dgm1 hr1 ; : : : cL0 DgmL0 hrL0 , be commitments to the messages m1; : : : ; mL0

that are not revealed to the verifier; and let mL0C1; : : : ; mL be the messages that
are revealed to the verifier. Let .a; fAig; b; fBig; c; v/ be a signature on messages
.m1; : : : ; mL/, L � L0. To prove knowledge of this signature, keeping the messages
m1; : : : ; mL0 secret, the prover and the verifier can use the protocol below.

The parties’ common inputs are c1, : : :, cL0 , mL0C1, : : :, mL; .q, G, G, g, g,
e, X , Y , fZi g, fWig/. The prover’s secret input is m1, : : :, mL0 , r1, : : :, rL0 , and
.a; fAig; b; fBig; c; v/. The parties execute the following steps.

1. The prover computes a blinded version of her signature � : She chooses random
r; r 0 2R Zq and forms Q� D . Qa; f QAig; Qb; f QBi g; Qc/ as follows:

Qa D ar ; Qb D br and Qc D cr

QAi D Ar
i and QBi D Br

i for 1 � i � L

Further, she blinds Qc to obtain a value Oc that is distributed independently of ev-
erything else: Oc D Qcr0

.
She then sends . Qa; f QAig; Qb; f QBi g; Oc/ to the verifier.

2. Let vx , vxy , V.xy;i/, i D 1; : : : ; L, and vs be as follows:

vx D e.X; Qa/; vxy D e.X; Qb/; V.xy;i/ D e.X; QBi /; vs D e.g; Oc/:

The prover and verifier compute these values (locally) and then carry out the
following zero-knowledge proof protocol:

PKf."; �1; : : : ; �L0 ; 	1; : : : ; 	L0 ; �; 	/ W
c1 D g�1 h�1 ^ : : : ^ cL0 D g�L0 h�L0 ^

v�1
x

LY

iDL0C1

.V.xy;i//
�mi D .vs/

��.vxy/�

L0
Y

iD1

.V.xy;i//
�i g:
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The Verifier accepts if it accepts the proof above and (a) f QAig were formed
correctly: e. Qa; Zi / D e.g; QAi /; and (b) Qb and f QBig were formed correctly:
e. Qa; Y /D e.g; Qb/ and e. QAi ; Y / D e.g; QBi /.

4.5 The CS Encryption and Verifiable Encryption

We finally describe an encryption scheme that fits our framework. The scheme was
proposed by Camenisch and Shoup [22], who also provided a protocol that allows
an encrypter to efficiently prove that a ciphertext contains a discrete logarithm (or an
element of a representation). Camenisch and Shoup further provided the analogue,
i.e., a protocol that allows a decryptor to prove that the decryption of a given ci-
phertext revealed a discrete logarithm. Such a protocol could for instance be used to
ensure that a trusted third party behaves correctly. However, we do not present the
latter protocol here.

The Camenisch–Shoup encryption scheme is based on Paillier’s Decision Com-
posite Residuosity (DCR) assumption [45] is that given only n, it is hard to
distinguish random elements of Z

�
n2 from random elements of the subgroup con-

sisting of all n-th powers of elements in Z
�
n2 .

4.5.1 The Encryption Scheme

Let ` be a further security parameter. The scheme makes use a hash function H.�/
that maps a triple .u; feig; L/ to a number in the set Œ2`�. It is assumed that H
is collision resistant, i.e., that it is computationally infeasible to find two triples
.u; feig; L/ ¤ .u0; fe0ig; L0/ such that H.u; feig; L/ D H.u0; fe0ig; L0/. Let abs W
Z
�
n2 ! Z

�
n2 map .a mod n2/, where 0 < a < n2, to .n2 � a mod n2/ if a > n2=2,

and to .a mod n2/, otherwise. Note that v2 D .abs.v//2 holds for all v 2 Z
�
n2 .

We now describe the key generation, encryption, and decryption algorithms of
the encryption scheme, as they behave for a given value of the security parameter `.

Key Generation. Select two random `-bit Sophie Germain primes p0 and q0, with
p0 ¤ q0, and compute p WD .2p0 C 1/, q WD .2q0 C 1/, n WD pq, and n0 WD
p0q0. Choose random x.1;1/; : : : ; x.1;L0/, x2, x3 2R Œn2=4�, choose a random
g0 2R Z

�
n2 , and compute g WD .g0/2n, y.1;i/ WD gx.1;i/ for i D 1; : : : ; L0,

y2 WD gx2 , and y3 WD gx3 . The public key is .n; g; fy.1;i/g; y2; y3/. The secret
key is .n; fx.1;i/g; x2; x3/.
Below, let h D .1C n mod n2/ 2 Z

�
n2 which is an element of order n.

Encryption. To encrypt a message tuple .m1; : : : ; mL0/, mi 2 Œn�, with label
L 2 f0; 1g� under a public key as above, choose a random r 2R Œn=4� and
compute

u WD gr ; ei WD yr
.1;i/h

mi .i D 1; : : : ; L0/; and v WD abs..y2y
H.u;fei g;L/
3 /r /:

The ciphertext is .u; feig; v/.
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Decryption. To decrypt a ciphertext .u; feig; v/ 2 Z
�
n2 � .Z�

n2 /L0 � Z
�
n2 with

label L under a secret key as above, first check that abs.v/ D v and
u2.x2CH.u;fei g;L/x3/ D v2. If this does not hold, then output reject and halt.
Next, let t D 2�1 mod n, and compute Omi WD .ei=ux.1;i//2t . If all the Omi are
of the form hmi for some mi 2 Œn�, then output m1; : : : ; mL0 ; otherwise, output
reject.

Theorem 4.3 ([22]). The above scheme is secure against adaptive chosen ciphertext
attack provided the DCR assumption holds, and provided H is collision resistant.

4.5.2 Verifiable Encryption of Discrete Logarithms

Let c1 D gm1 hr1 ; : : : cL0 D gmL0 hrL0 , be commitments to the messages m1, : : :,
mL0 2 Zq . We now present a protocol that allows a prover to encrypt m1, : : :, mL0 2
Zq and then to convince a verifier that the resulting ciphertext indeed encrypts the
values contained in these commitment.

The protocol requires an integer commitment scheme, i.e., the auxiliary parame-
ters n, and g and h such that the prover is not be privy to the factorization of n.

Recall that `c is a security parameter controlling the size of the challenge space in
the PK protocols. Finally, we require that q < n2�`s�`c�3 holds, i.e., that mi 2 Zq

“fits into an encryption”. (If this condition is not meet, the mi s could be split into
smaller pieces, each of which would then be verifiable encrypted. However, we do
not address this here.)

The common input of the prover and verifier is the public key .n; g; fy.1;i/g;
y2; y3/ of the encryption scheme, the additional parameters .n; g; h/, a group ele-
ment .ı/, a ciphertext .u; feig; v/ 2 Z

�
n2 � .Z�

n2 /L0 � Z
�
n2 , and label L. The prover

has additional inputs m1, : : :, mL0 2 Zq and r 2R Œn=4� such that

u D gr ; e D yr
.1;i/h

mi ; and v D abs ..y2y
H.u;e;L/
3 /r /:

The protocol consists of the following steps.

1. The prover chooses a random s 2R Œn=4� and computes k WD gmhs. The prover
sends k to the verifier.

2. Then, the prover and verifier engage in the following protocol.

PKf.r; m; s/ W .�; 	1; : : : ; 	L0�1; : : : ; �L0/ W
c1 D g�1h�1 ^ : : : ^ cL0 D g�L0 h�L0 ^

u2 D g2r ^ v2 D .y2y
H.u;e;L/
3 /2r ^

e2 D y2r
.1;1/h

2�1 ^ : : : ^ e2 D y2r
.1;L0/h

2�L0 ^
k1 D g�1hs ^ : : : ^ kL0 D g�L0 hs ^ �n=2 < �i < n=2g:
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5 Bibliographic Notes

Chaum pioneered privacy-preserving protocols that minimize the amount of per-
sonal data disclosed. His work put forth the principles of anonymous credentials [25,
27, 28], group signatures [30], and electronic cash [26]. The inventions of zero-
knowledge proofs [11, 40] and zero-knowledge proofs of knowledge [6] have made
a tremendous impact in this area. In particular, Damgård gave the first proof of
concept [35] of an anonymous credential where a credential was represented by a
signature on an individual’s name, obtained in a way that kept the name hidden from
the issuer; while showing a credential was carried out via a zero-knowledge proof
of knowledge. These first developments were of great theoretical interest, but did
not suggest solutions that were usable in practice.

Brands [10] invented efficient techniques for proving relations among committed
values. The applications of these include electronic cash and a system where indi-
viduals do not have to disclose all attributes of their public keys in all contexts, but
can choose which subset of attributes to disclose, or can choose to prove more com-
plex relations among attributes. His techniques fell short of a full-fledged privacy
framework as we described above because they did not have multi-show unlinkabil-
ity. That is, if a user used his public key in several transactions, even though in each
transaction he had a choice of which attributes to disclose, still in every transaction
he had to disclose some information uniquely linkable to his public key.

Research on group signatures further contributed to the development of the key
techniques for our privacy framework. In a group signature scheme, each member
of the group can sign on behalf of the entire group such that one cannot determine
which signer produced a given signature, or even whether two given signatures were
produced by the same signer. What makes it non-trivial is that, in case of an emer-
gency, a group signature can be traced to its signer with the help of a trusted third
party. Camenisch and Stadler [23] came up with the first group signature scheme
where the size of the public key was independent of the size of the group. Sub-
sequent work in this area [21, 24] put forth a more general framework for group
signatures. Finally, Ateniese et al. [4] invented the first provably secure group sig-
nature scheme (see also Camenisch and Michels [20] and Cramer and Shoup [32]
that paved the way for the Ateniese et al. scheme).

Anonymous credential systems as described above were introduced by Lysyan-
skaya et al. [44]. The first efficient and provably secure scheme was put forth by
Camenisch and Lysyanskaya [17], whose construction was largely inspired by the
Ateniese et al. group signature scheme construction.

The foundation of our framework and the first key building block – a signature
scheme with efficient protocols – was identified as such in a further study on anony-
mous credentials. Generalizing prior work [17], Lysyanskaya [43] showed how to
obtain an anonymous credential system using this building block. The SRSA-CL
signature scheme [18, 43] described in this paper emerged as a generalization of
the techniques needed for anonymous credentials. Camenisch and Groth [14] made
further improvements to the parameters of this signature and to the associated pro-
tocols; the parameters and protocols described in the present paper reflect these
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improvements. This signature scheme and associated protocols have since been im-
plemented as part of the Idemix project at IBM [15] and incorporated into the TCG
standard as part of the direct anonymous attestation protocol [12]. The BM-CL sig-
nature scheme described above was invented very recently [19]. It has not been
implemented yet, but it is also quite practical.

The other key building block – verifiable encryption – was introduced by Ca-
menisch and Damgård [13] and independently by Asokan et al. [3], as part of efforts
in group signature scheme design and fair exchange of digital signatures, respec-
tively. The verifiable encryption scheme described here is due to Camenisch and
Shoup [22] and is the state-of-the-art.
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1 Introduction

Many multicast-based applications (e.g., pay-per-view, online auction, and
teleconferencing) require a secure communication model to prevent disclosure
of distributed data to unauthorized users. One solution for achieving this goal is to
let all members in a group share a key that is used for encrypting data. To provide
backward and forward confidentiality [23] (i.e., a new member should not be al-
lowed to decrypt the earlier communication and a revoked user should not be able
to decrypt the future communication), this shared group key should be updated and
redistributed to all authorized members in a secure, reliable, and timely fashion
upon a membership change. This process is referred to as group rekeying.

A group rekeying operation usually involves two phases. The first phase deals
with the key encoding problem. To prevent passive eavesdropping attacks, a new
group key must be encrypted by some key encryption keys (KEKs) prior to its
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distribution. The goal of a key encoding algorithm is to minimize the number of
encrypted keys that have to be distributed. The second phase deals with the key dis-
tribution problem. The encrypted keys output from a key encoding algorithm should
be distributed to group members reliably in the presence of packet losses. The scal-
ability of group rekeying is determined by the efficiency of both key encoding and
key distribution mechanisms.

A simple approach for group rekeying is one based on unicast. The key server
sends the group key to each member individually and securely. Despite its simplic-
ity, this approach is not scalable because its communication cost increases linearly
with the group size. Specifically, for a group of size N , the key server needs to en-
crypt and send N keys when not considering packet losses. For large groups with
very frequent membership changes, scalable group rekeying becomes an especially
challenging issue.

In recent years, many approaches for scalable group rekeying have been pro-
posed. Among them, Logical Key Hierarchy (LKH) [22, 23], One-way Function
Trees (OFT) [2,4], and Subset-Difference [10,16] work on the key encoding phase;
Proactive-FEC [25] and Weighted Key Assignment and Batched Key Retrans-
mission (WKA–BKR) [21]) work on the key distribution phase. Due to different
research focuses and diversity of performance metrics such as bandwidth overhead
(the bandwidth used for sending or receiving new keys), rekeying latency (the time
a user waits for receiving its keys after the key server distributes new keys), and
storage requirement (the memory used by the key server or a user to store relevant
keys), each approach has its own merits, and some of them are complementary to
each other. Therefore, rather than comparing one scheme to another in detail, we
are more interested in showing the previous research trends and envisioning some
future research directions. We studied the existing approaches chronologically and
made the following observations:

� The research interests have been moving from stateful protocols to stateless pro-
tocols. In a stateful protocol, a user normally has to receive all keys of interest
in all previous rekeying operations to be able to extract the current group key,
whereas in a stateless protocol, a legitimate user can readily extract the new
group key from the received keying materials despite the number of previous
group rekeying operations it has missed. Stateless protocols such as Subset Dif-
ference [10, 16] are hence more attractive than stateful protocols such as logical
key hierarchy (LKH) [22, 23] when no feedback channel exists (e.g., unidirec-
tional communication) or when users go off-line frequently or they experience
bursty packet losses.

� Reliable key distribution has also become a research hot spot. Recently, re-
searchers have proposed customized reliable multicast protocols for group key
distribution (e.g., Proactive-FEC [25] and WKA–BKR [21]). Other schemes
(e.g., ELK [17]) integrate the key encoding phase with the key distribution
phase.

� Self-healing key distribution, which can also be thought of as belonging to the
key distribution phase, has drawn much attention recently. A self-healing key dis-
tribution scheme [12, 19, 27] provides the property that a user is able to recover
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the lost previous group keys on its own without asking the key server for retrans-
mission, thus preventing the key server from being overwhelmed by feedback
implosion.

� Several optimization schemes [1, 20, 26] have been proposed to further reduce
the rekeying communication overhead by exploiting the characteristics of group
members such as topology, membership durations, and loss rates.

� The study of group key management is no longer limited in the context of IP
multicast. Recently, several group key management schemes have been pro-
posed for wireless networks such as mobile ad hoc networks [13, 29] and sensor
networks [28].

The remainder of this paper is organized as follows. We first introduce several ex-
isting work in more detail in Sect. 2, then discuss new research directions in Sect. 3.

2 A Taxonomy of Group Rekeying Protocols

This section describes several group rekeying schemes following our earlier ob-
servations. The schemes we discuss do not cover the literature entirely. We focus
on scalable and centralized group rekeying, which has become the mainstream of
research on secure multicast recently. Given the large amount of work in this di-
rection, we believe that scalable group rekeying deserves an independent study. We
do not discuss contributory group rekeying, in which every member is required to
contribute a piece of information to collaboratively generate a new group key, and
other tightly related issues such as multicast source authentication.

2.1 Stateful Protocols

A stateful protocol is one in which normally a member has to receive all keys of
interest in all of the previous rekeying operations to be able to decrypt the new group
key; otherwise, it will need to ask the key server for key retransmission. Most of the
logical-key-tree-based group rekeying protocols in the literature (e.g., LKH [22,23],
OFT [2], and ELK [17]) are stateful protocols. We illustrate below the LKH and
OFT schemes and show why they are stateful.

Logical Key Hierarchy (LKH) The basis for the LKH approach for scalable group
rekeying is a key tree data structure maintained by the key server. The root of the
key tree is the group key used for encrypting data in group communications, and it
is shared by all users. Every leaf node of the key tree is a secret key shared only
between an individual user and the key server, and the middle level keys are key
encryption keys (KEKs) used to facilitate the distribution of the root key. Of all
these keys, each user owns only those keys that lie on the path from its individual
leaf node to the root of the key tree. As a result, when a user joins or leaves the
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K123 K789

K2 K3 K4 K5 K6 K7 K8 K9K1

K1−9(Group Key)

K456

U1 U2 U3 U4 U5 U6 U7 U8 U9

Fig. 1 An example of a logical key tree. The root key is the group key, and a leaf key Ki is an
individual key shared between the key server and a user Ui . Every user knows only the keys on the
path from its leaf node to the root

group, all of the keys on its path have to be changed and redistributed to maintain
backward and forward data confidentiality. Note that all the keys in the key tree are
randomly generated, and there are no functional relationships among them.

Figure 1 shows an example key tree. Here, K1-9 is the group key shared by all
users, K1, K2; : : : ; K9 are individual keys, and K123; K456; K789 are KEKs known
only by users who are in the sub-trees rooted at these keys. We next illustrate the
member join and leave procedures that are called by the key server separately when
receiving a member join or leave request.

� Join Procedure Suppose in Fig. 1 the root key was K1-8 and K789 was K78

before user U9 joined the group, and they are replaced with keys K1-9 and K789,
respectively, when U9 joins. All the users need K1-9, but only U7; U8 and U9

need K789. To securely distribute these new keys to the members of interest, the
key server encrypts K1-9 with K1-8, K789 with K78, and K1-9 and K789 with
K9. Let Enc.m; k/ denote encrypting message m with key k, and xjy denote the
concatenation of messages x and y. The message multicast by the key server is:

EncfK1-9; K1-8g; EncfK789; K78g; EncfK1-9jK789; K9g: (1)

Each user can extract the keys it needs independently. For example, user U1

decrypts the first item in the message to obtain the new group key K1-9; besides
K1-9, user U7 also decrypts the second item to obtain key K789. Here, we can see
that some users are only interested on a fraction of the rekeying payload. This is
referred to as sparseness property.

� Leave Procedure When user U4 departs from the group, the keys K456 and
K1-9 need to be changed. Assume that these keys are replaced with keys K 0456
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and K 01-9, respectively. In the join procedure, an updated key can be encrypted
by its old key for distribution. In the departure procedure, however, an updated
key should not be encrypted by its old key for distribution because the users
being revoked also know the old key. Instead, an updated key is encrypted by its
child keys that are unknown to the revoked users. In this example, the key server
encrypts K 01-9 with K123, K 0456, and K789 separately, encrypts K 0456 with K5 and
K6 separately, and then multicasts these five encrypted keys to the group.

EncfK 01-9; K123g; EncfK 01-9; K 0456g; EncfK 01-9; K789g;
EncfK 0456; K5g; EncfK 0456; K6g:

Also due to the sparseness property, after it receives the broadcast message, a
member extracts the encryptions that are of interest to it to obtain the relevant
updated keys.

Consider user U7 in Fig. 1. During the group rekeying for adding U9 into the
group, U7 must receive K789; otherwise, it will not be able to decrypt the new group
key K 01-9 (encrypted by K789) during the group rekeying for revoking user U4. As
such, LKH is a stateful rekeying protocol.

LKH is very efficient and hence scalable for group rekeying when compared to
a unicast-based naive approach. Let N be the group size and d be the degree of the
key tree (the optimal degree d is shown to be 4 [22]). The communication cost in
LKH is O.logd N /, whereas the unicast-based approach requires a communication
cost of O.N /. In LKH+ [9], when a new user joins, every group member applies a
one-way hash function to the affected keys instead of the key server redistributing
them, thus the communication cost can be significantly reduced.

One-Way Function Trees (OFT) In OFT [2], the key server maintains a binary
key tree. Unlike in LKH, in OFT, an interior key in the key tree is derived from its
child keys. Each node v has a node secret xv and a node key kv. The node secrets of
interior nodes and the node keys are computed as follows: xv D hf .xL/˚ f .xR/i
and kv D g.xv/, where L and R are, respectively, the left and right children of v; f

and g are special one-way functions; and˚ is bitwise exclusive-or. The node secret
of the root is used as the group key. Often, f .xv/ is called the blinded key of xv

because knowing f .xv/ does not enable the recovery of xv due to one-wayness of
function f . Figure 2 shows the structure of an example OFT key tree.

In OFT, the key server and all members individually compute the group key.
A member only knows its own node secret and the blinded keys of the sibling nodes
of the nodes on its path to the root node; these keys allow a member to compute the
group key through a bottom-up approach. For example, in Fig. 2, member U4 only
knows x7 and f .x6/; f .x2/. It can first derive x3 from x7 and f .x6/, then derive
the group key x1 from x3 and f .x2/.

When there is a member join or leave, the node secrets of the nodes on the path
from the member to the root node must be updated. Consequently, the blinded keys
of these node secrets also need to be updated. To securely distribute the updated
blinded key f .x0v/ of x0v to and only to the members who need it (i.e., the members
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X1 = f(X2) XOR f(X3)

X2

K7= g(X7)

X3 = f(X6) XOR f(X7)
K3= g(X3)

U4U3U2U1

X4 X5 X6 X7

Fig. 2 An OFT key tree and the functional relationships among its node secrets and node keys

who are in the subtree rooted at v’s sibling node s), the key server encrypts f .x0v/
with ks , the node key of s. Note that the key server does not need to distribute x0v to
the members that are in the subtree rooted at v because these members can derive
x0v from the blinded keys of v’s child nodes. As a result, the bandwidth overhead of
OFT in a member join/leave is about log2 N keys, which is half of that for revoking
a member in LKH because in LKH an updated key is separately encrypted by each
of its child keys.

Batched Rekeying For a large group with very dynamic membership, LKH or OFT
may not scale well [18] because it performs a group rekeying for every membership
change. To reduce the frequency of group rekeying operations, researchers have
proposed to use batched rekeying [18, 25] instead of individual rekeying. Batched
rekeying can be done in a periodic fashion so that the rekeying frequency is decou-
pled from the membership dynamics of a group, and hence the processing overhead
at the key server can be reduced. In addition, using batched rekeying can reduce the
overall bandwidth consumption significantly. This is because every compromised
key in the key tree, due to member joins or leaves, only needs to be updated once
despite the number of joins and leaves. For example, in Fig. 1 when users U4 and U6

both depart from the group during the same rekeying period, K1-9 and K456 only
need to be changed once.

2.2 Stateless Protocols

A stateless rekeying protocol is one that allows a legitimate group member to obtain
the group key from the received rekeying material, despite the number of previous
rekeying operations it has missed. The statelessness property is very desirable when
no feedback channel exists (e.g., encrypted DVD distribution or stealthy radio re-
ceivers) or when group members go off-line frequently or experience high packet
losses. A simplest stateless protocol, which we refer to as flat-tree rekeying, is one
in which the key server encrypts the group key with the individual key of every
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member and then multicasts all the encrypted keys. Every member uses its indi-
vidual key to decrypt one of the encryptions to obtain the group key. However, this
scheme does not scale well with the group size. More scalable stateless protocols in-
clude subset-difference rekeying (SDR) [16] and MARKS [3], which are introduced
in the following sections in more detail.

Subset-Difference Rekeying (SDR) In SDR, the key server maintains a logical
binary key tree and maps every member to a leaf node of the key tree. Let Vi and Vj

be two vertices in the key tree and Vi an ancestor of Vj . Let Sij be a subset, which
can be thought of as the set of users in the sub-tree rooted at node Vi minus the set
of users in the sub-tree rooted at node Vj (see Fig. 3 for an example). Each subset
is associated with a unique key that is only known to the members belonging to
this subset. During a rekey operation, the key server partitions the current members
of the group into a minimal number of non-overlapping subsets (see Fig. 4 for an
example). It then encrypts the new group key with the unique key of each subset
separately. Hence, the number of encrypted keys to be distributed to the users equals
the number of subsets generated by the method. A group member only needs to
receive exactly one encrypted key in every rekeying operation, which is the new
group key encrypted with the key of a subset to which it belongs. The SDR scheme
falls back to the flat-tree rekeying scheme when every subset contains one member.

In SDR, the average number of subsets is 1.25 r when there are totally r revoked
users in the system. The communication complexity (i.e., the number of subsets) is
independent of the group size N , which makes this scheme very scalable with the

Fig. 3 The solid leaf nodes
denote the revoked users.
Subset Sij contains the
current members

Vi

Vj

leaves

Sij

Fig. 4 An example of SDR.
A solid leaf node denotes a
revoked user, and all the solid
nodes form a minimum
spanning tree that connects
all the revoked users. The
subsets fSab ; Scd ; Sef ; Sghg
cover all the remaining users fb

a c

d

g

h

e
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group size. However, because r always grows, the performance of SDR degrades
with time. Note that in LKH the rekeying cost is determined by the group size N and
the number of users being revoked since the previous rekeying operation; thus, LKH
does not incur this performance degradation. This comparison suggests that SDR is
suitable for applications in which the number of revoked users r is relatively small,
particularly when r 
 N , whereas LKH seems to be preferable for applications
that have a large number of revoked users. On the other hand, in SDR, each user
stores 0:5 log2 N keys, whereas in LKH each user stores log N keys. Halevy and
Shamir [10] presents a variant of SDR, which allows a tradeoff between user storage
and communication cost.

MARKS MARKS is mainly designed for receiver-initiated Internet multicast ap-
plications where the membership duration of a member is known to the key server
when the member joins the group (e.g., a user may subscribe to a multimedia dis-
tribution program for a certain time period). In MARKS, the key server maintains
a binary hash tree that is constructed through a top-down approach using a random
key as the root key. Except the root key, every other keys in the key server is derived
from its parent key based on a one-way hash function. Figure 5 shows an example.
S.0; 0/ is a random key. From S.0; 0/, the key server derives S.1; 0/ and S.1; 1/ as
follows:

S.1; 0/ D f .S.0; 0//; S.1; 1/ D g.S.0; 0//:

Here, f and g are different one-way functions. Recursively, the key server derives
all the other keys.

MARKS divides a multicast application into multiple sessions, and each session
uses a unique group key that is a leaf key in the binary hash tree. For example, in
Fig. 5, K0 is the session key for the time interval ŒT 0; T1�, K1 is for ŒT1; T 2�, and
so on. Since the membership duration of a member is assumed to be known to the

S(0,0)

S(1,0) S(1,1)

S(2,3)

f g

f g

gfg

f g

gfgff

g f

K0 K1 K2 K3 K4 K5 K6 K7 K8 K10K9 K11 K12 K13 K14 K15

TimeT1 T2 T3T0

S(2,2)S(2,1)S(2,0)

S(3,0) S(3,1) S(3,2) S(3,3) S(3,4) S(3,5) S(3,6) S(3,7)

Fig. 5 An example of binary hash tree used in MARKS
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key server when the member joins, the key server sends to the member the subset
of leaf keys that are used for the duration. Indeed, the key server can minimize the
size of the keying message by sending some interior keys instead of the leaf keys
if the leaf keys can be derived from them. For example, in Fig. 5, if a member has
membership duration from T 0 to T 3, it only needs to receive S.2; 0/. From S.2; 0/,
it can derive K0; K1; K2, and K3 using the public algorithms f and g.

MARKS does not incur rekeying overhead for member leaves because it com-
pletely de-couples senders from the joining and leaving activities of all receivers.
Therefore, it scales well with the group size. However, the requirement that
membership durations be known in advance limits MARKS to some specific
multicast applications.

2.3 Reliable Key Distribution

During a group rekeying operation based on a rekeying algorithm such as LKH, the
key server first updates the compromised keys, including the group key and a frac-
tion of KEKs; it then encrypts the updated keys with appropriate noncompromised
KEKs; and finally it multicasts all of the encrypted keys to the group. A reliable key
distribution protocol is designed to ensure that most (if not all) of the group mem-
bers receive the keys of interest to them reliably in the presence of packet losses in
a network.

Although reliable multicast transport protocols such as SRM [8] and RMTP [14]
can be used for reliable delivery of keys, these protocols are complex and (in some
cases) require additional support from the network infrastructure. Moreover, the re-
liable key delivery problem has some characteristics that can be exploited to design
custom protocols that are more light-weight in nature.

Recently, several schemes have been proposed for providing reliability for key
delivery. The simplest solution is to send every key multiple times (referred to as a
multi-send scheme) to increase the probability that every user receives the keys of
interest to it. The proactive FEC approach [25] and the WKA–BKR approach [21]
have been shown to incur a much smaller bandwidth overhead than the multi-send
approach. A key server can employ the proactive FEC, WKA–BKR, or their hybrid
WFEC–BKR [27] for reliable distribution of the encrypted keys output from a key
encoding algorithm such as LKH, OFT, or SDR. Below, we introduce in more detail
the proactive FEC, WKA–BKR and another reliable key distribution protocol called
ELK [17].

Proactive FEC-Based Key Delivery In the proactive FEC-based approach, the key
server packs the encrypted keys into multiple packets. These packets are divided into
FEC blocks of k packets each; the last block is padded with default packets if not
full. The key server then generates d.	�1/ke parity packets for each block based on
Reed Solomon codes [15], where 	 � 1 is the proactivity factor determined by the
loss rates of the group members. Finally, the key server broadcasts both the original
packets and the parity packets.
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A user interested in the packets from a certain block can recover all of the original
packets in the block as long as it receives any k out of dk	e packets from the block.
If a user does not receive the exact packet that contains the encrypted keys of interest
to it and meanwhile it only receives t.t < k/ other packets from the block that
contains this packet, it will need to ask the key server for retransmission of k � t

new parity packets.
The key server collects all of the retransmission requests, and then for each block,

it generates and transmits the maximum number of new parity packets required by
users. The retransmission phase continues until all of the users have successfully
received their keys.

WKA–BKR The WKA–BKR scheme uses the simple packet replication technique
which sends every packet multiple times, but it exploits two properties of logical key
trees. First, the encrypted keys may have different replication weights, depending on
the number of users interested in them and the loss rates of these users. For example,
in LKH, the keys closer to the root of the key tree are needed by more members than
the keys less closer to the root, and in SDR, some subsets cover a larger number of
users than other subsets do. If a key is needed by more users and these users have
higher loss rates, it should be given a higher degree of replication so that most of
these users will receive the key reliably and timely. Hence, in WKA–BKR, the key
server first determines the weight wi for each encrypted key Ki based on the number
of users interested in that key and the loss characteristics of these users. It then packs
the keys that have the same weight bwic into a set si of packets. When broadcasting
the packets, the key server sends bwic times the packets in si . This process is called
weighted key assignment (WKA).

The second exploited property is the sparseness of rekeying payload, i.e., a user
typically only needs to receive a small fraction of keying messages to decode the
group key. The sparseness property suggests that when a user requests for the re-
transmission of its lost keys, there is no need for the key server to retransmit the
entire packet that contains the requested keys sent in the previous round. Instead,
the key server repackages the requested keys into new packets before retransmitting
them. This process is called batched key retransmission (BKR). The WKA–BKR
scheme has been shown to have a lower bandwidth overhead than the multi-send
and the proactive-FEC schemes in many network settings.

ELK Unlike LKH, OFT, WKA–BKR, or proactive FEC, which provides either key
encoding or key distribution, ELK [17] integrates the key encoding phase and the
key distribution phase. In ELK, the key server maintains a binary key tree that is
similar to the one in OFT [2]. To update a key in the key tree, the key server derives
the new key from the old key and contributions from both its child keys, based on
pseudo-random functions. The child keys are updated, if necessary, in the same way
recursively. A member can update the key in the same way if it knows the old key
and the child keys.

During a group rekeying, the key server not only generates new keys but also
derives some “hint” information from these new keys based on pseudo-random
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functions. The new keys are distributed alone without replication, whereas the hints
are usually replicated and distributed together with data packets.

When a member receives both the child keys of a new key and knows the old
key, it can compute the new key based on pseudo-random functions. However, if it
only receives one child key but also the hint of the new key, it can recover the new
key by brute-forcing a small key space (e.g., 16 bits). On the other hand, a revoked
user must brute-force at least a larger key space (e.g., 44 bits) to be able to recover
the same key.

ELK achieves reliability and moderate security through a tradeoff of communica-
tion overhead with member computation. Note that ELK is also a stateful rekeying
protocol because a user must receive or recover the current group key to be able to
decrypt the next group key.

2.4 Self-Healing Key Distribution

The reliable key delivery protocols discussed in Sect. 2.3 work well for scenarios
where a user experiences random packet losses. However, a user might have to re-
quest packet retransmissions multiple times until it finally receives the encrypted
keys of interest to it. In other words, there is no guarantee that it will receive the
group key before the next group rekeying event occurs. This is especially true for
receivers that are experiencing intermittent burst packet losses. Another similar sce-
nario arises when a user is off-line (while still a member of the group) at the time
of a group rekeying. If the user receives data that were encrypted using a group key
that it has not received, it will need to obtain that group key.

A self-healing key delivery protocol allows a user to obtain missing group keys
on its own without requesting a retransmission from the key server. This is ac-
complished by combining information from the current key update broadcast with
information received in previous key update broadcasts. In this section, we discuss
two such schemes. We say a scheme has m-recoverability if the maximum number
of previous group keys a legitimate user can recover is m.

2.4.1 Polynomial-Based Self-Healing

Staddon et al. [19] proposes the first self-healing key distribution protocol that uses
secret sharing techniques. In this protocol, the key server divides the lifetime of a
multicast program into m sessions, each of which uses a unique session(group) key
for encrypting the data distributed in the session period. A group key is divided into
two shares. When rekeying the group, the key server broadcasts the current group
key and shares of all the past and future group keys. To recover a missing key, a
member only needs to receive two shares of the key at different rekeying operations.
Figure 6 demonstrates this idea.
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Shares received
at broadcast B(j−1)

Broadcast B(j) is missed

Shares received
at broadcast B(j+1)

K(j−1)

K(j+1)

shares of future keys

shares of past keys

K(j)

Missed Broadcast

Fig. 6 The self-healing scheme. A member can recover the missing group key K.j / broadcast at
B.j / by combining the two shares of K.j / it receives from B.j � 1/ and B.j C 1/

Staddon et al. [19] presents a construction of this protocol with polynomial-based
secret sharing techniques. Let Fq be a finite field where q is a prime number that is
large enough to accommodate a cryptographic key. All the operations of this con-
struction take place in Fq . The protocol involves three phases, as demonstrate below.

Setup The key server randomly generates 2m polynomials of degree-t in FqŒx�,
h1; h2; :::; hm; p1; p2; :::; pm, and m session keys, K.1/, K.2/, :::, K.m/ 2 Fq .
For each j 2 f1; mg, it defines a polynomial in FqŒx�, qj .x/ D K.j / � pj .x/.
The key server finally delivers Si D fi; h1.i/; h2.i/; :::; hm.i/g to member i

through a secure and reliable channel.

Broadcast In session j 2 f1; 2; :::; mg, the key server broadcasts B.j /

B.j / W fh1.x/C p1.x/g; :::; fhj�1.x/C pj�1.x/g;
fhj .x/CK.j /g;
fhjC1.x/C qjC1.x/g; :::; fhm.x/C qm.x/g:

Session Key and Shares Recovery for Session j A member i receiving B.j /

can recover K.j / by evaluating hj .x/ C K.j / at x D i and subtracting hj .i/.
Similarly, it can recover session key shares p1.i/; p2.i/; :::; pj�1.i/; qjC1.i/;

:::; qm.i/. These shares allow member i to recover K.j / (if it misses B.j /) based
on a qj .i/ it received earlier and a pj .i/ it will receive later.

The above scheme allows self-healing key distribution, but it does not have the
revocation capability because a revoked user can continue recovering the future ses-
sion keys from the future broadcast messages. Staddon et al. [19] addresses this
issue by combining the above self-healing scheme with a personal key distribution
scheme that has revocation capability. Note that the security of this protocol is deter-
mined by t , the degree of the polynomials, because if more than t members collude
with their shares, they will be able to recover the polynomials based on Lagrange
interpolation, thus breaking the system. Therefore, the key server has to set t be
larger than the maximal number of revoked nodes in the m sessions.
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The protocol is also stateless in addition to self-healing because a member can
always derive the current group key from the currently received broadcast message.
The broadcast overhead of this protocol is O.t2m/ key sizes. Liu et al. [12] reduces
the bandwidth overhead of this protocol to O.tm/ by introducing a more efficient
personal key distribution protocol that has revocation capability.

2.4.2 Self-Healing SDR

Zhu et al.[27] proposes a self-healing key distribution scheme for SDR. The key
idea is to bind the ability of a user to recover a previous group key to its membership
duration. Below, we illustrate the basic scheme through an example where m D 5.

Consider Fig. 7. Let T .10/ be the current rekeying time. The key server first
generates a random key K5.10/, based on which it derives a hash key chain in-
cluding K5.10/; K4.10/; :::; K1.10/; K0.10/, where K0.10/ D H.K1.10// D
H 2.K2.10// D ::: D H 5.K5.10// and H is a one-way hash function. Due to the
one-wayness of a hash function, a user knowing Kj .10/ .0 < j < 5/ can compute
independently all the keys between Kj�1.10/ and K0.10/ , but not any of the keys
between KjC1.10/ and K5.10/. K0.10/ is the group key that all the users should
use for data encryption between T .10/ and T .11/.

The key server then divides the current members of the group into six subgroups
according to their membership durations. Applying the SDR algorithm to each sub-
group in the key tree, it generates and sends K0.10/ to the newly joined members,
K1.10/ to those joining at T .9/, K2.10/ to those joining at T .8/, K3.10/ to those
joining at T .7/, K4.10/ to those joining at T .6/, and K5.10/ to all those joining at
or before T .5/. Finally, it broadcasts a message B.10/

B.10/ W fK0.5/gK0.4/˚K5.10/; fK0.6/gK0.5/˚K4.10/; :::;

fK0.8/gK0.7/˚K2.10/; fK0.9/gK0.8/˚K1.10/:

Consider a current member that joined before T .5/. Suppose it has received K0.4/

(or any other keys in the key chain for T .4/) and K5.10/ from the key server but
missed all the intermediate keys. From K5.10/, it first derives all the other keys
in the key chain, i.e., K4.10/; :::; K1.10/; K0.10/. It then decrypts the first item in
B.10/ to recover K0.5/, using which and K4.10/ to recover K0.6/, and so on to
recover all other keys. If the member joined at time T .7/, it can only recover K0.8/

K(13)K(12)K(11)K(10)K(9)K(8)K(7)K(6)K(5)K(4)

m = 5

T(5) T(6) T(7) T(8) T(9) T(10) T(11)

Fig. 7 An example illustrating self-healing SDR where T .i/ is a group rekeying time point. T .10/

is the current rekey time
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and K0.9/. This shows that the self-healing capability of a member is determined by
its membership duration and is bounded by the design parameter m. Experimental
results show that, in general, this protocol incurs bandwidth overhead of at most
3 m keys.

2.5 Rekeying Optimization

The logical key tree in LKH is usually required to keep balanced, so that the rekey-
ing cost is fixed to be log.N / for a group of size N . However, Selcuk et al. [20]
shows that it is beneficial to use an unbalanced key tree in scenarios where group
members have different membership durations. The idea is to organize the key tree
with respect to the compromise probabilities of members, in a spirit similar to data
compression algorithms such as Huffman and Shannon–Fano coding. Namely, the
key server places a member that is more likely to be revoked closer to the root of the
key tree. If the key server knows in advance or can make a good guess of the leaving
probability of each member, this probabilistic organization of the LKH tree could
lead to a smaller communication overhead than that in a balanced-key-tree case.
Banerjee and Bhattacharjee [1] shows that organizing members in a key tree accord-
ing to their topological locations could also be beneficial if the multicast topology
is known to the key server.

Zhu et al. [26] shows two performance optimizations that are applicable to group
key management schemes based on the use of logical key trees. These optimizations
involve simple modifications to the algorithms and data structures used by the key
server to maintain the logical key tree for a group. The first optimization exploits the
temporal patterns of group member joins and leaves. The main idea is to split the
logical key tree into two partitions–a short-term partition and a long-term partition.
When a member joins the group, the key server initially places it in the short-term
partition. If the member is still in the group after a certain time threshold, the key
server then moves it from the short-term partition to the long-term partition. The
second scheme exploits the loss probabilities of group members. The key server
maintains multiple key trees and places members with similar loss rates into the
same key tree. Thus, the key server separates keys needed by high loss members
from those needed by low loss members when it packs keys into packets. These two
optimizations are shown to reduce communication overhead over the one-key-tree
scheme for applications with certain member characteristics.

2.6 Group Rekeying in Ad-hoc and Sensor Networks

Most of the previous group rekeying schemes were designed for secure multicast
communications in the context of wired networks such as IP Multicast. Recently, as
wireless networks such as ad hoc and sensor networks become the research hot spot,
researchers have proposed several customized group rekeying schemes for wireless
networks.
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2.6.1 Group Rekeying for Ad-hoc Networks

An ad hoc network is a collection of wireless mobile nodes, and it can support
communications in environments where no wired infrastructure exists. To com-
municate with parties beyond direct wireless transmission range, nodes in such a
network need to cooperate to forward packets for each other; as a result, they act as
both hosts and routers. In situations where no infrastructure (e.g., a wired and fixed
base station) is available, such a network can be quickly and inexpensively formed
to route traffic. For example, applications of ad hoc networking include voice and
video communications in a battlefield, disaster relief, and ubiquitous computing.
Some of these applications involve collaborative computing among a large number
of nodes and are thus group-oriented in nature. For deploying such applications in an
adversarial environment such as a battlefield or even in many civilian applications,
it is necessary to provide support for secure group communication. As a result, we
will all need to address the group key management issue.

Group key management for ad-hoc networks poses several new challenges com-
pared to wired networks. First, group key management schemes for ad-hoc networks
must be more resource-efficient, because the resources of a node such as power,
computation and communication capacity, and storage are relatively constrained.
Second, packet loss probability in ad-hoc networks is much higher than in wired
networks. This is mainly due to the unreliable transmission links and temporary
network partitions caused by node mobility. Thus, group key management schemes
for ad-hoc networks must work efficiently under high packet loss rates.

These new challenges seem to rule out the stateful group rekeying protocols such
as LKH and OFT that were proposed for wired networks with low packet loss rates,
although no formal study on this has been conducted yet. Note that combining re-
liable key distribution protocols with stateful protocols does not solve the problem
in the case of network partitions. Therefore, stateless protocols are preferred. How-
ever, stateless protocols such as SDR do not scale with the number of revoked nodes
in the system.

Below we briefly introduce two symmetric-key-based group rekeying schemes
for ad-hoc networks. The first one [13] is an energy-aware group rekeying scheme
for ad hoc networks. This scheme exploits the physical locations of the member
nodes when organizing the logical key tree (LKH [22]). This exploitation could
save 15%� 37% energy in some scenarios, compared to a random LKH that does
not use the physical location information. Two assumptions are made in order to
use the location information. First, the network topology is assumed to be static.
Second, the key server knows the exact location of every node.

The second scheme, called GKMPAN [29], exploits the property of an ad-hoc
network that member nodes are both hosts and routers. In IP Multicast, all group
members are end hosts, and they have no responsibility for forwarding keying ma-
terial to other group members. In contrast, for group communication in an ad hoc
network, the members of the group also act as routers. As such, in GKMPAN, the
key server only has to deliver the new group key securely to the group members that
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are its immediate neighbors, and these neighbors then forward the new group key
securely to their own neighboring members. In this way, a group key is propagated
to all the members in a hop-by-hop fashion.

For the above scheme to work, a fundamental requirement is the existence of a
secure channel between every pair of neighboring nodes. GKMPAN provides se-
cure channels through probabilistic key pre-deployment [7, 30]. The main idea is
to randomly load every node with a subset of keys from a large key pool before
the node joins a network. Two nodes can establish a secure channel directly if they
share a common key in their key subsets; otherwise, they can request a third node
that shares a common key with each of them to establish a secure channel for them.
To prevent compromised nodes from colluding to jeopardize the secure channels be-
tween other nodes, GKMPAN also includes a distributed key updating scheme for
updating any compromised channels. The transmission cost per node in this scheme
is close to one key and is independent of group size. Moreover, GKMPAN also
provides the stateless property. Therefore, GKMPAN is much more efficient than
LKH-like schemes that are used in ad-hoc networks.

2.6.2 Group Rekeying for Sensor Networks

Sensor networks can also be considered as ad-hoc networks, except that they are
formed by sensor nodes that are more limited in power, computational and com-
munication capacities, and memory. The current generation of sensor nodes such as
Berkeley Mica Motes [24] have only 4 MHZ Processors, 19.2 bps bandwidth, and
4 KB RAM. In a sensor network, the network controller may broadcast missions,
commands, or queries to all the nodes; therefore, a secure group communication
model is also needed for sensor networks deployed in security critical environments.
When compromised sensor nodes are detected, the network controller needs to up-
date the group key and revoke the compromised nodes.

The group rekeying schemes [13, 29] for ad-hoc networks may be applied in
sensor networks as well. Zhu et al. [28] introduces a more efficient group rekeying
scheme. The scheme also uses hop-by-hop propagation of group keys as in GKM-
PAN [29], but a secure channel between two neighboring sensor nodes is established
upon other KEKs that are already in place. The transmission cost per node is shown
to be one key, which is the optimal performance for node revocation.

Summary Generally speaking, stateful protocols are more bandwidth efficient than
stateless protocols, whereas stateless protocols are more preferable in the presence
of high packet loss or when members go off-line frequently. Both stateful and state-
less protocols need a key distribution mechanism to distribute a new group key to all
members reliably and in a timely fashion, and a self-healing key distribution mech-
anism to enable a member to recover a certain number of previous group keys on its
own. The performance of group rekeying schemes could be further improved by ex-
ploiting the characteristics of group members such as their topological distribution,
temporal patterns, and packet loss rates.
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Compared to wired networks, ad-hoc and sensor networks are more constrained
in the resources of member nodes and have higher packet loss rates. Group rekeying
schemes exploiting the property that member nodes are both hosts and routers in
these networks could provide significantly better performance than those adopted
directly from the schemes proposed for wired networks.

3 New Research Directions

The group key management problem has been studied for about ten years in the con-
text of IP Mutlicast, and many scalable schemes [2, 16, 22, 23] have been proposed.
Each of these schemes has its own merits, subject to network size, membership dy-
namics, and loss characteristics. In the future, we can try to design a “perfect” group
rekeying scheme. Ideally, a scalable group rekeying scheme should not only have
the communication overhead close to that of a stateful protocol such as LKH or
OFT but also have embedded reliability and self-healing mechanisms. If we cannot
design such a perfect scheme, the alternative is to augment a stateful protocol with
some lightweight plugins. For example, we have seen that a customized reliable
multicast scheme such as Proactive FEC or WKA–BKR can be used to increase the
reliability of key delivery for LKH, but we do not know if there is a scheme that
can add self-healing to LKH, just as the scheme in [27] adding self-healing to the
stateless protocol SDR.

Although IP multicast was proposed more than 10 years ago, its deployment
has been very slow due to both technical and operational concerns. Recently, re-
searchers have proposed the concept of overlay multicast (also called EndSystem
multicast) [5, 6], which shifts multicast support from routers to end systems. Over-
lay multicast is a promising technique because it is independent of the underlying
physical topology and therefore bypasses the limitations of IP multicast. We may di-
rectly deploy the existing group key management schemes proposed for IP multicast
in overlay multicast, but these schemes might not provide the optimal performance.
Therefore, further research study in this direction is needed.

For ad-hoc and sensor networks, if secure channels between neighboring nodes
cannot be established efficiently (e.g., through key pre-deployment [29]), it is un-
clear, with respect to energy consumption, if a group rekeying scheme exploiting
the same property as in GKMAPN [29] will outperform those designed for wired
networks. For example, in [11], the secure channels are established upon public-key
cryptography, which is very expensive in terms of computational and communica-
tion cost. Therefore, research that investigates issues such as which scheme is the
best in what networks with what kind of loss probability and mobility models would
be very helpful.

A related open issue is to distribute key serving responsibility over several key
servers to improve reliability and survivability. This is especially important in the
context of mobile ad-hoc networks where a key server may not be accessible due
to node mobility. Having multiple replica key servers could address this issue, but



74 S. Zhu and S. Jajodia

it introduces the security weakness of compromising one key server breaking the
system. An alternative solution is to use threshold cryptography, in which multiple
key servers have to collaborate to perform group key management tasks. So far no
efficient schemes have been proposed for this purpose.

Another related open issue is node compromise detection in ad-hoc and sensor
networks. The key server initiates a group rekeying operation when it knows some
node has been compromised. However, node compromise detection is a very chal-
lenging issue, especially for sensor networks that are often deployed in unattended
environments.
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1 Introduction

The competitive advantage of most industrialized nations depends on a well-oiled
and reliable infrastructure, much of which depends on the Internet to some extent.
We show how one very simple tool can be abused to bring down selected sites, and
argue how this in turn – if cunningly performed – can do temporary but serious
damage to a given target. Here, the target may be a person, business, or institution
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relying on the Internet or the telephone network for its daily activities, but may also
be more indirectly dependent on the attacked infrastructure. In the latter situation,
the target may not be the least prepared for an attack of the type it would suffer. For
example, if voters are allowed to cast votes using home computers or phones (as in
recent trials in Britain [10]), then an attack on some voters or servers may invali-
date the entire election, requiring all voters to cast their votes again – for fairness,
this would include even those who used traditional means in the first place. Other
potential examples of secondary damage include the general mobile phone system,
the infrastructure for delivery of electricity from power plants to consumers, and the
traffic-balancing of the interstate highway system, given that these allow for load
balancing via the Internet in many places.

When assessing the damage a potential attack can inflict, it is important to recog-
nize that attacks may carry a substantial cost to society even if they do not obliterate
their targets – in particular if repeatedly perpetrated, which becomes easier if the
attacks are difficult to trace back to their perpetrators. Furthermore, one should not
only take the direct costs into account but also the indirect costs associated with not
being able to rely on the infrastructure.

Approach The attack described here is illustrated in Fig. 1. It involves Web crawl-
ing agents that, posing as the victim, fill forms on a large set of third party Web
sites (the “launch pads”) causing them to send emails or SMSs to the victim or have
phone calls placed. The launch pads do not intend to do damage; they are mere tools
in the hands of the attacker. This idea is not new – it is similar to sending pizzas to
someone else’s address. However, we demonstrate how easily one can exploit Web
forms to do real damage and quantify such damage.

Web

Victim

Database

Subscribe

your email here!

Daily stock tips,
Viagra news

and Christian prayers

Free Email Newsletter

form
harvester

form
filler

crawl

store fill

crawl

offline attack

pa
rs

e

Fig. 1 Illustration of the attack
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Our attack takes advantage of the absence in the current Web infrastructure of a
(non-interactive) technique for verifying that the submitted email address or phone
number corresponds to the user who fills in the form. This allows an automated
attacker to enter a victim’s email or number in a tremendous number of forms, caus-
ing a huge volume of messages to be directed to the victim’s mailbox. Depending
on the quantity of generated messages, this may cost the victim anything from lost
time (sorting out what messages to delete); to lost messages (if the mailbox fills up,
causing the Internet Service Provider (ISP) to bounce legitimate emails); to a crash
or other unavailability of some of the victim’s or ISP’s machines.

Potential victims An attacker could target any user with a known or guessable
email address. The list of targets that are vulnerable to the attack because of pub-
lic email addresses is large. It includes banks, journalists, law enforcement officers,
customer service and technical support centers, email-based chatrooms, and politi-
cians. An attacker could target people with certain opinions or inclinations by
harvesting email addresses from selected bulletin boards or by performing a focused
crawl for given keywords on personal Web pages. Given that many companies use
predictable formatting for email addresses, it may be possible to mount an attack on
people believed to work for a company, or on people with common names, which
in the end may amount to an attack of the company itself. The attack can also be
used to affect the outcome of online auctions: some eBay users appear to use their
email addresses as identifiers, making it trivial to block these from any competition
during an auction. A large portion of the remaining set of eBay users can be conned
into giving out their email address: simply ask them an innocuous question relating
to a previous transaction of theirs (using the supplied Web interface) and the reply
will contain their email address.

Our attack is also applicable to mobile devices, such as cell phones and PDAs,
by targeting addresses that result in text messages being sent to those devices. Not
only does this generate network congestion and unwanted costs but it also causes the
text messaging feature of a mobile phone to be disabled once memory is filled up.
According to a quick test of ours, the memory of a common cell phone model fills
up after around 80 messages – an attack we performed in a few seconds. We note
that an attacker would not have to know what cell phone numbers are in use in order
to mount a general attack on the service provider – he or she can simply attack large
quantities of numbers at random, many of which will be actual numbers given the
high density of used numbers. Beyond inconveniencing everyday users of SMS, an
attacker could stop medical doctors from being paged. If a large number of random
mobile devices are attacked during an electronic election, it is highly probable that
some voters will be unable to cast their vote. This may cause the fairness of the
results to be questioned. This may especially be so if the targeted phone numbers
correspond to particularly rich or poor voting districts, or to districts with higher
proportions of certain minorities. Moreover, an attacker can target all email accounts
with names likely to correspond to a given corporate leader and thereby render his
or her mobile device unable to receive meaningful messages.
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The common telephony infrastructure (both mobile and wired) can be attacked
in an analogous manner: by agents entering a victim’s phone number in numerous
forms. If the remaining entered information is not consistent or accurate, this may
result in a representative of the corresponding company placing a phone call to
straighten things out, possibly after trying to send one or more messages to the
email address entered in the form. Given the higher cost of placing a phone call –
compared to sending an email – many companies prefer responding by email, which
is likely to require a larger number of forms to be filled in by an attacker, in order
to cause a comparable call frequency. On the other hand, phone calls being more
disruptive than email messages, the impact of the attack types may be comparable
for a given attack size.

Defenses What complicates the design of countermeasures is the fact that there is
nothing per se that distinguishes a malicious request for information from a desired
request in the eyes of the launch pad site, making the latter oblivious to the fact that
it is being used in an attack. This also makes legislation against unwanted emails,
SMSs, and phone calls [9] a meaningless deterrent: without the appropriate technical
mechanisms to distinguish valid requests from malicious ones, how could a site be
held liable when used as a launch pad? To further aggravate the issues, and given that
our attack is a type of DDoS attack, it will not be possible for the victim (or nodes
acting on its behalf) to filter out high-volume traffic emanating from a suspect IP
address, even if we ignore the practical problems associated with spoofing of such
addresses.

The “double opt-in” defense routinely employed by mailing list managers
against impersonation of users is not useful to avoid the generation of network
traffic. Some sites attempt to establish that a request emanated with a given user by
sending the user an email to which he or she is to respond in order to complete the
registration or request. However, as far as our attack is concerned, it makes little
difference whether the emails sent to a victim are responses to requests, or simply
emails demanding an acknowledgment.

While it may appear that the simplicity and generality of the attack would make
it difficult to defend against, this is fortunately not the case. We propose (1) sim-
ple extensions of known techniques whereby well-intentioned Web sites can protect
themselves from being exploited as launch pads for our attack, and (2) a set of
heuristic techniques whereby users can protect themselves against becoming vic-
tims. Our countermeasures are light-weight and simple, require no modifications of
the communication infrastructure, and can be deployed gradually.

2 Related Work

The automatic recognition and extraction of forms from Web pages using simple
heuristics is not a new concept. For example, it has been applied to the design of
comparison shopping agents aimed at searching for products from multiple vendor
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sites [4]. The problem is only a bit harder if an account must be set up before a
a form can be submitted. For instance, many sites allow only registered users to
send SMSs to any number. However, setting up an account is free and can easily
be automated – this is why, for example, Hotmail and Yahoo use CAPTCHAs to
prevent spammers from setting up fake accounts automatically.

During a denial of service attack, a large number of connections are set up with
a victim, thereby exhausting the resources of the latter. A distributed denial of ser-
vice attack is mounted from multiple directions, thereby making it more difficult to
defend against. There exist many automated tools to mount DDoS attacks [2, 3, 5].
These require that the attacker takes control of a set of computers from which he
or she will launch the attack. This, in turn, makes DDoS attacks more difficult to
perform for a large portion of potential offenders. It also offers a certain degree
of traceability since the take-over of launch pad computers may set off an alarm.
The poor man’s DDoS attack illustrated here can be mounted without the need to
take over any launch pad computer, and offers the offender an almost certain guar-
antee of untraceability – due both to its swiftness and to the fact that it utilizes only
steps that are also performed by benevolent users.

The attack we describe herein [6] is an extension and variant of the recent work
by Byers et al. [1], in which an attack was described where victims are inundated by
physical mail. While the underlying principles are the same – to request something
for somebody else – the ways the attacks are performed, and what they achieve, are
different. By generalizing to mostly all types of communication, our attack becomes
a weapon in the hands of an attacker wishing to attack secondary targets as well
as primary ones. This, along with the “real-time” aspect of our attack, makes it a
potential threat to national security as well as to our communication infrastructure,
and companies relying on the latter.

The defenses proposed in [1] and [6] vary considerably, given both the difference
in threat situations and the difference in terms of the systems to be secured. The
work of [1] discusses how to secure sites against being exploited as launch pads, but
for the physical attack, they describe only mitigating measures seem possible. On
the other hand, for the email based attacks described here, we show that the vulner-
ability of current Web forms can easily and completely be eliminated. Furthermore,
we also consider how to secure entities against becoming victims. This strengthens
our defenses in the face of poorly behaved Web sites, and non-compliant sites.
Given that most sites are likely to belong to this category, the defense mechanisms
described in [1] do not offer a good degree of protection against our variant of
the attack.

Yet another difference between the two studies lies in the analysis; while no anal-
ysis is performed in [1], we describe experimental results illustrating the strength of
our attack. These results show how long it takes for a typical adversary (a person
with access to a standard computer and Internet connection) to disable a typical
account. From this, it can be extrapolated how long it takes for a more powerful
adversary to mount larger attacks. This highlights the danger of malware mounting
a synchronized large-scale attack from multiple infected machines.
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3 The Attack

3.1 Description of Vulnerability

Many sites allow a visitor to request information or subscribe to a newsletter. A user
initiates a request by entering his or her contact information in a form, possibly
along with additional information. Figure 2 shows the HTML code for a typi-
cal form.

Our attack takes advantage of the fact that, in the current Web infrastructure
(e.g., HTTP protocol), there is no way to verify that the information a user enters
corresponds to the true identity or address of the user. Thus, it is possible to re-
quest information on behalf of another party. Agents – or automated scripts acting
as users – allow this to be performed on a large scale, thereby transforming the il-
legitimate requests from a poor practical joke to an attack able to bring down the
victim’s site.

3.2 Finding the Victim

In many instances, the attacker may know the email address or phone number of
the victim, or may be able to extract it from postings to newsgroups, replies in
an auction setting, etc. In other cases, the address may be unknown. If the attacker
wishes to target the corporate leaders of a given company, he or she has to determine
what their likely addresses are, which typically are limited to a few combinations of
first and last names. In order to target mobile devices, such as Blackberries, the at-
tacker would also target the appropriate wireless service providers, again targeting
all names that match the victim(s). In order to target a service provider, a mas-
sive attack of this type is also possible. To wreak havoc in an electronic election
in which users are allowed to use their own computers and wireless devices, it suf-
fices to target a few voters who will later complain that they were locked out. It is
even possible for an attacker to block his or her own device (stopping himself from
voting) in order to later be able to lodge a complaint and have the election results
questioned.

Fig. 2 HTML code of a
typical Web form that can be
exploited by our attack; this
can be used to detect, parse,
and submit the form

<form action="newsletter.php"
method="POST">

<input type="text"
name="Email"
value="your email here!">

<input type="submit"
name="submit"
value="Subscribe">

</form>
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3.3 Phase I: Harvesting Suitable Forms

Many Web sites use forms to execute scripts that will collect one or more email
addresses and add them to one or more lists. There are many legitimate ways in
which the collected emails can be used: mailing lists for newsletters, alert services,
postcards, sending articles or pages to friends, etc. There are less legitimate uses as
well, for example, many sites collect emails by advertising freebies of various sorts,
and then sell the email lists to spammers as “opt-in” requests.

One way for an attacker to automatically locate and collect forms to be used as
launch pads is by employing a topic-driven crawler [7, 8]. Such a software searches
the Web in a focused way trying to find pages similar to a given description. The
description could be a query that yields many pages with email-collecting forms.

An even more straightforward approach is for an agent to harvest forms from the
Web by posting appropriate queries directly to some search engine. The agent can
then fetch the hit pages to extract forms. For example, search engines return mil-
lions of hits for queries such as ‘‘free newsletter’’ or ‘‘send this’’
and hundreds of thousands of hits for ‘‘send SMS’’. However, search engines
often do not return more than a maximum number of hits (say, 1,000). One way for
the attacker’s software to get around this obstacle is to create many query combina-
tions by including positive and/or negative term requests. These combinations can
be designed to yield large sets of hits with little overlap. Figure 3 illustrates how to
create such queries automatically.

Once a potential page is identified, it must be parsed by the agent to extract form
information. The page may actually not contain a form, or contain a form that cannot
be used as a launch pad. A heuristic approach can be used to identify suitable forms.
For example, there must be at least one text input field and either its name or its
default value must match a string like “email.” Such a heuristic identifies potential
launch pad forms with high probability. In our experiments, using a search engine
with queries as shown in Fig. 3 leads to a form harvest rate of about 40%. In other
words, the heuristic yields about 4 potential launch pad forms from each ten search
engine hits.

Once suitable Web form URLs are collected, they could be shared among attack-
ers much like email address lists are exchanged among spammers. The harvest rate

base = (free email newsletter);
list = (alert subscribe opt-in list spam porn contest

prize stuff travel ezine market stock joke sign
verify money erotic sex god christ penis viagra
age notify news recipe gratis libre livre);

foreach set = subset(list) {
query(base plus(set) minus(list - set));

}

Fig. 3 Pseudocode illustrating how queries can be designed to harvest Web forms from a search
engine
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would then be 100%. It is easy to write software that parses the HTML code of a
Web page and extracts form information. This consists of a URL for the form action,
the method (GET/POST), and a set of input fields, each with a name, a type/domain,
and possibly a default value. The form information can be stored in a database. This
first phase of the attack can be carried out off-line, before the victim is even identi-
fied (cf. left-hand side of Fig. 1).

3.4 Phase II: Automatically Filling Forms

A form can be filled and submitted automatically, either immediately upon discov-
ery, or at a later time based on the stored form’s information. Heuristics can be used
to assign values to the various input fields. These include the victim’s email address
and, optionally, other information such as name, phone, etc. Other text fields can
be left blank or filled with junk. Fields that require a single value from a set (radio
buttons, drop-down menus) can be filled with a random option. Fields that allow
multiple values (checkboxes, lists) can be filled in with all options.

Once all input names have an associated value, an HTTP request can be assem-
bled based on the form’s method. Finally, sending the request for the action URL
corresponds to submitting the filled form. For efficiency, forms can be filled and
submitted in parallel by concurrent processes or threads.

This second phase of the attack (cf. right-hand side of Fig. 1) requires a form
database, which could be a simple text file, and a small program that fills forms
acting like a Web user agent (browser). The program could be executed from a
public computer, for example, in a library or a coffee shop. All that is required is an
Internet connection. The program could be installed from a floppy disk, downloaded
from a Web or FTP server, or even invoked via an applet or a virus.

3.5 Poorly Behaved Sites

There are many poorly behaved sites that may not care whether the entered contact
information corresponds to the Web page visitor or a potential victim. The reason
is simple: these sites derive benefit from the collection of valid email addresses,
whatever their origin may be. The benefit may be the actual use of these addresses,
or the sale of the same. For example, it is believed that the age verification scripts
of many porn sites are simply disguised collectors of email addresses. We note that
posting an email address to such a site may result in what we refer to as a snow-
ball effect, that is, a situation in which a submitted email address results in several
emails, as the email address is bought, sold, and used.

The snow-ball effect can be exploited to maximize damage by generating a
large-volume, persistent stream of email toward the victim. An efficient approach
to maximize the number of spammers who obtain the victim’s email is to post it
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on newsgroups and chatrooms, which are regularly and automatically scanned by
spammers to harvest fresh email addresses. This approach does not even require
one to collect and fill Web forms; but it has a more delayed, long-term effect.

3.6 Well Behaved Sites

While it is evident that the vulnerability we describe is made worse if the launch
pads of the attack are poorly behaved sites, we argue that an attacker also can take
advantage of well behaved sites. These are sites that may not sell the email address
entered in the form, and who may wish to verify that it corresponds to a legiti-
mate request for information. However, as previously mentioned, the double opt-in
procedure typically involves sending an email to the address entered in the form,
requesting an acknowledgment before more information is sent. This email, while
perhaps not as large as the actual requested information, also becomes part of the
attack as confirmation messages flood the victim’s mailbox.

Moreover, if the intention of the form is to allow a user to send information to
a friend, the above measures of caution are not taken. Examples of sites allowing
such requests are electronic postcard services, many online newspapers, and more.

An attacker may also pose as a buyer to an e-commerce site, entering the vic-
tim’s email address along with other information, such as an address and potentially
incorrect credit card information. This would cause one or more emails to be sent
to the victim. Given that the victim would not likely respond to any of these, the
company may attempt to call the phone number entered in the form, which would
constitute a potential attack in itself.

3.7 On the Difficulty of Tracing an Attacker

As described, the attack consists of two phases: one in which suitable forms are
harvested, and a second in which the forms are filled and submitted. While it is
possible for a site to determine the IP address of a user filling a form, not all sites
may have the apparatus in place to do so. Moreover, given the very short duration
of the second phase (see Sect. 4), it is easy for an attacker to perform this part of the
attack using a public machine as shown above.

While the first phase of the attack typically takes more time, this can be per-
formed once for a large number of consecutive attacks. Even if the first phase of
the attack takes place from an identifiable computer and using a search engine, it is
difficult for the search engine to recognize the intent of an attacker from the queries,
especially considering the large numbers of queries handled. And it is impossible
for a launch pad site to determine how its form was found by the attacker, whether a
search engine was used, which one, and in response to what query. In other words,
the second phase of the attack cannot be traced to the first (possibly traceable) phase.



86 M. Jakobsson and F. Menczer

Finally, the possibility of an attack – or parts thereof – being mounted by a virus
(and therefore, from the machine of an innocent person) further frustrates any re-
maining hopes of meaningful traces.

4 Experimental Data

4.1 Experimental Setup

Here, we report on a number of contained experiments carried out to demonstrate
the ease of mounting the attack and its potential damage. We focus on email (as
opposed to SMS) attacks in these experiments. We are interested in how many email
messages, and how much data, can be targeted to a victim’s mailbox as a function
of time since the start of an attack. We also want to measure how long it would take
to disable a typical email account.

Clearly these measurements, and the time taken to mount an attack, depend on the
number of forms used. It would not be too difficult to mount an attack with, say, 105

or 106 forms. However, much smaller attacks suffice to disable a typical email ac-
count by filling its inbox. Furthermore, experimenting with truly large-scale attacks
would present ethical and legal issues that we do not want to raise. Therefore, we
limit our experiments to very contained attacks, aiming to observe how the potency
of an attack scales with its computational and storage resource requirements. We
created a number of temporary email accounts and used them as targets of attacks
of different sizes. Each attack used a different number of Web forms, sampled ran-
domly from a collection of about 4,000 launch pads, previously collected.

In the collection phase of the attack, we used a “form-sniffing” agent to search the
Web for appropriate forms based on hits from a search engine, using the technique
described in Sect. 3. The MSN search engine was used because it did not disallow
crawling agents via the robot exclusion standard.1 This was done only once.

The collection agent was implemented as a Perl script using no particular op-
timizations (e.g., no timeouts) and employing off-the-shelf modules for Berkeley
database storage, HTML parsing, and the LWP library for HTTP. The agent crawled
approximately 110 hit pages per minute, running on a 466 MHz PowerMac G4 with
a shared 10 Mbps Internet connection. This configuration is not unlike what would
be available at a copy store. From our sample we measured a harvest rate of 40%
(i.e., 40 launch pad forms per 100 search engine hits) with a standard error of 3.5%.
At this harvest rate, the agent collected almost 50 launch pad forms per minute, and
almost 4,000 forms in less than 1.5 h. If run in the background (e.g., in the form of
a virus), this would produce as many as 72,000 forms in one day, or a million forms
in two weeks – probably in significantly less time with some simple optimizations.

1 We wanted to preserve the ethical behavior of the agent used in our experiments; an actual attacker
could use any search engine since the robot exclusion standard is not enforceable.
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The second phase, repeated for attacks of different size, was carried out using
the same machinery and similarly implemented code. A “form-filling” agent took a
victim’s information (email and name) as input, sampled forms from the database,
and submitted the filled forms. The agent filled approximately 116 forms per minute.
We call attack time the time required to mount an attack with a given number of
forms. All the attack simulation experiments took place in April 2003.

4.2 Results

Figure 4 illustrates how the number of messages in the victim’s inbox and the inbox
grow over time after the attack is mounted. The plots highlight two distinct dynamic
phases. While the attack is taking place, some fraction of the launch pad forms
generate immediate messages toward the target. These responses correspond to an
initial high growth rate. Shortly after the attack is over, the initial responses cease
and a second phase begins in which messages continue to arrive at a lower, constant
rate. These are messages that are sent by launch pads at regular intervals (e.g., daily
newsletters), repeat acknowledgment requests, and spam. In the plots, we fit this
dynamic behavior to the piecewise linear model:

MF .t/ D
�

aF t 0 < t < t�
bF t C .aF � bF /t� t � t� (1)
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where MF .t/ is the inbox size or number of messages at time t (t D 0 is the start
of the attack), for an attack with F forms. The short-term and long-term growth
rates, aF and bF .aF > bF /, and the transition time between the two phases, t�,
are determined by a nonlinear least-squares fit of the model to the data. In the initial
phase, messages arrive at a high rate aF . Some time after the end of the attack
(determined by t�), once the immediate responses have subsided, the arrival rate
goes down to the long-term growth rate bF .

The email traffic generated by our attacks was monitored until the size of the
inbox passed a threshold of 2 MB. This is a typical quota on free email accounts such
as Hotmail and Yahoo. No other mail was sent to the victim accounts, and no mail
was deleted during the experiments. When an inbox is full, further email is bounced
back to senders and, for all practical purposes, the email account is rendered useless
unless the victim makes a significant effort to delete messages. We call kill time the
time between the start of an attack and the point when the inbox size reaches 2 MB.

In Fig. 5, we can observe that for the three smaller attacks (F D 514, 1026,
2050) kill time occurs well after the attack has terminated. For the largest attack
(F D 3911), kill time occurs while the attack is still being mounted. This is mirrored
by the fact that this attack is still in the initial phase of high response rate when the
inbox fills up.

One can use the data in Fig. 5 and the model of (1) to analyze how large an attack
would be necessary to kill an account in a given amount of time, as a function of
the account quota. Figure 6 shows the number of forms that in our experiments
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would kill an account in one hour, corresponding to a lunch hour attack, in which
the victim’s machine is disabled while he or she is temporarily away. The number
of forms scales sub-linearly, as a power law F � q0:7 where q is the account quota.
We can think of this as a manifestation of the snow-ball effect – periodic alerts and
spam compound immediate responses making the attack more efficient.

Figure 7 shows how the arrival rate of email in the victim’s mailbox scales with
the size of the attack, for both the short and long term. The short-term arrival rate
for an attack of size F is given by the growth parameter aF , obtained by fitting
the model in (1) to the data in Fig. 5. As illustrated by the regression in Fig. 7, the
short-term arrival rate grows linearly with F as one would expect (aF � 1:5F ). The
long-term arrival rate bF , obtained analogously, shows a remarkable exponential
growth with F (bF � 2:7e0:002F ). Note that this fit is significantly stronger statis-
tically than a linear or power law fit. Such a non-linear scaling behavior is another
manifestation of the snow-ball effect. Even if the arrival rate subsides after the end
of the attack, it can be made very large with small increases in attack size.

Finally, Fig. 8 shows how attack time and kill time scale with the size of the
attack. As expected, attack time is proportional to F . Kill time (cf. Fig. 5) scales as
a power law: t � F �3:2. Again, this nonlinear scaling behavior is a consequence of
the snow-ball effect, which amplifies the destructive effect of the attack and makes
it possible to kill an email account efficiently. In fact the intersection between attack
and kill time in Fig. 8 indicates that there is no need to mount attacks with more than
F � 212 forms if the goal is to disable an account with a 2 MB quota.
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5 Defense Mechanisms

We now describe a set of related defense techniques for our DDoS attack. A first line
of defense consists of a simple preventive step by which Web sites can avoid being
exploited as launch pads in our attack. For Web sites that have not yet complied with
this preventive step, as well as unscrupulous spammer sites that have no intention
to verify the legitimacy of requests, we describe a second line of defense for the
detection and management of such attacks by potential victims. The second line
of defense consists of a heuristic approach, whose use can be adapted to different
situations of interest.

5.1 Prevention of Attacks

Many sites that allow users to subscribe to email services such as newsletters and
alerts employ mailto links (either to a person or to a listserv manager, e.g.,
Majordomo). These sites cannot be exploited as launch pads, because the attacker
would need a mail transport agent, for example, a machine running a SMTP server
or an external mail relay. Such an attack is possible, but more difficult to carry out
from a public computer and also more easily detectable and traceable. Open relays
are rare and often blocked by ISPs anyway (because they are used by spammers),
and a “legitimate” SMTP server requires some level of authentication that would al-
low to identify or trace the attacker. The obvious preventive solution to the proposed
attack is thus to disable Web forms and enforce the use of email-based listserv tools
such as Majordomo. However, this would disallow useful Web forms in which users
can enter additional information – this cannot be done conveniently with a simple
mailto link to a listserv.

To allow for the use of forms as appropriate while still verifying the legitimacy of
email service requests, well behaved sites currently send a message to the submitted
email address requesting confirmation that the address corresponds to a legitimate
user request. As we observed earlier, this double opt-in procedure is exploited in
our attack because confirmation requests, even if not repeated (as they often are),
contribute to flooding the victim’s mailbox just as any other message.

It is possible to both enable Web form requests and verify the legitimacy of re-
quests without becoming vulnerable to our attack. Web sites would use the following
simple strategy. After the form has been filled out, the Web site creates dynamically
a page containing a mailto link with itself as an addressee. Legitimate users would
send the message to validate their request. The email to the Web site would then be
used by the site’s mailing list manager to verify that the sender matches the email
address submitted via the Web form. Although the address of the sender is not re-
liable because it can be spoofed in the SMTP protocol, the sender cannot spoof
the IP address of its legitimate ISP’s SMTP server. The site can thus verify that
the email address in the form request matches the originating SMTP server in the
validation message.
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There are three caveats to this strategy. First, messages via open relays must be
discarded by the site. Second, if an attacker could guess that a user in a given do-
main requests information from some site, he or she could request information from
the same site for other users in the same domain, potentially spoofing the validation
created by the addressee. To prevent such an attack, the validation message created
by the site should contain a number with sufficient entropy that it is hard to guess.
Third, one could still attack victims who share their ISP’s mail server, which would
not affect the attacker himself in a notable way if there are quotas. In this case, how-
ever, the attack could be traced. Furthermore, our heuristic defense mechanisms –
presented next – will address such an attack.With these caveats, our preventive strat-
egy would afford the same security as double opt-in, but without sending any email
to victims.

The above technique works for forms where a party requests information to be
sent to herself, but it does not cover common services such as sending newspaper
articles or postcards to others. Sites wishing to allow this can use alternative de-
fenses. Namely, well behaved sites may make the harvesting of forms more difficult
by not labeling forms using HTML, but rather, using small images. This would
increase the effort of finding and filling the forms. Given the relative abundance
of available forms, potential attackers are then likely to turn to other sites where
no image analysis has to be performed to find and fill the form. Doing this has
no impact on human users, except to a very small extent on the download time of
the form. A more robust version of this defense would use an inverse Turing test
or CAPTCHA (Completely Automatic Public Turing test to tell Computers and
Humans Apart) [11, 12], a technique already employed by many sites to prevent
agents from impersonating human users.

If legislation is brought in place that makes sites liable for any attacks mounted
using their facilities [9], then even poorly behaved sites may wish to employ protec-
tive measures as those described above to avoid being the defendants in lawsuits by
victims of the attack we describe.

5.2 Detection and Management of Attacks

In the previous subsection, we considered how well-behaved sites can protect them-
selves against being used as launch pads. Since it is not likely that all sites will
comply with these protective measures, we also need to consider protection against
poorly behaved and otherwise noncompliant sites. This protection will reside on the
machine or mail server of the potential victim and rely on three tools:

Extended Address Book. Most users maintain an address book in which they en-
ter the email addresses of their most frequent correspondents. We consider the
use of an additional extended address book. This contains the email addresses
of all parties the user has sent email to or received email from, along with a
time stamp indicating when the last email was sent or received. To reduce the
required storage, we may allow users to have old entries automatically removed.
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The extended address book is similar to the whitelists maintained by spam filters;
the main difference is that it would only be used for filtering purposes when an
attack is suspected, as described subsequently. Emails of spammers might even
be included. A set of users may share one and the same extended address book.

Attack Meter. We will let the system estimate the probability that a given user is
under attack at any given time. The parameters considered would be the amount
of traffic to the user in relation to the normal amount of traffic to his or her, and
relative to the traffic of other users; the proportion of emails arriving to the user
(and his or her peers) that originate from users who are not in his their extended
address books; and the number of duplicate emails received by users handled by
the mail server. The calibration of the estimation may be performed with a given
threat situation in mind.

Cleaner. During a clean-up, a set of suspect emails are removed from the inbox
of the user. Depending on the situation, it may be that all suspect emails are
removed; all suspect emails of a certain minimum size; all suspect emails from
(or not from) given domains; or some other, potentially customized selection of
all suspect emails.

When a user accesses his or her account, he or she would be shown the likely
probability, according to the attack meter, that he or she is under attack. If the user
indicates that he or she believes he is under attack, the mail server would automat-
ically mark all emails that are from senders who are not in the extended address
book as suspect, and proceed to perform a clean-up. This may also be induced by
the system – without the request of the user – if the user is not available, an attack is
judged to likely be under progress, and resources are scarce. If these defenses reside
on the side of the service provider, as appropriate for wireless devices, the attack
meter can also take the general attack situation in consideration when determining
whether an individual is being attacked. We note that this solution also secures list
moderators at the expense of not being able to receive messages from new posters
during the time of an attack; note also that the risk of the launch pads already being
in the extended address book of the moderator is slim.

For targets such as a politician, it may be typical to receive messages from users
who are not in the extended address book. However, many of the constituents are
likely to use accounts with one of a very small set of known ISPs. In contrast, launch
pads are likely not to have the same domains. Therefore, under attack, the mail
server could mark as suspect those emails that do not come from the known ISPs
likely to correspond to the wanted senders. Furthermore, the mail server may mark
emails as suspects if coming from other countries – when indicated by the corre-
sponding domain – as these are also unlikely to be from constituents.

5.3 Synergy Between Defense of Launch Pads and Victims

It is important that the heuristic defense mechanisms proposed do not disrupt de-
sired functionality, thus it must still be possible for a user to fill forms and receive
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information sent to him. Indeed this will still be possible – even during a detected
attack – as long as the site with the form sends email from an address that is present
in the extended address book of the party requesting information.

In the strategy described above to prevent Web sites from being exploited as
launch pads, the user who submits a request through a form must send a validation
message (dynamically created and self-addressed) to the Web site. This step causes
the Web site’s email address to be entered into the user’s extended address book.
As a result, the information sent to the user by the site is not filtered out. This creates
an incentive for sites to comply with the preventive strategy, not only to avoid being
exploited but also to keep their messages from being filtered out.

6 Conclusion

We investigated an automated, agent-based DDoS attack in which a victim is
swamped by communication from entities believing he or she requested informa-
tion. The primary tool of the attack is that of Web forms, which can be automatically
harvested and filled out by an agent. We also quantified the damage such an attack
could do by describing experimental results.

We described a very simple strategy by which Web sites can avoid being ex-
ploited in the poor man’s DDoS attack; once a majority of Web sites comply with
this strategy, such attacks will be prevented.

For the interim, we have proposed a set of heuristic techniques to inoculate users
against the poor man’s DDoS attack. These mechanisms only allow emails to be
filtered out if they are sent from sites that are not in a user’s extended address book.

We have not investigated the generation of traffic by means of posting messages,
to newsgroups, chatrooms, and bulletin boards, purportedly from the victim, but
believe such attacks to be similar to those we discussed, and possible to defend
against in similar manners.

There are more drastic types of defense measures that can protect from the attack
described in this paper. Some ISPs are considering CAPTCHA based challenge-
response systems in conjunction with whitelists to combat spam.2 While such an
approach would indeed protect a potential victim from the email DDoS attack, it
would also decrease the accessibility of email. For example, it would violate the
Americans with Disabilities Act because CAPTCHAs discriminate against blind
people. Many email-based transactions, such as e-commerce confirmations, would
also be blocked. The defenses we have described are more targeted at the DDoS
attack, more light-weight, and do not require modifications to the Web or email
infrastructure.

At a more general level, the kind of attack described here raises new issues with
social and political implications for the use of modern communication media such

2 Earthlink has announced a beta version of such a system as of this writing.
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as the Internet, electronic messaging, and mobile telephony. For example, if users
were required to identify themselves when using the Internet in order to prevent
such abuses, then one could no longer use a computer anonymously in a public
place such as a library. We hope that this work will lead to solutions that can protect
our inboxes as well as our privacy and freedom of speech.
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1 Introduction

Information security is playing an increasingly important role in modern society,
driven especially by the uptake of the Internet for information transfer. Large amount
of information is transmitted everyday through the Internet, which is often the target
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of malicious attacks. In certain areas, this issue is vital. For example, military de-
partments of governments often transmit a great amount of top-secret data, which,
if divulged, could become a huge threat to the public and to national security. Even
in our daily life, it is also necessary to protect information. Consider e-commerce
systems as an example. No one is willing to purchase anything over the Internet
before being assured that all their personal and financial information will always be
kept secure and will never be leaked to any unauthorised person or organisation.

The Internet and many other networks are vulnerable; the information going
through them is subject to the threat of eavesdrop and alteration of various spies
and intruders. Confidential information can be disclosed or modified without con-
sciousness. To achieve secrecy of sensitive information, cryptography is extensively
used. Before an important message is sent out, it usually needs to be encrypted, so
that spies cannot read the contents of it without the corresponding key even if they
intercept the encrypted information from the network.

However, cryptography can only offer protection if it is used in an appropriate
way. Guidelines about how to use cryptographic technology are incorporated in the
large number of security protocols that have been developed. These protocols in
general contribute greatly to information security.

Unfortunately, many such protocols are inherently incorrect, or at least cannot
achieve completely all that is intended of them. Indeed, some protocols considered
perfect at first were found to have flaws in them many years later [5]. To evaluate
and verify security protocols in a systematic way, some verification methods come
to be necessary.

2 Security Protocols

Since information flowing over network is vulnerable and insecure, cryptography
is introduced. It can transform human-readable cleartext (using some encryption
key) to unreadable ciphertext, which seems to be “meaningless” code for people
who do not know the corresponding decryption key. By this means, the important
information is kept confidential from all unauthorised parties. Normally, crypto-
graphic systems can be divided into the public key cryptosystem and the private key
cryptosystem.

However, only using cryptography cannot guarantee that the encrypted data are
secure. Therefore, researchers invented security protocols as guides to how to use
cryptography to achieve information security.

The term security protocol is usually a synonym of cryptographic protocol,
which means a protocol that uses cryptography to achieve the goals of informa-
tion security, such as confidentiality, integrity, authentication and so on. We will
use these two terms interchangeably. Security protocol technology is widely used in
network communications.

Security protocols can be broadly divided into three categories:

� Key establishment protocol, which is used to establish a shared secret between
different communicating parties.
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� Authentication protocol, which is used to provide assurance of the identity of
another party to one involved in the communication.

� Authenticated key establishment protocol, which is used to establish a shared
secret with a party whose identity has been (or can be) trusted.

3 Flaws in Security Protocols

The security of protocols obviously depends on the strength of the cryptographic
algorithms. However, using a strong cryptographic algorithm does not guarantee
communication security. Actually, we usually assume all cryptographic algorithms
are strong enough and intruders cannot break them by brute force. That is, intruders
cannot exhaustively search the key space and find the correct key; the only way to
read an encrypted message is to decrypt it with the corresponding decryption key.

The mostly studied protocol is probably the Needham–Schroeder public key pro-
tocol, which was proposed more than a quarter of century ago and was found a subtle
flaw in it by Lowe 17 years later. Now, this protocol has become an ideal choice for
demonstrating various kinds of formal verification methods, and many researchers
have investigated it. This section gives the example to show how an intruder can
break the Needham–Schroeder public key protocol without breaking the crypto-
graphic algorithm, and even without knowing the secret keys of other principals.

In a vulnerable network with malicious spies and intruders, principals engaged
in network communication sometimes even cannot be sure the one who is talk to is
exactly the person he want to communicate with. Authentication is therefore used to
help a principal verify the identity of the other one. In 1978, Needham and Schroeder
proposed a protocol intending to provide mutual authentication [9]. The protocol
was considered correct for nearly two decades and was later broken by Lowe using
CSP with FDR as the model checker [5, 6].

3.1 The Needham–Schroeder Public Key Protocol

Originally, the Needham–Schroeder public key protocol involves seven steps and
can be described as follows:

1: A! S W A; B

2: S ! A W fKb; BgK�1
s

3: A! B W fNa; AgKb

4: B ! S W B; A

5: S ! B W fKa; AgK�1
s

6: B ! A W fNa; NbgKa

7: A! B W fNbgKb
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The aim of this protocol is to establish mutual authentication between an initiator
A and a responder B , with the help of a trusted key server S , whose public key is
known to all principals. As its name indicates, the protocol uses public key cryptog-
raphy.

At the beginning, principal A sends a message to the key server S to request B’s
public key. This message consists of the names of two parties of the communication
he or she wants to establish, namely A and B . S then responds A’s request by
returning B’s public key Kb , together with B’s name, signed with S ’s private key
K�1

s to assure A that he is the originator of this message. After A has received B’s
public key, he or she then composes a fresh nonce Na and sends it to B with his or
her own name, encrypted with B’s public key that he or she just got from S . After
B receives this message, he decrypts it and then reads the nonce Na and knows
who is seeking to communicate with him or her. B then gets A’s public key Ka

from the key server S in a similar way to A’s. After that, B sends back a message
consisting of his or her own fresh nonce Nb as well as A’s nonce Na, encrypted
with A’s public key Ka to A. To respond B’s message, A then returns B’s nonce
Nb to B .

This protocol looks like “the interleaving of two logically disjoint protocols” [5].
The steps 1, 2, 4 and 5 are used to obtain public keys of each other principal, while
steps 3, 6 and 7 can be considered as a “pure” authentication protocol.

Ideally, after steps 2 and 5, A and B can, respectively, assure that they have
successfully got each other’s public key from the key server S , since in these two
steps messages are signed with S ’s private key, and they believe that nobody can
fake S ’s signature. After step 6, A believes that B is responding to his or her because
he or she sent Na encrypted with B’s public key to B and only B can decrypt it and
read the content. Similarly, B is assured A’s identity after step 7.

To make the problem simpler, some researchers assume that the public keys of
all principles are known to the whole world [5, 6, 12, 14], while others stick to the
original protocol [3, 8].

The simplified version of the protocol omits the steps concerning public key dis-
tribution and consists only three steps [5, 6, 12, 14]:

1: A! B W fNa; AgKb

2: B ! A W fNa; NbgKa

3: A! B W fNbgKb

3.2 Lowe’s Attack

Seventeen years after the original Needham–Schroeder public key protocol was pub-
lished, Lowe found a subtle flaw in it [5].

Lowe supposes there is an intruder I in the network communication system.
I pretends himself or herself as an “honest” user of the network and can receive
messages from other principals and originate standard sessions with others. It is
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also assumed that I is so powerful and intelligent that he or she can intercept any
messages in the system and introduce new messages. Lowe supposes the crypto-
graphic system is strong enough so that I can neither decrypt a message encrypted
with someone else’s public key nor fake other’s signature without the correspond-
ing private key. Thus, I can only produce new messages using nonces of his own or
that he or she knew previously (usually by decrypt, other principals’ communication
using private keys revealed to him or her).

Lowe’s attack interleaves two simultaneous sessions of the protocol and allows
the intruder I to impersonate another principal A to set up a false session with B .
The following is how I achieves that. Note Lowe uses notation I.A/ to represent
the intruder I impersonating A.

1:3: A! I W fNa; AgKi

2:3: I.A/! B W fNa; AgKb

2:6: B ! I.A/ W fNa; NbgKa

1:6: I ! A W fNa; NbgKa

1:7: A! I W fNbgKi

2:7: I.A/! B W fNbgKb

At first, A starts up a standard session with I by sending him or her a nonce Na.
However, A has not realised that I is an intruder. Instead of following the second
step of the protocol, I uses the nonce Na received from A to initiate a new ses-
sion with another principal B , and claims to B that he or she is A. B then creates
a new nonce Nb and sends it back to A together with A’s nonce Na, according to
the step 2 of the simplified protocol. Unfortunately, this message is intercepted by
I . I cannot decrypt it and simply forwards it to A. A decrypts the message, ver-
ifies his or her nonce Na, reads B’s nonce Nb and sends it back to I using I ’s
public key Ki . I now can decrypt it and read the nonce Nb , and then returns it to
B . B now believes that A is communicating with him, although it is actually the
intruder I .

4 Existing Protocol Verification Methods

Since Burrows et al. proposed their famous BAN logic [3], designing formal methods
for verifying security protocols has been a research highlight in recent years. Much
research work has been conducted in this area and many good models and methods
have been proposed.

Generally speaking, all these methods can be broadly divided into two categories,
namely state based methods and rule based methods. Here, we give a brief descrip-
tion to these two kinds of methods.
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4.1 State Based Methods

State based methods model security protocols as finite state machines. They will
search the state space exhaustively to see whether all the reachable states are safe
[11]. If some reachable state in a security protocol is proved to be unsafe, a flaw
may be reported; otherwise, the protocol will be said to be correct and safe.

State based methods are efficient and usually can find attacks quickly. Many at-
tacks have been found by this kind of methods. However, it is difficult to effectively
control the size of the state space; when the protocol is large, the state space will
become surprisingly huge, and it will be extremely time consuming, or even practi-
cally impossible, to search the whole space.

Two typical formal methods of this kind are described as follows.

CSP Method with FDR as the Model Checker

The Failure Divergences Refinement (FDR) Checker is a model checker for CSP,
which is used to describe concurrent systems whose component processes inter-
act with each other by communication [6]. Lowe first employed it to verify the
Needham–Schroeder public key protocol and found the subtle flaw described in the
previous section.

In Lowe’s method, FDR takes two CSP processes, namely a specification and an
implementation, as input, and tests whether the implementation refines the specifi-
cation. It has been used to analyse many sorts of systems, including communication
protocols and distributed databases [6].

The agents taking part in the protocol are modelled as CSP processes. It is also
assumed that the intruder can interact with the protocol – he can read and intercept
all the messages communicating over the network, and can use all information he
knows to introduce fake messages into the system and then send them to any honest
principals. The model checker FDR is used to test whether the protocols correctly
achieve authentication, and to discover potential attacks upon the protocols, which
allow the intruder to impersonate honest principal with another one in a run of the
protocol [6].

NRL Protocol Analyzer

The NRL Protocol Analyzer developed by Meadows is a prototype special-purpose
verification tool, written in Prolog. It has been developed for the analysis of crypto-
graphic protocols that are used to authenticate principals and services and distribute
keys in a network [7, 8].

As most other authentication protocol verification methods, the NRL Protocol
Analyzer makes the assumption that principals communicate over a network con-
trolled by a hostile intruder who can read, modify and destroy traffic, and also
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perform some operations, such as encryption, that are available to legitimate partic-
ipants in the protocols such as the Needham–Schroeder public key protocol [7, 8].

In the NRL Protocol Analyzer, actions of legitimate principals are specified by the
user as state transitions. Inputs to the transitions are values of local state variables
and messages received by the principal, the latter assumed to have been generated
or passed on by the intruder, and outputs are the new values of local state vari-
ables, and messages sent by the principal, which are subject to interception and
modification by the intruder. The means by which the intruder can modify messages
are specified by having the specification writer indicate which operations are per-
formable by the intruder, and what words the intruder may be assumed to know
initially [7, 8].

Instead of working forward from an initial state, it works backward from a final
state. The user of the NRL Protocol Analyzer uses it to prove a security property
by specifying an insecure state in terms of words known by the intruder, values of
local state variables, and sequences of events that have or have not occurred. The
Analyzer gives a complete description of all states that can immediately precede that
state, followed by a complete description of all states that can immediately precede
those, and so forth [7, 8].

4.2 Rule Based Methods

Rule based methods, also called belief logic methods in some literatures, formally
express what principal can infer from messages received [11]. With this approach,
the protocols, the necessary assumptions and the goals of the protocols are formu-
lated in formal logic. Then, the security properties of the protocols can be proved
by using the axioms and rules of the logic [4].

Rule based methods are generally much more efficient than state exploration
methods, and they do have found many subtle flaws. However, some of them only
consider single runs of the protocols and usually ignore the interleaving of two or
more sessions. So there are a lot of flaws which cannot be found with these logics.

In the recent years, a number of rule based methods and belief logics have
been developed. Among them, the BAN logic introduced by Burrows et al. and
Bolignano’s model are good representatives.

Besides that, a special kind of rule based model is also interesting. This model
constructs proofs using specific rules. Paulson’s inductive inference method serves
as a good example.

BAN Logic

The BAN logic was proposed in 1989 [3] and named after its three creators: Michael
Burrows, Martı́n Abadi and Roger Needham. Their aim to create this logic was to
provide a theoretical tool for formally analysing protocols for the authentication of
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principals in distributed computing systems. It is actually the first and probably the
most well-known rule based method for verifying security protocols, which began
the research of protocol formal verification.

The basic idea of the BAN logic is formalising the beliefs of principals taking part
in the protocols as logical statements [1]. The logic provides a number of postulates
to represent inference rules. Each protocol step is transformed to an idealised form,
in which a message is presented as a formula.

To analyse and verify a protocol, the protocol steps should first be changed to
idealised form. And assumptions about the initial state should be written. After that,
the protocol should be annotated in the way that logical formulae are attached to
statements of the protocol, as assertions about the state of the system after each
statement. Then, the logical postulates are applied to the assumptions and the asser-
tions to derive the beliefs held by the participants of the protocols. This procedure
may be repeated as new assumptions are found to be necessary and as the idealised
protocol is refined [3].

The BAN logic provides a very elegant and concise way of proving properties of
authentication protocols [2] and has many successful cases [3]. However, it also has
many limitations, which have been the subject of many research activities, shown as
follows:

� There is no complete semantics for the logics. This may lead to problems in
modeling as some facts may have an unclear meaning [2]. It is not entirely clear
what is proved, secrecy lies outside the logic’s scope, and yet the proofs contain
(incorrect!) assertions that the two nonces remain secret [12].

� The modelling of freshness is also particularly problematic. As in most modal
logics, it is in particular not possible to distinguish between freshness of creation
and freshness of receipt [16].

� The very abstract level of the BAN logic imposes, in many cases, the use of
hypotheses or protocol descriptions whose relevance is hard to access [2].

� There is no systematic way for translating a protocol description into a BAN

description [4].

Bolignano’s Method

In 1996, Bolignano presented an approach to the verification of authentication pro-
tocols [2]. The approach is based on the use of general purpose formal methods. It is
complementary with belief logic methods as it allows for a description of protocol,
hypotheses and authentication properties at a finer level of precision and with more
freedom [2].

In this method, different principals involved in the protocol can be classified
into two categories: some principals are considered as trustable (or reliable) while
others are not. Communication media can be considered as principals that receive
message on one end and emit other messages at another end. They are usually taken
to be non-trustable as messages can usually be spied upon, replayed, removed or
created by intruders. Bolignano models the media as a single principal and call it
“the external world” or more concisely the intruder [2].
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Data communicated between principals are modelled as sets. A number of
deduction rules and properties are also given to describe what kind of information
can be deduced from the known information. Bolignano then uses a “chemical ab-
stract machine paradigm” to formalise the protocols as sets of “atomic actions which
may be applied repeatedly and in any order and whenever pre-condition holds”.
Then, several authentication properties are proved to show whether the protocol is
secure [2].

Although Bolignano claimed that he has considered cases of parallel multi-
sessions [2], his model cannot find some protocol flaws involving two or more ses-
sions, for example the flaw corresponding to Lowe’s attack on Needham–Schroeder
public key protocol.

Paulson’s Inductive Method

The motivation for Paulson to develop the inductive method is that it “can be applied
to many nondeterministic processes” [11].

Paulson introduced several message analysis and synthesis operators, namely
parts, analz and synth, which can be inductively defined. These operators can be
used to described what information a principal can get and produce from his knowl-
edge. Paulson assumes that the intruder observes all traffic in the network and sends
fraudulent messages he can synthesise [11].

Protocols can be modelled as traces in which each step has the form Says A

B X , meaning A says message X to B . Each agent’s state is represented by its
initial knowledge and what it can read from the traffic. Honest principals can only
read messages sent to themselves, while the intruder can read all messages over the
network [11].

Before the security properties of protocols can be proved, some lemmas and the-
orems should be proved at first. The first group of lemmas are regularity properties.
They concern occurrences of a particular item as a possible message component.
Unicity lemmas are special regularity lemmas that specified items can occur only
once in a trace. For example, a nonce cannot be used twice unless it has been known
to the intruder [10, 11].

After that, secrecy theorems need to be proved. They state that certain infor-
mation (such as a principal’s private key or a nonce) is always kept secret, that is,
prevented from being known by the intruder. These theorems are more difficult to
prove than the regularity properties [10, 11].

With all the lemmas and theorems, the final security guarantees can then be
proved. If something wrong happens in the proof of security guarantees, it may
imply flaws in the protocol. According to on which theorem we fail to prove, we
may identify the flaw [12].

Paulson’s inductive approach has proved to be an outstanding formal method.
It found many flaws in existing protocols [11–15]. However, as stated before, it is
not easy to master this method, and verifying protocols with this method is time-
consuming.
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5 A Knowledge Based Verification Framework

We propose a new knowledge based framework to prove secure properties of crypto-
graphic protocols and to verify them or find flaws in them. This framework focuses
on the knowledge of all participants in the protocol. We describe their initial knowl-
edge and infer what they can know and can never know with the progress of the
protocol, processing this knowledge in formal logic. In other words, it concerns the
knowledge analysis of all participants. This framework is implemented in Isabelle
to enable mechanical verification.

The framework is composed of a number of basic notations, predicates, action
functions, assumptions and rules, which are described as follows.

5.1 Basic Notations and Data Structures

We call all participants taking part in network communications principals. They
can be divided into three categories: the server, the friends, which stand for all
“honest” principals, and the spy, which is also called the adversary or intruder in
some literatures. In Isabelle notation, they can be described as follows:

datatype principal = Server | Friend nat | Spy

In the above definition, different friends are represented as different natural
numbers.

Random numbers chosen by principals serve as nonces to identify protocol runs
uniquely and avoid replay attack [14]. Nonces are normally denoted as Na, Nb, etc.,
where the subscripts imply the producers of the nonces.

Every principal has some keys. In public key cryptosystem, the principal A basi-
cally has a public key and a corresponding private key, which are denoted as Ka and
K�1

a , respectively. On the other hand, in symmetric key cryptosystem, two commu-
nicating principals A and B normally share a sessions key, denoted as Kab .

In Isabelle notation, all the nonces and keys are simply represented as natural
numbers.

One of the most important concepts is the message. A message is a piece of
information sent from one principal to another. A message can consist of names of
principals, nonces, keys, encrypted messages, signed messages, hashed messages or
a combination of these. It is recursively defined in Isabelle as follows:

datatype message = Principal principal
| Nonce nonce | Key key
| MPair message message
| Encrypt message key | Sign

message key
| Hash message
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Paired messages can be abbreviated using curly braces. For example,MPair M1
M2 can be written as fM1, M2g. A compound message consisting of more than two
components can be understood as a nested compound message. For example, fM1,
M2, M3g is the abbreviation of fM1, fM2, M3gg.

5.2 Action Functions and Predicates

We define a number of useful functions and predicates. Among them are key func-
tions. Function Kpb has the type principal ) key, mapping a principal to its
public encryption key. Functions Kpv, Spb and Spv similarly map a principal to its
private encryption key, public signature key and private signature key, respectively.
Both Kpb and Spb are injective functions.

Function Nonce of maps a principal to its nonce. It is also an injective function.
To determine whether a message is a part of another one, we introduce a function

msg part. For a non-compound message, only itself is a part of it. For a compound
message, this function can be recursively defined:

‘‘msg part M1 fM2, M3g = (M1 = fM2, M3g
_ msg part M1 M2
_ msg part M2 M1’’

The predicate Know has the type principal ) message ) bool, de-
scribing a principal’s knowledge state about a certain message. Similarly, the
predicate Auth with the type principal ) principal ) message )
bool describes the first principal’s authentication state about the second one on a
certain message, that is, whether the message is sent by the second principal to the
first one and is unmodified.

To describe cryptographic protocols, two action functions need to be intro-
duced. One is Send with the type principal ) principal ) message
) bool, representing that one principal sends a message to another princi-
pal. Correspondingly, the other function is Rcv with the type principal )
message ) bool, meaning that a principal receives a certain message from
others.

5.3 Assumptions

Our method is based on a number of assumptions, which are widely accepted by
most researchers in this field.

The most important assumptions are key assumptions. In public cryptosystems,
the public key of any principal is known to all other principals:

axioms KeyAssump1: ‘‘8 X Y. Know X (Key (Kpb Y))’’
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On the contrary, any principal’s private key is initially secret from others except
itself:

KeyAssump2: ‘‘8 X. Know X (Key (Kpv X))’’
KeyAssump3: ‘‘8 X Y. ((X ¤ Y) ! : (Know X (Key

(Kpv X))))’’

We also assume that any principal’s name is open to the world:

axioms KnowName: ‘‘8 X Y. Know X (Principal Y)’’

Besides that, any principal knows its own nonce:

axioms KnowNonce: ‘‘8 X. Know X (Nonce (Nonce of X))’’

According to the definition of spy, it is not honest principal, so we have:

axioms Honest not Spy: ‘‘8 n. Spy ¤ Friend n’’

In addition, we also have some other assumptions, which are described as
follows:

� The spy always observes all messages sent through the network. It tries to use
all the keys it knows to decrypt the message on the network and to send forged
messages to others. It can also intercept messages sent from one principal to
another. That is, the spy has the “full” control over the network.

� There is only one spy in the network.
� The spy cannot read an encrypted message without the corresponding decryption

key; that is, secret keys are not guessable.
� A honest principal only reads information addressed to it.
� A principal never sends messages to itself.
� Nonces are always different from each other.

5.4 Rules

We introduce a group of inference rules into the method to infer new knowledge
from the old. All these rules can be divided into four categories.

The first is the encryption/decryption rule, which includes two rules.
When a principal knows a message and a key, it can use this key to encrypt the

message and get the encrypted message:

Rule1 1 : ‘‘Know X M ^ Know X (Key K)
) Know X (Encrypt M K)’’

When a principal knows a message encrypted with a key and the reverse of the
key, it can use the reverse of the key to get the original message:

Rule1 2 : ‘‘Know X (Encrypt M K) ^ Know X (Key (invKey K))
) Know X M’’
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The second category is the message combination/separation rule, which also
includes two rules.

When a principal knows two messages, it can know the combination of them:

Rule2 1 : ‘‘Know X M1 ^ Know X M2 ) Know X fM1, M2g’’
When a principal knows the combination of two messages, it can know them

separately:

Rule2 2 : ‘‘Know X fM1, M2g ) Know X M1 ^ Know X M2’’

These two rules can be used inductively to deal with compound messages con-
sisting of more than two components.

The third category is the message sending/receiving rule, which includes four
rules.

If a principal sends a message to another one, the object principal will eventually
receive it:

Rule3 1 : ‘‘Send X Y M ) Rcv Y M’’

As one of our assumptions describes, the spy can observe all information flowing
over the network:

Rule3 2 : ‘‘Send X Y M ) Rcv Spy M’’

After a principal receives a message, it will know it:

Rule3 3 : ‘‘Rcv X M ) Know X M’’

If a principal sends a message to another one, it must know it first:

Rule3 4 : ‘‘Send X Y M ) Know X M’’

The fourth category is the authentication rule, which still includes two rules.
If principal Y knows a message encrypted with principal X ’s public key, X re-

ceives this encrypted message, and all other principals (including the spy) do not
know it, then X can authenticate that the message was sent by Y and is unmodified:

Rule4 1 : ‘‘Know Y (Encrypt M (Kpb X))
^ Rcv X (Encrypt M (Kpb X))
^ (8 Z. ((Z ¤ X ^ Z ¤ Y) ! :(Know Z M)))
) Auth X Y M’’

If another principal knows the message, then X will unauthenticate it:

Rule4 2 : ‘‘8 X Y. (9 Z. (Z ¤ X ^ Z ¤ Y ^ Know Z M))
) : (Auth X Y M)’’

The above notations, data structures, functions, predicates, assumptions and rules
form the basic framework of the knowledge-based security protocol verification
method.
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6 Verifying Needham–Schroeder–Lowe Protocol Mechanically

To verify the Needham–Schroeder public key authentication protocol with Lowe’s
fix (we call it Needham–Schroeder–Lowe protocol), we first need to model it in our
framework, then prove a number of important lemmas and properties, and ultimately
prove the final guarantees.

6.1 Modelling the Protocol

Normally, the protocol can be formalised as three steps for all honest principals:

1. First, principal A sends a compound message consisting of its nonce and name
to principal B:

NS1 : ‘‘Send A B (Encrypt fNonce (Nonce of A),
Principal Ag (Kpb B))’’

2. Second, if the first step has been successfully carried out, principal B will cor-
respondingly send a compound message consisting of A’s nonce, its own nonce
and name to principal A:

NS2 : ‘‘Send A B (Encrypt fNonce (Nonce of A),
Principal Ag (Kpb B))’’

) Send B A (Encrypt fNonce (Nonce of A),
Nonce (Nonce of B), Principal Bg (Kpb A)

3. Lastly, if the second step has been successfully carried out, principal A will cor-
respondingly send B’s nonce back to principal B:

NS3 : ‘‘Send B A (Encrypt fNonce (Nonce of A),
Nonce (Nonce of B), Principal Bg (Kpb A)

) Send A B (Encrypt fNonce (Nonce of B)) (Kpb B)’’

These three steps are enough for honest principals. However, the spy does not
necessarily obey these rules. As we stated in the assumptions previously, it may send
out forged messages to other honest principals, that is, it may send any messages it
knows to any other principals as if they are according to the protocol:

axioms Fake : ‘‘Know Spy X ) Send Spy X’’

Since the spy can send out forged messages which seem to be valid protocol mes-
sages and fool honest principals, these honest principals may respond to the forged
messages innocently. If such responses are made, we can infer that the spy must
have sent forged messages to corresponding principals. So we have two extra rules:

axioms
NS2 response to Spy : ‘‘Send B Spy (Encrypt fNonce

(Nonce of D), Nonce (Nonce of B), Principal Bg
(Kpb Spy))
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) Send Spy B (Encrypt fNonce (Nonce of D),
Principal Fg (Kpb B))’’

axioms
NS3 response to Spy : ‘‘Send A Spy (Encrypt (Nonce

(Nonce of E)) (Kpb Spy))
) Send Spy A (Encrypt fNonce (Nonce of D),
Nonce (Nonce of E), Principal Fg (Kpb A))’’

In the original Needham–Schroeder public key protocol, the spy can break it by
interleaving two sessions. Lowe fixed the flaw by adding the principal’s name B to
the second protocol step [5], therefore A can decide whether this message is forged
by the spy. If the name in the message is not the name of the sender, A should decline
the message and terminate the protocol session:

axioms NS2 decline : ‘‘Send B A (Encrypt fNonce
(Nonce of D), Nonce (Nonce of E), Principal Cg
(Kpb A))
) B = C’’

Additionally, since it is a two-part authentication protocol, only two honest prin-
cipals are involved. If a principal does not equate to either of them, it must be the spy.

axioms other principal :
‘‘[| X ¤ Friend 1; X ¤ Friend 2 |] ) X = Spy’’

6.2 Some Important Lemmas

To prove the final guarantees for the two participating principals, we need to first
prove some lemmas. Most of them are straightforward and can be proved automat-
ically in Isabelle. For example, if principal A sends to B a message encrypted by
B’s public encryption key, B will be able to read the content of this message.

Besides these straightforward properties, there are a number of important ones
which need to be explained.

One of these lemmas is that if a principal knows a message M , and M1 is a part
of M , then it should know the message M1 as well:

lemma know part imply [simp] :
‘‘Know A M ^ msg part M1 M ! Know A M1’’

Due to the inductive definition of the data type message, we need to prove
this lemma by induction. Seven subgoals have been produced after we apply the
induction command. The subgoals concerning principal, nonce, key and encrypted,
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signed and hashed massages can be simply proved by using the implication intro-
duction, conjunction elimination and conjunction introduction rules of higher order
logic provided by Isabelle. However, the subgoal concerning compound messages
is a little more complex. In this case, after decomposing all compound parts into
pieces, we use the blast method to prove the subgoals.

With the lemma know part imply, it is easy to prove the lemma
know encrypted part which is a simplification rule:

lemma know encrypted part [simp] :
‘‘[| Know B (Encrypt M (Kpb B)); msg part M1 M |]
) Know B M1’’

Another important lemma states that if a principal sends to another principal a
compound message encrypted with the second principal’s public encryption key, the
latter will eventually know the parts of it:

lemma know send encrypted part [simp] :
‘‘[| Send A B (Encrypt M (Kpb B)); msg part M1 M |]
) Know B M1’’

This lemma can be easily proved using the lemma know encrypted part
together with rules 3 3 and 3 1 of our framework. In doing so, it simplifies the final
proof greatly.

6.3 Secrecy of Nonces

The correctness of the Needham–Schroeder–Lowe protocol relies greatly on the
secrecy of the nonces used by A and B [12]. So the key point for proving
the Needham–Schroeder–Lowe protocol is to prove the secrecy of nonces of A

and B .
Our proofs base these nonce secrecy lemmas on such an assumption: if nobody

sends out a nonce encrypted by the spy’s public key, the spy will never get a chance
to read the contents of the nonce, assuming that nonces will never be sent out in
plain text:

axioms spy know encrypted nonce :
‘‘Know Spy (Encrypt (Nonce (Nonce of

(Friend n))) (Kpb (Friend n)))
) Send C Spy (Encrypt (Nonce

(Nonce of (Friend n))) (Kpb Spy))’’
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The first lemma spy not know nonce 2 is that the spy will never see B’s
nonce:

lemma spy not know nonce 2 :
‘‘: Know Spy (Nonce (Nonce of (Friend 2)))’’

We prove this lemma by the “negative approach”, that is, if the spy knows B’s
nonce, it may send to B this nonce encrypted by B’s public key, which will never
happen. This impossibility is guaranteed by B’s name in the second protocol intro-
duced by Lowe and the above axiom NS2 decline.

The other lemma spy not know N1N2 states that the spy will never see the
contents of a compound message consisting of A and B’s nonces and B’s name
which is the second protocol message:

lemma spy not know N1N2 :
‘‘: Know Spy fNonce (Nonce of (Friend 1)),

Nonce (Nonce of (Friend 2)), Principal
(Friend 2)g’’

This lemma is supported by the first one, since if the spy knows such a compound
message, it must know B’s nonce.

We have to point out that the spy may intercept and know A’s nonce. But it does
not decrease the secrecy of the second protocol message sent from B to A.

6.4 Proving Guarantee for B

The guarantee for B after step 3 is that B authenticates that A really has sent B’s
nonce (encrypted by B’s public encryption key) to B and this message has not been
modified by the spy:

theorem B trust NS3 : ‘‘Auth (Friend 2)
(Friend 1) (Nonce (Nonce of (Friend 2)))’’

With all above lemmas and properties, the proof is not difficult. Rule 4 1 is
applied first. It produces three subgoals:

� A knows B’s nonce encrypted by B’s public key;
� B has received such a message;
� No other principal knows B’s nonce.

For the first subgoal, since principal B has sent its nonce to A (together with
B’s own name and A’s nonce, and encrypted by A’s public encryption key), A must
have got and read the content of it. A can encrypt it using B’s public encryption
key. Step 3 of the protocol guarantees the second subgoal. The third subgoal is
shown by the lemma spy not know nonce 2. With all the subgoals resolved,
the guarantee for B is proved.
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6.5 Proving Guarantee for A

Correspondingly, the guarantee for A after step 2 is that A authenticates that B really
has sent A’s nonce, B’s nonce and B’s name (encrypted by A’s public encryption
key) to A, and this message has not been modified by the spy:

theorem A trust NS2 :
‘‘Auth (Friend 1) (Friend 2) fNonce (Nonce of
(Friend 1))), (Nonce (Nonce of (Friend 2))),
(Principal (Friend 2))g’’

Again, rule 4 1 is applied. Another three subgoals are produced:

� B knows the compound message consisting of A’s nonce, B’s nonce and B’s
name encrypted by A’s public encryption key;

� A has received such a compound message;
� No other principal knows such a compound message.

When step 1 finishes, B has received A’s nonce. B also knows B’s nonce and
name. B can then encrypt it using A’s public encryption key. Step 2 of the protocol
guarantees that A receives the message. The third subgoal has been shown by the
lemma spy not know N1N2.

6.6 Summary

Using our knowledge-based framework, we model the Needham–Schroeder–Lowe
protocol into logic formulae and infer it by analysing principals knowledge – what
they can know and what they can never know. To improve the efficiency of the verifi-
cation, we implement it using Isabelle. We have implemented all the data structures,
functions, predicates, assumptions and inference rules in Isabelle. With this imple-
mentation, we are able to prove the correctness of the Needham–Schroeder–Lowe
protocol and other protocols – modelling the protocols, proving necessary lemmas
and properties and proving the final guarantees. All the proving details are gen-
erated by Isabelle, thereby saving users a significant amount of time. In addition,
our framework also takes the cases concerning multiple interleaving sessions into
consideration, making the method more powerful.
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1 Introduction to Ad Hoc Wireless Networks

Wireless networks provide rapid, untethered access to information and computing,
eliminating the barriers of distance, time, and location for many applications ranging
from collaborative, distributed mobile computing to disaster recovery (such as fire,
flood, earthquake), law enforcement (crowd control, search, and rescue), and mili-
tary communications (command, control, surveillance, and reconnaissance). An ad
hoc network is a collection of wireless mobile hosts forming a temporary network
without the aid of any established infrastructure or centralized administration [11].

In ad hoc wireless networks, every device has the role of router and actively par-
ticipates in data forwarding. Communication between two nodes can be performed
directly if the destination is within the sender’s transmission range or through inter-
mediate nodes acting as routers (multi-hop transmission) if the destination is outside
sender’s transmission range.

Some of the characteristics which differentiate ad hoc wireless networks from
other networks are:

1. Dynamic Network Topology. This is triggered by node mobility, nodes leaving
or joining the network, node inoperability due to the lack of power resources, etc.
Nonetheless, the network connectivity should be maintained in order to allow
applications and services to operate undisrupted.

2. Fluctuating Link Capacity. The effects of high bit error rate are more profound
in wireless communication. More than one end-to-end path can use a given link
in ad hoc wireless networks, and if the link were to break, it could disrupt several
sessions during the period of high bit transmission rate.

3. Distributed Operations. The protocols and algorithms designed for an ad hoc
wireless network should be distributed in order to accommodate a dynamic topol-
ogy and an infrastructureless architecture.

4. Limited Energy Resources. Wireless devices are battery powered; therefore,
there is a limited time they can operate without changing or replenishing their
energy resources. Designing energy efficient mechanisms is thus an important
feature in designing algorithms and protocols. Mechanisms used to reduce energy
consumption include (a) having nodes enter sleep state when they cannot send
or receive data, (b) choose routing paths that minimize energy consumption, (c)
selective use of nodes based on their energy status, (d) construct communication
and data delivery structures that minimize energy consumption, and (e) reduce
networking overhead.

Designing communication protocols in the ad hoc wireless networks is chal-
lenging because of the limited wireless transmission range, broadcast nature of the
wireless medium (hidden terminal and exposed terminal problems [14]), node mo-
bility, limited power resources, and limited physical security. Advantages of using
an ad hoc wireless networks include easy and speedy deployment, robustness (no
infrastructure required), and adaptive and self-organizing network.
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In this chapter, we are concerned with the security of routing protocols in ad
hoc wireless networks. Routing is an important operation, providing the commu-
nication protocol for data delivery between wireless devices. Assuring a secure
routing protocol (SRP) is a challenging task since ad hoc wireless networks are
highly vulnerable to security attacks due to their unique characteristics. Traditional
routing protocol designs do not address security, and are based on a mutual trust
relationship between nodes.

The rest of this chapter is organized as follows. We continue with an overview
of the routing protocols in ad hoc wireless networks in Sect. 2. Security services
and challenges in an ad hoc network environment are presented in Sect. 3. We
continue with a classification and description of the main attacks on routing in
Sect. refattacks, followed by a description of the state-of-the-art security mecha-
nisms for routing protocols in Sect. 5. Our article ends in Sect. 6 with conclusions.

2 Overview of Routing Protocols in Ad Hoc
Wireless Networks

Routing is an important operation, being the foundation of data exchanging between
wireless devices. Each wireless node acts as a router and participate in the routing
protocol. Routing relies therefore on an implicit trust relationship among participat-
ing devices. Main routing responsibilities are exchanging the routing information,
finding a feasible path between source and destination based on various metrics, and
path maintenance.

The major requirements [14] of a routing protocol are (1) minimum route acqui-
sition delay, (2) quick route reconfiguration in the case of path breaks, (3) loop-free
routing, (3) distributed routing protocol, (4) low control overhead, (5) scalability
with network size, (6) QoS support as demanded by the application, (7) support of
time-sensitive traffic, and (8) security and privacy.

There are a number of challenges [14] triggered by the unique characteristics of
ad hoc wireless networks. Node mobility affects network topology and may incur
packet lose, path disconnection, network partition, and difficulty in resource alloca-
tion. Wireless nodes are in general resource constrained, in terms of battery power,
memory and computing power. Wireless channel has a high bit error rate (10�5–
10�3) compared with wired counterparts (10�12–10�9). Wireless channel is shared
by the nodes in the same broadcast area, thus the link bandwidth available per node
is limited, and varies with the number of nodes present in that area. The design of
routing protocols should take these factors into consideration.

Based on the routing information update mechanism, routing protocols in ad
hoc wireless networks can be classified as proactive (or table-driven) protocols, re-
active (or on-demand) protocols, and hybrid routing protocols. In the next three
subsections, we present important features of each category and short descriptions
of several representative routing protocols.
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2.1 Proactive Routing Protocols

In proactive routing protocols, nodes exchange routing information periodically in
order to maintain consistent and accurate routing information. When a node has to
transmit data to a destination, the path can be computed rapidly based on the updated
information available in the routing table. The disadvantage of using a proactive
protocol is high overhead needed to maintain an up to date routing information. In
ad hoc wireless networks, node mobility triggers a dynamic topology that might
require a large number of routing updates. This has a negative impact on resource
constrained wireless devices, bandwidth utilization, and throughput.

The protocols in this category are typical extensions of the wired network routing
protocols. Examples include Destination Sequence Distance Vector (DSDV) [18],
Wireless Routing Protocol (WRP) [13], Optimized Links State Routing (OLSR)
[3], etc.

Next, we present the main features of DSDV [18]. A security enhancement
mechanism Secure Efficient Ad hoc Distance Vector (SEAD [6]) for DSDV will
be detailed later in Sect. 5.1. Similar with other distance vector protocols, DSDV
finds the shortest paths between nodes using a distributed version of the Bellman–
Ford algorithm. Each node maintains a routing table, with an entry for each possible
destination in the network. For each entry, the following fields are maintained: the
destination address, next hop on the shortest path to that destination, shortest known
distance to this destination, and a destination sequence number that is created by the
destination itself. To maintain an updated view of the network topology, each node
sends periodically to each of its neighbors its routing table information. Based on
the routing information received from its neighbors, each node updates its routing
table to reflect current status of the network.

Sequence numbers play an important role in DSDV and are used for prevent-
ing loop formation. Each entry in the routing table has a sequence number. This
is the most recent sequence number known for that destination and is included in
the periodic routing updates. If a node receives an update with a smaller sequence
number, then that update is ignored. A newly advertised path is adopted if it has
a greater sequence number, or if it has the same sequence number but a lower
metric.

Besides the periodic updates, there are triggered updates, issued when important
routing updates should be transmitted. When a broken link is detected, the node
creates a routing update with next odd sequence number and metric value of infinity.
Routing update messages can be full dump, when information for all destination is
sent, or incremental when only information changed from the last full dump is sent.

Main advantage of using DSDV is that routes to all destinations are always avail-
able, without requiring a route discovery process. Main disadvantage of DSDV is
high overhead due to the periodic routing updates.
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2.2 Reactive Routing Protocols

In the reactive routing protocols, a route discovery mechanism is initiated only when
a node does not know a path to a destination it wants to communicate with. In the
case of mobile ad hoc network, reactive routing protocols have been demonstrated to
perform better with significantly lower overheads than proactive routing protocols
since they are able to react quickly to the many changes that may occur in node
connectivity, and yet are able to reduce (or eliminate) routing overhead in periods
or areas of the network in which changes are less frequent.

A reactive routing protocol has two main operations, route discovery (usually
broadcasting using a form of controlled flooding) and route maintenance. Various
reactive protocols have been proposed in the literature such as Ad Hoc On-demand
Distance Vector (AODV) [19], Dynamic Source Routing (DSR) [11], Temporally
Ordered Routing Algorithm (TORA) [17], etc. We present next the main features of
DSR and AODV. Security supporting mechanisms for these protocols are presented
later in Sect. 5.

DSR [11] is a source routing protocol and thus has the property that each data
packet carries the source-destination path in its header. Using this information, in-
termediate nodes can determine who is the next hop this packet should be forwarded
to. Each node maintains a routing cache that contains routing information that the
node learned from routing information forwarded or overheard. Every entry has an
expiration time after which the entry is deleted in order to avoid stale information.

DSR performs route discovery by having the sender broadcasts by flooding a
RouteRequest packet. Each RouteRequest contains a sequence number generated by
the source node in order to prevent loop formation and to avoid multiple retransmis-
sions by a node of the same RouteRequest packet. An intermediate node checks the
sequence number and appends its own identifier and forwards the RouteRequest only
if this message is not a duplicate. The receiver, upon receiving the RouteRequest,
sends back a RouteReply packet along the reverse route recorded in RouteRequest.
Upon receiving the RouteReply, the sender starts sending data to the receiver.

As part of the route maintenance, if a node detects a failure (e.g., broken link),
it sends a RouteError message to the source. All intermediate nodes hearing the
RouteError update their routing cache and all routes that contain this hop are trun-
cated. If the source does not have an alternative path to the destination, it has to
re-initiate the path discovery mechanism.

DSR has several optimization techniques. First, it allows intermediate nodes that
know a path to the destination to reply to the RouteRequest message instead of for-
warding the request. This speeds up the route discovery. Second, path discovery
can use an expanding ring search mechanism when sending the RouteRequest mes-
sages. This is especially useful for close destinations, thus avoiding broadcasting in
the whole network.

Advantages of DSR include (1) route maintenance apply only to active routes, (2)
route caching can speed up and reduce overhead of route discovery, and (3) a single
route discovery might yield more routes to the destination when intermediate nodes
reply from local caches. Disadvantages of DSR are (1) adding the source-destination
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path in each packet incurs overhead, especially for long paths and small data (2) the
flooding used in route discovery is unreliable, redundant, may introduce collisions,
contentions; and (3) intermediate nodes might send RouteReply from stale routing
caches, thus polluting other caches as well.

AODV [19] implements the same main operations as DSR. It discovers a path to
a destination using a RouteRequest and RouteReply sequence, and performs route
maintenance for link failures by propagating a RouteError message to the source.
AODV tries to improve on DSR by maintaining routing tables at the nodes, such that
data packets do not contain the source-destination path. Each node maintains a rout-
ing table for each destination of interest, including the following fields: destination,
next hop, number of hops, destination sequence number, and expiration time.

When a source node broadcasts a RouteRequest to discover a path to a destina-
tion, intermediate nodes that forward the message set up a reverse path, pointing
toward the node from which the request was received. In this way, RouteReply
travels along the reverse paths set-up when RouteRequest was forwarded, with-
out carrying the full path in the header. When RouteReply travels along the reverse
path, each node sets up forward links that will be used later to forward data packets
between the source and destination. When a source node sends a RouteRequest, it as-
signs a higher sequence number for that destination. Intermediate nodes are allowed
to reply with RouteReply only if they know a recent path to the destination (with the
same or higher sequence number). The reverse and forward paths are purged from
the routing tables if they are not used within a specific time interval.

The advantages of AODV can be summarized as follows: (1) paths are not in-
cluded and carried in the packet headers, (2) nodes maintain routing tables with
entries only for the active routes (if not used for specific time interval they are
purged), and (3) AODV uses a destination sequence number mechanism to limit the
chances of an intermediate node replying with stale information to a RouteRequest
packet.

2.3 Hybrid Routing Protocols

Some ad hoc network routing protocols are hybrid of proactive and reactive mecha-
nisms. Examples of hybrid routing protocols are Zone Routing Protocol (ZRP) [5],
Core Extraction Distributed Ad Hoc Routing Protocol (CEDAR) [22], etc.

ZRP [5] is a hybrid of proactive and reactive routing protocols. The network is
divided in zones, where every zone is a r-hop neighborhood of a node. The intra-
zone routing protocol is a proactive routing protocol, while the inter-zone routing
protocol is a reactive routing protocol. By varying r , we can control the routing
update control traffic. When a node wants to transmit data to a destination within
the same zone, then this is done directly using the proactive routing protocol and the
information already available in routing tables.

If the destination is in another zone, then the source node bordercasts the
RouteRequest (e.g., this message is forwarded by the border routers) until it reaches
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the destination zone. Then, the border node of the destination zone sends back a
RouteReply message. Any node forwarding the RouteRequest appends its address to
it. This information is used when sending RouteReply back to the source.

If a broken link is detected, the path reconstruction can be done locally, and then
a path update is sent to the source, or can be done globally by having the source
re-initiate the path discovery.

ZRP efficiently explores the features of proactive and reactive protocols. It re-
duces the control overhead by maintaining the proactive protocols within zones
and reduces the flooding drawbacks by deploying the reactive protocol and border-
cast mechanism only between the zones. Particular attention should be considered
when selecting the zone radius r , since this can significantly impact the routing
performance.

2.4 Broadcasting in Ad Hoc Wireless Networks

Broadcasting refers to the operation of sending a message to all other hosts in the
network. Broadcasting is used for the route discovery in reactive routing protocols.
In a mobile environment, broadcasting is expected to be used more frequently since
nodes mobility might trigger path disconnecting and thus route discovery is invoked
as part of the path maintenance procedure.

Broadcasting operation has the following characteristics [25]: (1) the broadcast
is spontaneous, that means that each node can start broadcasting at any time, and (2)
broadcasting is unreliable. No acknowledgment packet is sent for example in IEEE
802.11 by a node upon receiving a broadcast message.

One straightforward method used to implement broadcasting is through a form
of controlled flooding. In this method, each node retransmits a broadcast mes-
sage when it receives it first time. Transmitting a broadcast through flooding in a
CSMA/CA network triggers a numbers of issues, commonly referred to as the broad-
cast storm problem [25]:

1. Redundant rebroadcast. A node resends a broadcast message even if all its
neighbors have already received the message from some other neighbors.

2. Contention. The neighbors of a transmitting node receive the message at ap-
proximately the same time, and when resending the message, they contend for
the wireless communication medium.

3. Collision. Collisions are more likely to occur because of the lack of back-off
mechanism and the lack of RTS/CTS dialogue. Such an example is when more
neighbors retransmit at the same time a message recently received.

The work of [25] proposes several schemes to alleviate the broadcast storm prob-
lem by limiting the cases when a node rebroadcasts a message: (1) probabilistic
scheme, when each node rebroadcasts a message with a specific probability; (2)
counter-based scheme, when a node retransmits a message if it was received less
than a threshold number of times over a fixed interval; (3) distance-based scheme,
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when a message is resent only if it is received from neighbors farther away than a
specific threshold distance; and (4) location-based scheme, when a node retransmits
a message only if the additional area covered is larger than a specific threshold area.

The work of [26] proposes several local and deterministic schemes where a sub-
set of nodes, called forward nodes, is selected locally while ensuring broadcast
coverage. In one scheme, each node decides its own forwarding status, whereas
in another scheme, the status of each node is determined by neighbors jointly.

In Sect. 5.11, we discuss few mechanisms proposed recently in literature to se-
cure the broadcast operation.

3 Security Services and Challenges in Ad Hoc
Wireless Networks

In order to assure a reliable data transfer over the communication networks and to
protect the system resources, a number of security services are required. Based on
their objectives, the security services are classified into five categories [23]: avail-
ability, confidentiality, authentication, integrity, and nonrepudiation.

� Availability: Availability implies that the requested services (e.g., bandwidth and
connectivity) are available in a timely manner even though there is a potential
problem in the system. Availability of a network can be tampered, for example,
by dropping off packets and by resource depletion attacks.

� Confidentiality: Confidentiality ensures that classified information in the net-
work is never disclosed to unauthorized entities. Confidentiality can be achieved
by using different encryption techniques so that only the legitimate communicat-
ing nodes can analyze and understand the transmission. The content disclosure
attack and location disclosure attack reveal the contents of the message being
transmitted and physical information about a particular node respectively.

� Authenticity: Authenticity is a network service to determine a user’s identity.
Without authentication, an attacker can impersonate any node, and in this way,
one by one node, it can gain control over the entire network.

� Integrity: Integrity guarantees that information passed on between nodes has
not been tampered in the transmission. Data can be altered both intentionally
and accidentally (e.g., through hardware glitches or in case of ad hoc wireless
connections through interference).

� Non-repudiation: Non-repudiation ensures that the information originator can
not deny having sent the information. This service is useful for detection and
isolation of compromised nodes in the network. Many authentication and secure
routing algorithms implemented in ad hoc networks rely on trust-based concepts.
The fact that a message can be attributed to a specific node helps making these
algorithms more secure.

Designing a secure ad hoc wireless networks communication is a challeng-
ing task due to (1) insecure wireless communication links, (2) absence of a fixed
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infrastructure, (3) resource constraints (e.g., battery power, bandwidth, memory, and
CPU processing capacity), and (4) node mobility that triggers a dynamic network
topology.

The majority of traditional routing protocol designs fail to provide security. The
main requirements [14] of a SRP are (1) detection of malicious nodes, such nodes
should be avoided in the routing process; (2) guarantee of correct route discovery;
(3) confidentiality of network topology, if an attacker learns the network topology,
he can attack the bottleneck nodes, detected by studying the traffic patters. This will
result in disturbing the routing process and denial of service (DoS); and (4) stability
against attacks, the routing protocol must be able to resume the normal operation
within a finite amount of time after an attack.

4 Security Attacks on Routing Protocols in Ad Hoc
Wireless Networks

Providing a secure system can be achieved by preventing attacks or by detecting
them and providing a mechanism to recover for those attacks. Attacks on ad hoc
wireless networks can be classified as active and passive attacks, depending on
whether the normal operation of the network is disrupted or not.

1. Passive Attack: In passive attacks, an intruder snoops the data exchanged with-
out altering it. The attacker does not actively initiate malicious actions to cheat
other hosts. The goal of the attacker is to obtain information that is being
transmitted, thus violating the message confidentiality. Since the activity of the
network is not disrupted, these attackers are difficult to detect. Powerful en-
cryption mechanism can alleviate these attackers by making difficult to read
overheard packets.

2. Active Attack: In active attacks, an attacker actively participates in disrupting
the normal operation of the network services. A malicious host can create an
active attack by modifying packets or by introducing false information in the ad
hoc network. It confuses routing procedures and degrades network performance.
Active attacks can be divided into internal and external attacks:

External Attacks are carried by nodes that are not legitimate part of the net-
work. Such attacks can be defended by using encryption, firewalls, and source
authentication. In external attacks, it is possible to disrupt the communication of
an organization from the parking lot in front of the company office.

Internal Attacks are from compromised nodes that were once legitimate part
of the network. Since the adversaries are already part of the ad hoc wireless
network as authorized nodes, they are much more severe and difficult to detect
when compared to external attacks.

A large number of attacks have been identified in the literature that affect the
routing in ad hoc wireless networks. Solutions and mechanism that defense against
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various attacks are presented later in Sect. 5. Next, we classify routing attacks into
five categories: attacks using impersonation, modification, fabrication, replay, and
DoS.

4.1 Attacks Using Impersonation

In impersonation attacks, an intruder assumes the identity and privileges of another
node in order to consume its resources or to disturb normal network operation. An
attacker node achieves impersonation by misrepresenting its identity. This can be
done by changing its own IP or Message Authentication Code (MAC) address to
that of some other legitimate node. Some strong authentication procedures can be
used to stop attacks by impersonation.

Man-in-the-Middle Attack
In this attack, a malicious node reads and possibly modifies the messages between
two parties. The attacker can impersonate the receiver with respect to the sender,
and the sender with respect to the receiver, without having either of them realize
that they have been attacked.

Sybil Attack
In the Sybil attack [15], an attacker pretends to have multiple identities. A malicious
node can behave as if it were a larger number of nodes either by impersonating other
nodes or simply by claiming false identities. Sybil attacks are classified into three
categories: direct/indirect communication, fabricated/stolen identity, and simultane-
ity. In the direct communication, Sybil nodes communicate directly with legitimate
nodes, whereas in the indirect communication, messages sent to Sybil nodes are
routed through malicious nodes. An attacker can fabricate a new identity or it can
simply steal it after destroying or temporarily disabling the impersonated node. All
Sybil identities can participate simultaneously in the network or they may be cycled
through.

4.2 Attacks Using Modification

This attack disrupts the routing function by having the attacker illegally modify-
ing the content of the messages. Examples of such attacks include redirection by
changing the route sequence number and redirection with modified hop count that
can trigger the black hole attack. Some other modification based attacks are pre-
sented next.

Misrouting Attack
In the misrouting attack, a non-legitimate node sends data packet to the wrong des-
tination. This type of attack is carried out by modifying the final destination address
of the data packet or by forwarding a data packet to the wrong next hop in the route
to the destination.
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Detour Attack
In this type of attack, the attacker adds a number of virtual nodes in to a route during
the route discovery phase. As a consequence, the traffic is diverted to other routes
that appear to be shorter and might contain malicious nodes which could create other
attacks. The attacking node can save energy in a detour attack because it does not
have to forward packets to that destination itself. This attack is specific to source
routing protocols.

Blackmail Attack
Blackmail attack causes false identification of a good node as malicious node. In
ad hoc wireless networks, nodes usually keep information of perceived malicious
nodes in a blacklist. An attacker may blackmail a good node and tell other nodes
in the network to add that node to their blacklists as well, thus avoiding the victim
node in future routes.

4.3 Attacks Using Fabrication

In fabrication attacks, an intruder generates false routing messages, such as routing
updates and route error messages, in order to disturb network operation or to con-
sume other node resources. A number of fabrication messages are presented next.

Resource Consumption Attack
In this attack, a malicious node deliberately tries to consume the resources (e.g.,
battery power, bandwidth, etc.) of other nodes in the network. The attack can be
in the form of unnecessary route requests, route discovery, control messages, or by
sending stale information. For example, in routing table overflow attack, a malicious
node advertises routes to nonexistent nodes, thus causing routing table overflow.
By using packet replication attack, an adversary consumes bandwidth and battery
power of other nodes.

Routing Table Poisoning
In this attack, a malicious node sends false routing updates, resulting in suboptimal
routing, network congestion, or network partition.

Rushing Attack
A malicious node in rushing attack attempts to tamper RouteRequest packets, mod-
ifying the node list, and hurrying its packet to the next node. Since in on demand
routing protocol, only one RouteRequest packet is forwarded, if the route requests
forwarded by the attacker are first to reach target (destination), then any route found
by the route discovery mechanism will include a path through the attacker.

Black Hole
In this type of attack, a malicious node advertise itself as having the shortest path
to all nodes in the network (e.g., the attacker claims that it is a level-one node).
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The attacker can cause DoS by dropping all the received packets. Alternately, the
attacker can monitor and analyze the traffic to find activity patterns of each node.
Sometimes, the black hole becomes the first step of a man-in-the-middle attack.

Gray Hole
Under this attack, an attacker drops all data packets but it lets control messages
to route through it. This selective dropping makes gray hole attacks much more
difficult to detect than blackhole attack.

4.4 Replay Attacks

In the replay attack, an attacker retransmits data to produce an unauthorized effect.
Examples of replay attacks are wormhole attack and tunneling attack.

Wormhole Attack
In the wormhole attack [10], two compromised nodes can communicate with each
other by a private network connection. The attacker can create a vertex cut of nodes
in the network by recording a packet at one location in network, tunneling the packet
to another location, and replaying it there. The attacker does not require key material
as it only needs two transceivers and one high quality out-of-band channel. The
wormhole can drop packets, or it can selectively forward packets to avoid detection.
It is particularly dangerous against different network routing protocols in which
the nodes consider themselves neighbor after hearing a packet transmission directly
from some node.

Tunneling Attack
In a tunneling attack [21], two or more nodes collaborate and exchange encapsu-
lated messages along existing data routes. For example, if a RouteRequest packet is
encapsulated and sent between two attackers, the packet will not contain the path
traveled between the two attackers. This would falsely make the receiver conclude
that the path containing the attackers is the shortest path available.

4.5 Denial of Service

In the DoS attack [14], an attacker explicitly attempts to prevent legitimate users
from using system services. This type of attack impacts the availability of the sys-
tem. An ad hoc wireless network is vulnerable to DoS attacks because of its dynamic
changing topology and distributed protocols. Examples of DoS attacks include:

Consumption of Scarce Resources
Attacker can consume valuable network resources (e.g., bandwidth, memory and
access points) so that the entire network becomes unavailable to users.
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Destruction or Alteration of Configuration Information
In this DoS attack, an attacker attempts to alter or destroy configuration information,
thus preventing legitimate users from using the network. An improperly configured
network may not perform well or may not operate at all.

5 Security Mechanisms and Solutions for Routing Protocols
in Ad Hoc Wireless Networks

Message encryption and digital signatures are two important mechanisms for data
integrity and user authentication.

There are two types of data encryption mechanisms, symmetric and asymmetric
(or public key) mechanisms. Symmetric cryptosystems use the same key (the secret
key) for encryption and decryption of a message, and asymmetric cryptosystems
use one key (the public key) to encrypt a message and another key (the private key)
to decrypt it. Public and private keys are related in such a way that only the public
key can be used to encrypt messages and only the corresponding private key can be
used for decryption purpose. Even if attacker comprises a public key, it is virtually
impossible to deduce the private key.

Any code attached to an electronically transmitted message that uniquely iden-
tifies the sender is known as digital code. Digital signatures are key component
of most authentication schemes. To be effective, digital signatures must be non-
forgeable. Hash functions are used in the creation and verification of a digital
signature. It is an algorithm which creates a digital representation or fingerprint
in the form of a hash value (or hash result) of a standard length which is usually
much smaller than the message and unique to it. Any change to the message will
produce a different hash result even when the same hash function is used. In the
case of a secure hash function, also known as a one-way hash function, it is com-
putationally infeasible to derive the original message from knowledge of its hash
value.

In ad hoc wireless networks, the secrecy of the key does not ensure the integrity
of the message. For this purpose, MAC [1] is used. It is a hashed representation
of a message and even if MAC is known, it is impractical to compute the message
that generated it. A MAC, which is a cryptographic checksum, is computed by the
message initiator as a function of the secret key, and the message being transmitted,
and it is appended to the message. The recipient re-computes the MAC in the similar
fashion upon receiving the message. If the MAC computed by the receiver matches
the MAC received with the message, then the recipient is assured that the message
was not modified.

Next, we present security mechanisms specifically tailored for specific routing
mechanisms.
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5.1 Secure Efficient Ad hoc Distance Vector

SEAD [6] is a proactive routing protocol, based on the design of DSDV [18].
Besides the fields common with DSDV, such as destination, metric, next hop, and
sequence number, SEAD routing tables maintain a hash value for each entry, as
described below. This paper is concerned with protecting routing updates, both pe-
riodic and triggered, by preventing an attacker to forge better metrics or sequence
numbers in such update packets.

The key feature of the proposed security protocol is the use of one-way hash
chains, using a one way hash function H . Each node computes a list of hash values
h0; h1; � � � ; hn, where hi D H.hi�1/ and 0 < i � n, based on an initial random
value h0. The paper assumes the existence of a mechanism for distributing hn to all
intended receivers. If a node knows H and a trusted value hn, then it can authenticate
any other value hi , 0 < i � n by successively applying the hash function H and
then comparing the result with hn.

To authenticate a route update, a node adds a hash value to each routing table
entry. For a metric j and a sequence number i , the hash value hn�miCj is used to
authenticate the routing update entry for that sequence number, where m � 1 is the
maximum network diameter. Since an attacker cannot compute a hash value with a
smaller index than the advertised value, he or she is not able to advertise a route to
the same destination with a greater sequence number, or with a better metric.

SEAD provides a robust protocol against attackers trying to create incorrect rout-
ing state in other node by modifying the sequence number or the routing metric.
SEAD does not provide a way to prevent an attacker from tampering next hop or
destination field in a routing update. Also, it cannot prevent an attacker to use the
same metric and sequence number learned from some recent update message, for
sending a new routing update to a different destination.

5.2 ARIADNE

ARIADNE [7], an efficient on-demand SRP, provides security against arbitrary
active attackers and relies only on efficient symmetric cryptography. It prevents at-
tackers from tampering uncompromised routes consisting of uncompromised nodes.

ARIADNE ensures point-to-point authentication of a routing message by
combining a shared key between the two parties and MAC. However, for secure
authentication of a routing message, it relies on the TESLA [20] (see Sect. 5.11)
broadcast authentication protocol.

Design of ARIADNE is based on DSR (see Sect. 2.1). Similar with DSR, it con-
sists of two basic operations, route discovery and route maintenance. ARIADNE
makes use of efficient combination of one way hash function and shared keys.
It assumes that sender and receiver share secret (non-TESLA) keys for message
authentication. The initiator (or sender) includes a MAC computed with an end-to-
end key and the target (or destination) verifies the authenticity and freshness of the
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request using the shared key. Pre-hop hashing mechanism, a one-way hash function
that verifies that no hop is omitted, is also used in Ariadne. In the case of any dead
link, a RouteError message is sent back to the initiator. Errors are generated just as
regular data packets, and intermediate nodes remove routes that use dead links in
the selected path.

ARIADNE provides a strong defense against attacks that modify and fabricate
routing information. When it is used with an advanced version of TESLA called
TIK (see Sect. 5.9), it is immune to wormhole attacks. However, it is still vul-
nerable to selfish node attack. General security mechanisms are very reliable, but
key exchanges are complicated, making ARIADNE infeasible in the current ad hoc
environments.

5.3 Security Aware Routing

Security Aware Routing (SAR) [12] is an on demand routing protocol based on
AODV (see Sect. 2.2). It integrates the trust level of a node and the security at-
tributes of a route to provide an integrated security metric for the requested route.
By incorporating a Quality of Protection (QoP) as a routing metric, the route dis-
covery can return quantifiable secure routes. The QoP vector used is a combination
of security level and available cryptographic techniques.

SAR introduces the notion of a trust hierarchy, where nodes of the ad hoc wire-
less network are divided into different trust levels such that an initiator can impose
a minimum trust level for all the nodes participating in the source-destination com-
munication. Note that a path with the required trust level might not exist even if
the network is connected. Even if SAR discovers fewer routes than AODV, they are
always secured.

The initiator of the route in SAR includes a security metric in the route request.
This security metric is the minimum trust level of the nodes that can participate in
the route discovery. Consequently, only those nodes that have this minimum security
level can participate in the route discovery. All other nodes that are below that trust
level will drop the request packets. If an end-to-end path with the required security
is found, the intermediate node or destination sends a suitably modified RouteReply.
In the case of multiple paths satisfying the required security attributes, SAR selects
the shortest of such routes. If route discovery fails, then a message can be sent to the
initiator so that it can lower the trust level.

In the case of a successful path search, SAR always finds a route with quantifiable
guarantee of security. This can be done by having nodes of a trust level share a key.
Thus, a node that does not have a particular trust level will not possess the key for
that level, and as a result it will not be able to decrypt the packets using the key of
that level. Therefore, it will not have any other option but to drop the packet.

SAR uses sequence numbers and timestamps to stop replay attacks. Threats such
as interception and subversion can be prevented by trust level key authentication.
Modification and fabrication attacks can be stopped by verifying the digital signa-
tures of the transmitted packets.
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One of the main drawbacks of using SAR is the excessive encrypting and
decrypting required at each hop during the path discovery. In a mobile environment,
the extra processing leads to an increased power consumption.

A route discovered by SAR may not be the shortest route in terms of hop-count,
but it is secure. Such a path ensures that only the nodes having the required trust
level will read and re-route the packets, but at the same time, malicious node can
steal the required key, a case in which the protocol is still open for all kinds of
attacks.

5.4 Secure Routing Protocol

SRP [16] is another protocol extension that can be applied to many of the on
demand routing protocols used today. SRP defends against attacks that disrupt
the route discovery process and guarantees to identify the correct topological
information.

The basic idea of SRP is to set up a security association (SA) between a source
and a destination node without the need of cryptographic validation of the commu-
nication data by the intermediate nodes. SRP assumes that this SA can be achieved
through a shared key KST between the source S and target T . Such a security as-
sociation should exist prior to the route initiation phase.

The source S initiates the route discovery by sending a route request packet to
the destination T . The SRP uses an additional header called SRP header to the un-
derlying routing protocol (e.g., AODV) packet. SRP header contains the following
fields: the query sequence number QSEC, query identifier number QID, and a 96 bit
MAC field.

Intermediate nodes discard a route request message if SRP header is missing.
Otherwise, they forward the request toward destination after extracting QID, source,
and destination address. Highest priority is given to nodes that generate requests at
the lowest rates and vice versa.

When the target T receives this request packet, it verifies if the packet has orig-
inated from the node with which it has SA. If QSEC is greater or equal to QMAX ,
the request is dropped as it is considered to be replayed. Otherwise, it calculates the
keyed hash of the request fields, and if the output matches SRP MAC, then authen-
ticity of the sender and integrity of the request are verified.

On the reception of a route reply, S checks the source address, destination ad-
dresses, QID, and QSEC. It discards the route reply if it does not match the currently
pending query. In case of a match, it compares reply IP source-route with the exact
reverse of the route carried in reply packet. If the two routes match, then S cal-
culates the MAC by using the replied route, the SRP header fields, and the secure
key between source and destination. If the two MAC match, then the validation is
successful, and it confirms that the reply did came from the destination T .

SRP suffers from the lack of validation mechanism for route maintenance mes-
sages as it does not stop a malicious node from harming routes to which that node
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already belongs to. SRP is immune to IP spoofing because it secures the binding
of the MAC and IP address of the nodes, but it is prone to wormhole attacks and
invisible node attacks.

5.5 Secure Routing Protocol for Ad Hoc Networks

A Secure Routing Protocol for Ad Hoc Networks (ARAN) [21] is an on-demand
protocol designed to provide secure communications in managed-open environ-
ments. Nodes in a managed-open environment exchange initialization parameters
before the start of communication. Session keys are exchanged or distributed
through a trusted third party like a certification authority.

Each node in ARAN receives a certificate after securely authenticating its iden-
tity to a trusted certificate server T . Nodes use these certificates to authenticate
themselves to other nodes during the exchange of routing messages. The certificate
contains the node’s IP address, its public key, as well as the time of issuing and expi-
ration. These fields are concatenated and signed by the server T . A node A receives
a certificate as: T ! A W certA =[IPA, KAC, t, e] KT�.

In the authentication phase, ARAN ensures the existence of a secure path to the
destination. Each intermediate node in the network stores the route pair (previous
node, the destination node). All the fields are concatenated and signed with source
node I ’s private key. A combination of the nonce number (NI ) and timestamp (t) is
used to obtain data freshness and timeliness property. Each time I performs a route
discovery, it monotonically increases the nonce. The signature prevents spoofing
attacks that may alter the route or form loops. Source node I broadcasts a Route
Discovery Packet (RDP) for a destination D as I ! brdcst W[RDP, IPD , certI ,
NI , t]KI�.

Each node that receives the RDP for the first time removes any other interme-
diate node’s signature, signs the RDP using its own key, and broadcasts it to all its
neighboring nodes. This continues until destination node D eventually receives the
packet.

After receiving the RDP, the destination node D sends a Reply (REP) packet
back along the reverse path to the source node I . If J is the first node on the reverse
path, REP packet is sent as D ! J W[ REP, IPI , certD , NI , t] KD�.

When the source node I receives the REP packet, it verifies the destination’s
signature KD� and nonce NI . When there is no traffic on an existing route for some
specific time, then that route is deactivated in the routing table. Nodes use an ERR
message to report links in active routes broken due to node movement.

Using predetermined cryptographic certificates, ARAN provides network ser-
vices like authentication and non-repudiation. Simulations show that ARAN is
efficient in discovering and maintaining routes, but routing packets are larger in
size and overall routing load is high. Due to heavy asymmetric cryptographic com-
putation, ARAN has higher cost for route discovery. It is not immune to wormhole
attack and if nodes do not have time synchronization, then it is prone to replay
attacks as well.
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5.6 Security Protocols for Sensor Network

Security Protocols for Sensor Network (SPINS) [24] is a suite of two security
building blocks which are optimized for ad hoc wireless networks. It provides im-
portant network services such as data confidentiality, two party data authentication,
and data freshness through Secure Network Encryption Protocol (SNEP) and se-
cure broadcast through Micro Timed Efficient Stream Loss-tolerant Authentication
(�TESLA).

Most of the current protocols are not practical for secure broadcast as they use
asymmetric digital signatures. These signatures have high cost of creation and verifi-
cation. SPINS introduces �TESLA (see Sect. 5.11), an enhanced version of TESLA
which uses symmetric cryptographic techniques for authentications and asymmetry
cryptography only for the delayed disclosure of keys. Tight lower bound on the key
disclosure delay and robustness against DoS attacks makes �TESLA a very efficient
and secure protocol for data broadcast.

SNEP provides point to point communication in the wireless network. It relies on
a shared counter between a sender and a receiver in order to ensure semantic secu-
rity. Thus, it protects message contents of encrypted messages from eavesdroppers.
Since both nodes share the counter and increment it after each block, the counter
does not need to be sent with the message. In this way, the same message is en-
crypted differently each time. A receiver node is assured that the message originated
from the legitimate node if the MAC verifies successfully. The counter value in the
MAC eliminates replaying of old messages in the network.

SPINS is the first secure and lightweight broadcast authentication protocol. The
computation costs of symmetric cryptography are low, and the communication over-
head of 8 bytes per message is almost negligible when compared to the size of a
message. SNEP ensures semantic security, data authentication, replay protection,
and message freshness whereas �TESLA provides authentication for secure data
broadcast.

5.7 Cooperation Of Nodes Fairness In Dynamic
Ad-hoc NeTworks

Cooperation Of Nodes Fairness In Dynamic Ad-hoc NeTworks (CONFIDANT) [2]
protocol is designed as an extension to reactive source-routing protocol such as
DSR. It is a collection of components which interact with each other for monitoring,
reporting, and establishing routes by avoiding misbehaving nodes. CONFIDANT
components in each node include a network monitor, reputation system, trust man-
ager, and a path manager.

Each node in this protocol monitors its neighbors and updates the reputation
accordingly. If nodes detect any misbehaving or malicious node, they can inform
other friend nodes by sending an ALARM message. When a node receives such an
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ALARM either directly from another node or by listening to the ad hoc network, it
calculates how trustworthy the ALARM is based on the source of the ALARM and
the total number of ALARM messages about the misbehaving node.

Trust manager sends alarm messages to other nodes to warn them of malicious
nodes. Incoming alarms are checked for trustworthiness. Trust manager contains an
alarm table, trust level table, and a friend list of all trust worthy nodes to which a
node will send alarms.

Local rating lists and black lists are maintained in the reputation system. These
lists are exchanged with friend nodes, and timeouts are used to avoid old lists.
A node gives more importance to its own experience than to those events which
are observed and reported by others. Whenever the threshold for certain behav-
ior is crossed, path manager does the re-ranking by deleting the paths containing
malicious nodes and ignoring any request from misbehaving nodes. At the same
time, it sends an alert to the source of the path so that it can discover some other
route.

When DSR is fortified with the CONFIDANT protocol extensions, it is very scal-
able in terms of the total number of nodes in the network, and it performs well even
if more than 60% of the nodes are misbehaving. The overhead for incorporating
different security components is manageable for ad hoc environment. However, de-
tection based reputation system has few limitations, and routes are still vulnerable
to spoofing and Sybil attacks.

5.8 Defense Mechanisms Against Rushing Attacks

Rushing attacks [8] (see Sect. 4.3) are mostly directed against on demand routing
protocols such as DSR. To counter such attacks, a generic secure route discovery
component called Rushing Attack Prevention (RAP) is used. RAP combines the
following mechanisms: Secure Neighbor Detection, Secure Route Delegation, and
Randomized Route Request Forwarding. Any on demand routing protocol such as
ARIADNE can be used as underlying protocol to RAP.

In Secure Neighbor Detection, a three round mutual authentication procedure is
used between a sender and a receiver to check if they are within normal communica-
tion range of each other. First, a node forwards a Neighbor Solicitation packet to the
neighboring node which replies with a Neighbor Reply packet and finally, the initial
node sends Neighbor Verification packet to confirm that both nodes are neighbors.

Secure Route Delegation verifies that all the steps in Secure Neighbor Detection
phase were carried out. Before sending a route update to its neighbor, it signs a route
attestation, delegating the rights to the neighbor to further propagate the update.

In Randomize Message Forwarding, a node buffers k route requests, and then
it randomly forwards only one of these k requests. By limiting the total number
of requests sent by a node, it prevents flood attacks in the network. Each request
carries the list of all the nodes traversed by that request. Furthermore, bi-directional
verification is also used to authenticate the neighbors.
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By using efficiently combining these three mechanisms, RAP can find usable
routes when other protocols cannot. When it is enabled, it has higher overhead than
other protocols, but currently, it is the only protocol that can defend against rush-
ing attacks. However, network is still prone to rushing attacks if an attacker can
compromise k nodes.

5.9 Defense Mechanisms Against Wormhole Attacks

In order to prevent the wormwhole attacks (see Sect. 4.4), the packet leashes mecha-
nism [10] proposes to add additional information (referred as leashes) to the packets
in order to restrict packet’s maximum allowed transmission distance.

Geographical leash and temporal leash can be used to detect and stop wormhole
attacks. Geographical leash insures that the recipient of the packet is within a certain
distance from the sender while temporal leash is used to enforce an upper bound on
the packet’s life time, thus restricting packet’s maximum travel distance. Temporal
leash uses packet’s expiration time to detect a wormhole. The expiration time is
computed based on the allowed maximum transmission distance and the speed of
light. A node will not accept any packet if this expiration time has passed.

TIK (TESLA with Instant Key Disclosure) protocol is an extension of TESLA
(see Sect. 5.11), and it is implemented with temporal leashes to detect wormholes.
It requires each communicating node to know one public key for each other node
in the network. The TIK protocol uses an efficient mechanism Merkle Hash tree [9]
for key authentication. The root value m of the resulting hash tree commits to all
the keys and is used to authenticate any leaf key efficiently. Hash trees are generally
large so only the upper layers are stored while lower layers can be computed on
demand.

The TIK packet is transmitted by sender S as S ! R W HMACKi
.M /, M , T ,

Ki , where M is the message payload, T are the tree authentication values, and Ki is
the key used to generate the HMAC. After the receiver R receives the HMAC value,
it uses the hash tree root m and the hash tree values T to verify that the key Ki at
the end of the packet is authentic, and then uses the key Ki to verify the HMAC
value in the packet. The receiver R only accepts the packet as authentic if all these
verifications are successful.

A receiver can verify the TESLA security condition as it receives the packet,
thereby eliminating the authentication delay of TESLA. Packet leashes are effec-
tive mechanisms, but TIK is not feasible in resource constraint networks due to
the expensive cryptographic mechanisms implemented. The lack of accurate time
synchronization in today’s systems prevent TIK from providing a usable wormhole
detection mechanism. Another potential problem with leashes using a timestamp in
a packet is that the sender may not know the precise time at which it will transmit
the packet and generating a digital signature in that time may not be possible.



Routing Security in Ad Hoc Wireless Networks 137

5.10 Defense Mechanisms Against Sybil Attacks

In a Sybil attack [15] (see Sect. 4.1), a malicious node acts on behalf of a larger
number of nodes either by impersonating other nodes or simply by claiming false
identities. Most of the secure protocols are prone to this type of attack. However,
there are various key distribution mechanisms which can be used efficiently to de-
fend against Sybil attacks.

Sybil nodes can carry out a variety of attacks. For example, network nodes use
voting for many purposes. With enough Sybil nodes, an attacker may be able to
determine the outcome of every vote. Sybil nodes, due to their larger number, are
allocated more resources, and they can create DoS for legitimate nodes. Ad hoc
wireless networks can use misbehavior detection property to detect any malfunc-
tioning node. An attacker with many Sybil nodes can spread the blame and pass
unnoticed, having only small misbehavior actions associated with each identity.

There are a number of ways to detect Sybil attacks. In radio resource testing, it is
assumed that nodes have only one radio and are not capable of sending or receiving
on more than one channel. If a node wants to verify whether its neighbors are Sybil
nodes, then it assigns to each of its neighbors a different channel to broadcast mes-
sages. Then the node listens to one of the channels. If a message is received, this is
an indication of a legitimate neighbor, whereas an idle transmission is an indication
of a Sybil node.

A more authentic way of defending against Sybil attacks is random key predis-
tribution. A random set of keys are assigned to each node and then every node
can compute the common keys it shares with its neighbors. If two nodes share q

common keys, they can establish a secure link. A one-way Pseudo Random hash
Function (PRF) is used for validation. Thus, an attacker cannot just gather a bunch
of keys and claim an identity since PRF is a one way hash function.

There are two types of key distribution mechanisms [4] to counter Sybil attacks.
In single-space pairwise key distribution, each pair of nodes is assigned a unique
key. A node i stores unique public information Ui and private information Vi . The
node i computes its key from f .Vi ; Uj / where Uj is the public key of neighboring
node j . Validation is successful if a node has the pairwise key between itself and
the verifier. In multi-space pairwise key distribution, each node is assigned, by the
network, k out of m random key spaces. If two neighboring nodes have at least one
key space in common, then they can compute their pairwise secret key using the
corresponding single space scheme.

This is the first work that proposes various defense mechanisms against the Sybil
attacks, such as radio resource testing and random key predistribution. Random key
predistribution is already required in many applications to secure radio commu-
nication. The most effective against Sybil attacks is the multi-space pairwise key
distribution mechanism.
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5.11 Security Mechanisms for Broadcast Operation

Timed Efficient Stream Loss-tolerant Authentication (TESLA) [20] is an efficient
broadcast authentication protocol with low communication and computation over-
head. It can scale to large numbers of receivers, can tolerate packet loss, and uses
loose time synchronization between sender and receivers.

TESLA mainly uses purely symmetric cryptographic functions, however, it
achieves asymmetric properties from clock synchronization and delayed key disclo-
sure. In this way, it does not require to compute expensive one-way functions. For
this purpose, it needs sender and receivers to be loosely time-synchronized and for a
secure authentication, either the receiver or the sender must buffer some messages.

For secure broadcasting, a sender chooses a random initial key KN and gener-
ates a one-way key chain by repeatedly computing the one-way hash function H

on the starting value KN�1 D HŒKN � , KN�2 D HŒKN�1�, : : : , K0 D HŒK1� .
In general, Ki D HŒKiC1� = H N�i [KN ] where H i Œx� is the result of applying the
function H to x, for i times.

The sender node predetermines a schedule at which it discloses each key of its
one-way key chain. Keys are disclosed in the reverse order from generation, i.e.,
K0; K1; K2; : : : ; KN then the MAC computed using the key Ki is added to the
packet. When the packet reaches the receiver, it checks the security condition of the
key disclosure. If the key Ki used to authenticate the packet was not disclosed, then
it buffers the packet and waits for the sender to disclose Ki , while using an already
disclosed key to authenticate the buffered packets. However, if the key is already
disclosed, then receiver will discard the packet.

Even though TESLA is efficient, it still has few drawbacks. It authenticates the
initial packet with a digital signature which is too expensive for wireless nodes and
disclosing a key in each packet requires too much energy for sending and receiving.
TESLA is vulnerable to DoS attacks as malicious nodes can create buffer overflow
state in the receiver while it waits for the sender to disclose its keys.

SPINS [24] introduces Micro Timed Efficient Stream Loss-tolerant Authen-
tication (�TESLA), a modified version of TESLA which only uses symmetric
mechanisms for packet authentication, and it discloses the key once per epoch.
�TESLA is different from TESLA as it allows a receiver to authenticate the
packets as soon as they arrive, and it replaces receiver buffering with sender buffer-
ing. Immediate authentication as well as buffering only at the sender makes it a
secure protocol against DoS. It has very low security overhead. The computation,
memory, and communication costs are also small. Since the data authentication,
freshness, and confidentiality properties require transmitting only 8 bytes per mes-
sage, �TESLA is considered a very effective and robust protocol for secure data
broadcasting.

TESLA with Instant Key Disclosure (TIK) [10] is another protocol for secure
broadcasting implemented with temporal leashes in order to detect wormholes (see
Sect. 5.9). TIK requires accurate time synchronization between all communicating
parties. It works almost in the same manner as the base protocol TESLA, but in
TIK, the receiver can verify TESLA security condition as it receives the packet.
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By eliminating the authentication delay of TESLA, it allows sender to disclose the
key in the same packet. TIK is therefore a more robust protocol than TESLA since
it eliminates the waiting time imposed by disclosing the keys only after the packet
was received.

6 Conclusions

Achieving a SRP is an important task that is being challenged by the unique charac-
teristics of an ad hoc wireless network. Traditional routing protocols fail to provide
security and rely on an implicit trust between communicating nodes.

In this chapter, we discussed security services and challenges in an ad hoc wire-
less network environment. We examined and classified major routing attacks and
presented a comprehensive survey on the state-of-the-art mechanisms and solutions
designed to defeat such attacks. A summary of the secure routing mechanisms sur-
veyed is presented in Table 1. The current security mechanisms, each defeats one
or few routing attacks. Designing routing protocols resistant to multiple attacks re-
mains a challenging task.

Table 1 Comparison and summary of different routing security mechanisms

Security
Protocol mechanisms Attacks prevented Comments

SEAD [6] – One-way
hash chains

– Prevents an attacker
from forging better
metrics or sequence
numbers in routing
update packets

– Used with DSDV
– Designed to protect routing update

packets
– Does not prevent an attacker from

tampering other fields or from using the
learned metric and sequence number
for sending new routing updates

Ariadne
[7]

– One-way hash
chains

– Prevents attackers
from tampering
uncompromised
routes consisting of
uncompromised
nodes

– Immune to
wormhole attack

– Used with DSR
– Provides a strong defense against

attacks that modify and fabricate
routing information

– Prone to selfish node attack

SAR [12] – Quality of
Protection
(QoP) metric

– Uses sequence
numbers and
timestamps to stop
replay attacks in
routing update
packets

– Used with AODV
– Route discovered may not be the

shortest route in terms of hop-count, but
it is always secured

– Defends gainst modification and
fabrication attacks

(continued)
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Table 1 (continued)
Security

Protocol mechanisms Attacks prevented Comments

SRP [16] – Secure certificate
server

– Defends against
attacks that disrupt
the route discovery
process and
guarantees to identify
the correct
topological
information

– Used with DSR, ZRP

– Lack of validation
mechanism for route
maintenance messages

– Prone to wormhole
attacks and invisible node
attacks

ARAN [21] – Secure certificate
server

– Provides network
services like
authentication and
non-repudiation

– Used with AODV, DSR
– Heavy asymmetric

cryptographic computation
– Prone to wormhole attack if

accurate time
synchronozation is not
available

CONFID-
ANT [2]

– Monitor
– Reputation

System
– Path Manager
– Trust Manager

– Attacks on packet
forwarding and
routing are defended
efficiently

– Used with DSR
– Detection based reputation

system has few limitations
– Vulnerable to spoofing and

sybil attacks

Rushing Attacks and
Defenses [8]

– Secure Neighbor
Detection

– Secure Route
Delegation

– Randomized
Route Request
Forwarding

– By limiting the total
number of requests
sent by a node and
random forwarding,
it prevents rushing
attack to a certain
level

– Used with DSR, ARIADNE
– Network is still prone to

rushing attacks if an
attacker can compromise k
nodes

– Higher overhead than other
protocols, but currently it is
the only protocol that can
defend against rushing
attacks

Wormhole Attacks
and Defenses [10]

– Packet Leashes
– Merkle Hash

Tree
– One-way Hash

Chains

– TIK when
implemeted with
packet leaches,
effectively stops
wormhole and DoS
attacks

– Not feasible in resource
constraint networks due to
the expensive cryptographic
mechanisms implemented

– Accurate time
synchronization is not easy
to obtain

Sybil Attacks and
Defenses [15]

– Radio Resource
Testing

– Random Key
Predistribution

– one-way Pseudo
Random Hash
Function

– Multi-space Pairwise
Key Distribution is
most effective
mechanism against
sybil attack

– First work that proposes
various defense
mechanisms against the
Sybil attacks

TESLA [20] – One-way Hash
Chain

– Uses loose time
synchronization and
delayed time
synchronization to
provide secure
broadcast

– Vulnerable to DoS attacks
as malicious nodes can
create buffer overflow state

– Accurate time
synchronization is not easy
to obtain
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1 Introduction

Insider threat is typically attributed to legitimate users who maliciously leverage
their system privileges, and familiarity and proximity to their computational envi-
ronment to compromise valuable information or inflict damage. According to the
annual CSI/FBI surveys conducted since 1996, internal attacks and insider abuse

R. Chinchani (�)
Computer Science and Engineering, State University of New York at Buffalo,
Amherst, NY 14260, USA
e-mail: rc27@cse.buffalo.edu

S.C.-H. Huang et al. (eds.), Network Security, DOI 10.1007/978-0-387-73821-5 7,
c� Springer Science+Business Media, LLC 2010

143

rc27@cse.buffalo.edu


144 R. Chinchani et al.

form a significant portion of reported incidents. The strongest indication yet that in-
sider threat is very real is given by the recent study [2] jointly conducted by CERT
and the US Secret Service; the first of its kind, which provides an in-depth insight
into the problem in a real-world setting. However, there is no known body of work
which addresses this problem effectively. There are several challenges, beginning
with understanding the threat.

� Insider threat is a low base rate problem. Perpretators of insiders attacks are
users with legitimate authorization, and therefore, it is difficult to predict or pro-
tect against these attacks. Consequently, security officers view these attacks as
unpreventable, resulting in inaction.

� Insider threat is misperceived. Organizations often concentrate on external
attacks, almost exclusively, mainly because security audit tools and modeling
techniques are readily available which aid in finding vulnerabilities and fixing
them. On the other hand, insider threat is not correctly perceived because it is dif-
ficult to measure, and the lack of tools and techniques does not help the situation.
Therefore, any good model or assessment methodology is already a significant
advance.

� Insider threat is high impact. Although insider attacks may not occur as fre-
quently as external attacks, they have a higher rate of success, can go undetected,
and pose a much greater risk than external attacks. This is due to the fact that
insiders enjoy certain important advantages over external adversaries. They are
familiar about their targets and the security countermeasures in place. Therefore,
very damaging attacks can be launched with only a short or nonexistent recon-
naissance phase.

In a nutshell, insider threat is a complex problem involving both computational
elements and human factors. As a long-term process to mitigate this threat, steps
such as pre-hire screening of employees, training, and education can be undertaken.
While all these practical measures will reduce the threat, they cannot eliminate it
altogether, and some incidents can still occur. A possible solution it would seem is
an overall increase in monitoring, logging, and security countermeasures. However,
it only leads to general inconvenience. Moreover, in an organization, it sends wrong
signals of distrust between the management and the employees. We seek a method-
ology by which very specific and targeted countermeasures can be deployed. This
approach occupies a sweet spot between complete inaction and intrusive solutions.
Central to such an approach is an effective threat modeling methodology, accompa-
nied by threat assessment and analysis, with the goal of discovering likely tactics
and strategy of an adversary so that appropriate countermeasures can be taken.

Insiders can cause damage either by: (1) remaining within their default set of
privileges or (2) exceeding them by seeking new information and capability through
a repertoire which contains not only common attacks but also unconventional ones
such as social engineering. The problem of insider threat assessment is precisely the
problem of evaluating the damage which can potentially occur in these two cases.
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Threat assessment methodologies are not new in general, and techniques such
as attack graphs [23, 28, 31, 32] and privilege graphs [10, 26] are already known.
However, these techniques have been proposed to primarily model external attacks
and hence, have a limited appeal to insider threat. Moreover, there are also scal-
ability concerns regarding both model specification as well as subsequent threat
analysis. Specifying a model requires information in very exact detail, making
it impractical to generate the model manually. Instead, current approaches gen-
erate models automatically [31] via information obtained from live penetration
testing of an organization network. However, given the possibility of systemic fail-
ures, a large part of the network is typically excluded during testing, resulting in
an abbreviated model instance. Consequently, any further inferences drawn from
the model are questionable. Also, threat analysis following model specification
very quickly runs into the problem of intractability. To summarize, these model-
ing techniques are not suitable for addressing insider threat both for technical and
practical reasons. We seek to devise a more appropriate modeling and assessment
methodology.

1.1 Summary of Contributions

There are two prominent contributions in this chapter1. As our first contribution,
we propose a new threat model called key challenge graph. The main idea behind
insider threat modeling is to focus on a legitimate user’s view of an organization’s
network. In order to estimate the threat when insiders remain within their privilege
levels, we only need to represent the basic network connectivity and access con-
trol mechanisms that are in place. Additionally, to assess the threat when insiders
exceed their privilege levels, we also need to represent knowledge and location of
key information and capability, not normally accessible, which may assist him in
his attack. The overall goal, like attack graphs, is to understand insider threat from a
global perspective rather than just single-point incidents. In terms of threat variety,
our model supports not only conventional attacks, but also more complex scenarios
such as social engineering. One important design consideration is the granularity
of information and the nature of representation. Due to the unavailability of tools
to scan for weaknesses in the context of insider threat, a significant portion of the
model specification task can fall upon the security analyst. Our modeling method-
ology allows models to be manually specified, and the resulting model instances
are only polynomially-sized with respect to the input size. To demonstrate applica-
tions of our model, we have constructed some typical scenarios motivated by the
CERT/USS insider threat study which analyzed threats in the banking and financial
sector.

1 Parts of this chapter have appeared and will appear in our papers [7, 8].
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As our next contribution, we investigate and analyze the problem of automated
threat analysis. It turns out that the problem is NP-hard, even to approximate
to within a large ratio. Nevertheless, we have designed two algorithms for this
purpose - one which solves the problem to optimality but takes exponential time,
and the other which is a polynomial-time heuristic. We benchmark the algorithms
for scalability and quality of threat analysis. The impact of threat analysis is many-
fold. Given an organization network and its people, it is possible to assess whether
existing security countermeasures are adequate. If not, threat analysis allows recom-
mendations to be made to improve security. In the face of insider threat, sometimes,
the only countermeasure is installing monitoring and logging systems for non-
repudiability. Finally, if several intrusion detection systems are installed, threat
analysis can also assign appropriate weights to intrusion detection sensors based
on the likely areas of insider activity inside the organization.

1.2 Chapter Organization

The rest of the chapter is organized as follows. We present our model in Sect. 3 and
show its application on representative illustrations in Sect. 4. Next, we describe the
threat analysis methodology in Sect. 5 and also present insights into the complexity
of the problem. Related work is discussed in Sect. 6, and finally, closing remarks are
in Sect. 7.

2 Insider Threat: A Review

Defining the term “insider” in an airtight manner is hard because the boundary be-
tween insiders and outsiders is fuzzy. In the current literature, the term “insider” has
been used in a very broad sense. Neumann et al. [25] pointed out that there are var-
ious classes of insiders depending on the criteria chosen. For example, based on the
nature of access, an insider can be termed as someone who is employed by an organi-
zation or an individual who breaks into an organization’s network and masquerades
as a legitimate user. Insider misuse could either be a deliberate attack or accidental,
such as an inadvertent virus download. Nevertheless, both have significant security
implications. A position paper by Brad Wood [34] is a comprehensive commentary
on the various facets of insider threat. An insider is accurately described in terms
of attributes such as knowledge, privileges, skills, risk, and tactics. One of the no-
table and relevant statements made is that an insider can no longer be assumed to be
bound by physical confines. The paper rightly concludes with an observation that
there is a gap between academic research and operator requirement in the field due
to the lack of practical tools and techniques.

We assume that every legitimate user is an insider. Note that the term “insider”
can have both physical and logical connotation. Physical outsiders can be logical
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insiders and vice versa. For example, an authorized user who may be physically
far away from an organization but has wireless or VPN connectivity. Similarly,
users may be physically inside an organization but have no authorized access to
use the computation infrastructure. Insiders are in a unique position with the privi-
leges entrusted to them and the knowledge about their computational environment,
and this already translates directly to a certain amount of capability. Insider abuse
can occur within this default capability, but more dangerous scenarios occur when
an insider widens his or her realm of capability. Since insiders have access privileges
to use the computational infrastructure, it represents resources at their disposal that
can be used against the parent organization, so resources for an insider attack are
freely available. Unlike external attackers who use the Internet as an umbrella of
anonymity and can be sloppy, insiders have a strong incentive to avoid detection.
They are a part of an organization and bound by the organization policy, and if
caught, an organization has all the necessary information about the insider and the
legal resources to prosecute him or her. External attackers can become insiders too
by compromising an internal system and learning about the computers in the neigh-
borhood. However, there is an inherent risk to the attacker that the compromise may
be discovered and the corresponding security hole patched.

The insider threat study [2] reports that financial gain is the main motivating
factor behind most insider attacks; any other motive is simply not worth the risk.
The financial gain can be realized in different ways depending on the organization.
In a financial institution such as a bank, likely targets are customer account records
or perhaps company accounts, where there is a direct access to funds. In other cases,
an insider may not obtain immediate monetary gain, such as in a software company
where the real value lies in the proprietary software code. While it is possible to
envision several other scenarios, it is not realistic to expect that each and every one
of them can be modeled, mainly because it entails a significant effort on the part of
the security officer.

3 Modeling Insider Threat

In this section, we elaborately discuss our modeling methodology. But before that
we state some working assumptions based on generally accepted notions about in-
sider threat along with results from the recent study [2].

3.1 Model Overview

In our model, we assume that an attacker is goal-oriented. Also, he or she is already
aware of the location of his or her potential targets and how to reach them, obviating
the need for reconnaissance. These assumptions closely model an insider, and this is
one of the reasons why our model is most suitable for this class of threats. We also
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assume that a successful compromise of a target is not possible if there is no channel
of interaction. Finally, an attacker may not be able to use an existing channel of
interaction with a potential target due to a strong security mechanism in place on that
channel. This may force attacker to seek alternate routes to reach the target. Each
sub-target that is compromised requires extra effort but can provide the attacker with
additional information/capability and another front to continue the attack. Given a
model specification, the goal of vulnerability analysis is to exhaustively find the
different ways in which attacker can reach the target.

Prior to the formal definition of our model, which we call a key challenge graph,
we describe the various components.

� Any physical entity on which some information or capability can be acquired
is represented as a vertex of a graph, which shall be called the key challenge
graph. Let V be the set of vertices. Typically, vertices are points in the network
where some information may be gained such as a database server or simply any
computer system whose resources can be used or misused.

� Each piece of information or capability present at any vertex v is represented as a
key called Keyv. Let K denote the set of keys. For example, records in a database,
passwords stored on a computer, or computational resources of a computer can be
represented as keys. When an attacker visits a vertex, he is empowered with this
additional information or capability. Note that this key should not be confused
with cryptographic keys. A key in our model is only an abstraction.

� If there is a channel of access or communication between two physical entities
which facilitates interaction, then a directed edge is created between the two cor-
responding vertices, pointing to the direction of the allowed interaction. Multiple
channels of communication are possible, hence there can be multiple edges be-
tween two vertices. For example, a channel of communication exist between an
“ssh” server and a client computer, which induces an edge in our graph model.
Let E denote the set of edges.

� The presence of a security measure or an enforced security policy protects the
resources and allows only authorized interaction. This deterrence is represented
as a key challenge on the corresponding channel of communication. An example
of a key challenge is the password authentication required prior to accessing to a
server. A key challenge is an abstraction to capture access control.

� If a user does not have the right key to the key challenge, then he incurs a sig-
nificant cost in breaking or circumventing the security policy; legitimate access
incurs only a smaller cost of meeting the key challenge. For example, when pass-
word authentication is used, if a user knows the password, he incurs little or no
cost, while another user who does not know the password will incur a higher
cost in breaking the password. The cost metric is a relative quantity signifying
the amount of deterrence offered by one security measure over another. It has
been abstracted as a non-negative integer for the purposes of our model. Figure 1
illustrates the building block of our model.

� The starting point of an attack could be one or more vertices in the graph, which
are assumed to be initially compromised by the attacker. Let Vs denote this set.



Insider Threat Assessment: Model, Analysis and Tool 149

u v
(Keye, c1, c2)

Keyu Keyv

Fig. 1 Basic building block of a key challenge graph. Keye is the key challenge of the edge
e D .u; v/, c1 is the cost one has to pay to traverse .u; v/ without having Keye , and c2 < c1 is
the corresponding cost if the attacker has the key

Table 1 Model components
and the captured abstractions

Model Component Abstraction

Vertex Hosts, People
Edge Connectivity, Reachability
Key Information, Capability
Key Challenge Access Control
Starting Vertex Location of insider
Target Vertex Actual target
Cost of Attack Threat analysis metric

� The target of an attack could also be one or more vertices in the graph. In case
of multiple targets, the goal is to compromise all of them. Let the set of target
vertices be denoted by Vt . An example of a target is a source code repository for
a commercial product.

Table 1 provides a summary of all the abstractions captured by our model.

3.2 The Min-Hack Problem

In what follows, we formalize the aforementioned concepts.

Definition 3.1 (Key Challenge Graph). A Key Challenge Graph G is a tuple:

G D .V; EIK; Vs ; Vt ; ›; •/;

where V is the set of vertices, E is the set of directed edges (we allow multi-edges,
i.e., G is a multi-graph), Vs is the initial set of compromised vertices, and Vt is the
set of target vertices (Vt \ Vs D ;), › W V ! K is a function that assigns keys to
vertices, • W E ! K �N �N is a function that assigns key challenges and costs to
edges.

For instance, ›.v1/ D k0 means that the key k0 can be obtained at vertex v1,
•.e1/ D .k1; c1; c2/ implies an assignment of a key challenge to edge e1, which
requires an attacker to produce the key k1. If he or she cannot do so, then he or she
incurs a cost c1; otherwise, he or she incurs a smaller cost c2. An adversary begins
his or her attack at some point in the set of compromised nodes in the graph and



150 R. Chinchani et al.

proceeds by visiting more and more vertices until the target(s) is reached. At each
visited vertex, the attacker adds the corresponding key to his or her collection of keys
picked up at previous vertices. Once an attacker compromises a vertex, he continues
to have control over it until the attack is completed. Therefore, any vertex appears
exactly once in the attack description. While a trivial attack can be performed by
visiting all reachable vertices until the target is reached, cost constraints occlude
such free traversals.

Definition 3.2 (Attacks and successful attacks). An attack is a finite and ordered
sequence of a vertices .v1; v2; : : : ; vm/ satisfying the following conditions:

1. For each i 2 f1; : : : ; mg, there is some vertex u 2 Vs [ fv1; : : : ; vi�1g such that
.u; vi / 2 E ,

2. Vs \ fv1; : : : ; vmg D ;,

The first condition is meant to say that the attacker must get to a new vertex vi via
a visited (or compromised) vertex u. A successful attack is an attack that contains
all target nodes in Vt

The next important aspect of the model is the cost metric. Although an attack is
defined exclusively in terms of vertices, the cost incurred by the attacker at a vertex
is mainly dependent on the edge that he or she chooses to visit the vertex. We first
define the cost of traversing an edge and then the cost of visiting a new vertex. The
latter is the basic unit of cost metric in our model.

Definition 3.3 (Cost of Traversing an Edge). Let V � be the set of visited vertices
so far, including the initially compromised vertices, i.e., V0 � V �. For u 2 V � and
v … V �, the cost of traversing the edge e D .u; v/ 2 E , given that •.e/ D .k; c1; c2/,
is c1 if k … f›.w/ j w 2 V �g; otherwise, it is c2. (In general, c1 > c2.)

If e D .u; v/ … E , for technical convenience, we assume that •.e/ D .k;1;1/,
where k is some unique key no node has.

Definition 3.4 (Cost of Visiting a New Vertex). Define V � as above. The cost of
visiting a new vertex v … V � is defined to be

˛.v; V �/ D minfcost of traversing .u; v/ j u 2 V �g: (1)

The cost of an entire attack is measured as a sum of the effort required to com-
promise individual vertices by attempting to counter the key challenges on the edges
with or without the keys that an attacker has already picked up.

Definition 3.5 (Cost of an attack). The cost of an attack .v1; : : : ; vm/ is defined as:

MINHACK.v1; : : : ; vm/ D
mX

iD1

˛.vi ; Vi /; (2)

where Vi D Vs [ fv1; : : : ; vi�1g.
The MIN-HACK problem is the problem of finding a minimum cost successful

attack, given a key challenge graph.
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4 Modeling Methodology and Applications

In this section, we describe the applications of our modeling methodology. First we
dispel concerns which are normally attributed to most theoretical modeling method-
ologies regarding their practicality. Later, we demonstrate through illustrations the
relevance of our model in capturing different types of threat scenarios.

4.1 Practical Considerations

One major benefit of using theoretical models is that they are inexpensive and do
not require actual system implementation and testing. However, such benefits can be
offset if the model is difficult to use or if several facets of the modeling methodology
are unclear. We answer some of outstanding questions which may arise.

How is a model generated? Model specification begins by identifying the scope of
the threat; it could be a very small part of the organization or the whole organiza-
tion itself. The algorithm BUILD-MODEL below gives a step-by-step procedure to
construct a model instance. Note that the resulting model instance has a size which
is only polynomial in the input information.

BUILD-MODEL(Network Information)
1. Identify potential target nodes denoted by set T .
2. 8v 2 T , identify all hosts/people denoted by u having access to v.

Add .u; v/ to the set of edges E .
3. 8.u; v/ 2 E , identify key challenges and calibrate costs.

Add the key challenge to the set •.
4. 8 keys in •, identify nodes containing these keys.

Add each such node to T and goto Step 1.
5. Repeat until no new nodes are added to T .

Who constructs the model? The model is constructed by someone who is aware
of the organization network and location of various resources. This is typically the
system administrator and/or the security analyst. Note that for the purposes of eval-
uating security, we assume that whatever a security analyst can model, an insider
can model as well. In terms of the time and effort required to construct the model,
since our model takes a high-level view of the network, the model instance is not
significantly larger than the actual network representation. Given an OPNET-like
tool to assist in instantiating a model, we expect that a security analyst will not have
to invest a substantial effort. We are currently implementing one such tool. Figure 2
shows snapshots of our tool in action.
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(a) Physical Representation

(b) Internal Logical Representation

Fig. 2 Representing an example physical network and converting it into an instance of key
challenge graph

How are costs defined? Costs in our framework are a metric representative of the
resistance put up by an access control mechanism. In cases such as cryptographic
access control mechanisms, there are standards to go by. For example, the strength of
a cryptographic algorithm is indicative of the time required for an adversary to break
it. However, in other cases, the solution may be more systemic such as intrusion
detection systems, where the actual costs may not be very clear. In such cases, a
value relative to known standards can be used. Note that it is quite possible for two
security analysts to assign different costs, and it will depend on what each perceives
is the more appropriate value.
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4.2 Illustrations

We now turn to the application of our model to specific examples. We have per-
formed small scale modeling of banking environments based on [1] and [2].

A Financial Institution Example. Consider the following description. From his
workstation, every teller can perform sundry personal accounting tasks. Each per-
sonal account transaction cannot exceed US$ 5,000. A manager has to endorse any
larger transactions and personally handles accounts involving business organiza-
tions. The business accounts database is kept separate from the one that houses
personal accounts. Any bank transaction, either by the teller or the manager, which
operates on a database is encrypted. The communication between the teller’s com-
puter and the personal accounts database is frequent but not of high value, so it uses
a lower strength symmetric encryption. On the other hand, the manager authenti-
cates himself or herself to a PKI server with his or her credentials and obtains a
session key to talk to the database and complete the transaction. Both the databases
are protected behind a firewall to prevent any external attacks. Another key piece
of information known to the teller is that the manager does not apply security
patches to his or her computer frequently, and that the manager’s computer could be
vulnerable.

Now, consider an insider threat that manifests in the form of a rogue teller and
the target being the business account database. Using the modeling methodology
described earlier, we convert this description into our model (shown in Fig. 3).

Manager’s
computer

Teller’s
computer

PKI
server

Manager’s
credentials

Target
account

1 Vulnerability
exploit

Username
password
authentication

Session
key

Business
account
database

Personal
account
database

Credentials

Insider

32

Session key

Fig. 3 Modeling an example of insider threat scenario
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Using our KG model representation, the steps taken by an insider (shown numer-
ically in Fig. 3) can be easily seen. The most likely sequence of steps is: (1) use a
vulnerability exploit to compromise the manager’s computer, (2) use the manager’s
credentials to obtain a session key from the PKI server, and (3) use the session key
to attack the business account database. Simply with a key piece of information, an
insider is able to launch a very damaging attack, and our KG model is able to pro-
vide a very intuitive view of the attack. The solution in this scenario is trivial, i.e.,
the manager’s computer is to be patched.

We point out a few properties based on the example. The sequence of steps taken
by the attacker is generally not a path. This is a striking departure from the attack
graph model, where attacks appear as paths in the graph. Also, note that a very
damaging insider attack is possible even with only one vulnerability in the network
description.

A Resource-based Attack. We present a illustration of a denial of service (DoS)
flood attack on a mail server through email worms. This attack example is based
on our modeling experience in an academic environment. Transmitted via email,
the most commonly used medium, these worms are one of the most effective types
of social engineering attacks. They exploit a recipient’s curiosity to open a virus
attachment. At this point, the virus replicates and sends a copy to every entry in the
recipient’s address book. The flood of emails eventually overloads the mail server
and results in a successful DoS attack.

Consider the following scenario (see Fig. 4). A single mail server provides email
service to users User1, User2, and User3 in the organization. Each user has the other
user’s email id in his or her address book. All mails to and from these users must
travel via the mail server. The corresponding hosts, i.e., Host1, Host2, and Host3
from which the users work, are running resource usage based anomaly detection

Attacker’s
computer

Mail
Server

User1’s
computer

Host1:

DoS attack?

User2’s
computer

Host2:

Host 3: User3’s
computer

Fig. 4 A Mail server configuration
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Fig. 5 Modeling the email
scenario
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systems, and spikes in resource usage or outgoing connections are quickly flagged.
Currently known email worms are stealthy, and they spread by using very little
resources and limiting the number of connections made to the mail server. Due to
these reasons, a mail flood on the mail server cannot be caused by infecting just one
host. However, the maximum number of connections that a mail server can tolerate
before being overwhelmed is less than or equal to the sum total of the maximum
allowed outgoing rates of all three infected hosts. Therefore, a successful DoS attack
entails the infection of all three host machines.

The KG model specification is shown in Fig. 5. Each physical entity reachable
via email becomes a node. Here, the nodes are (1) the three client machines, (2)
the attacker’s machine, and (3) the mail server. Reaching any entity signifies that it
is infected. There is an edge between two hosts (X,Y) if Y is in X’s address book.
Security policies enforced on individual nodes translate into the cost of traversing
an edge into that node. Now, we model the threat of a DoS attack through a mali-
cious email initiated from an attacker. There is an edge from the attacker to Host 1,
signifying that the attacker will initially release the worm to Host 1. Compromising
a host gives the attacker a certain capability in terms of resources, represented by
the keys Ki , i = f1,2,3g. Finally, bringing down the mail server requires the com-
promise of all three clients. Therefore, the minimal key challenge for any edge to
achieve a flooded mail server Mcompr is kDoS = (k1 ^ k2 ^ k3). We have omitted the
costs because infecting a host is trivial and there is very little cost involved.

From the KG model specification, it can be seen that a distributed denial of ser-
vice attack can be prevented if the mail server is instructed to randomly drop mail
connections from at least one target, i.e., at least one ki is not reached. A more per-
manent fix would require updating the anti-virus signatures when they are released.
In our approach, since we model DoS attacks through potential targets and accrued
capability, we are able to easily ask whether an attacker has gained critical mass to
launch the DoS attack. Referring to attack graphs and model checking, DoS attacks
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violate the liveness property that a user will eventually have access to a service.
Model checking [20] in its current state has certain limitations. While modeling
safety properties is easily done, modeling “liveness” properties is hard.

Social Engineering Attacks. The KG model allows for a very general kind of com-
munication channel. This means that it is possible to represent not only wired and
wireless network media, but also channels such as telephone lines, and this still falls
within the framework of our model. For example, when a customer calls a credit
card company, a representative poses a key challenge in the form of date of birth or
social security number and divulges information only when the right information is
presented.

Colluding Insiders. In order to improve the chances of a successful attack, two or
more attackers controlling different vertices may collude and share the keys that
they possess. In this case, the set V0 contains all these vertices and jV0j > 1. This
situation is no different from the one where a single attacker may initially have
control over multiple vertices. This would not complicate the analysis of the model
as an attack is represented not as a path but rather as a sequence of compromised
vertices.

5 Threat Analysis

In this section, we address various aspects of threat analysis. Looking at this task
from an algorithmic complexity viewpoint, a good attacking strategy for an insider
is in some sense equivalent to a good algorithm or approximation algorithm [14] to
find a minimum-cost attack on the key challenge graph. An insider is unlikely to
adopt any other strategy because it will lead to an attack that is easily detected.

We are first interested in knowing the computational difficulty of analyzing a
general instance of a key challenge graph. This provides very useful insight into the
problem based on which automated threat analysis algorithms can be developed.

5.1 On the Complexity of Analyzing Key Challenge Graphs

We will first address the question of how hard it is to approximate MIN-HACK to
within some ratio. We will show that MIN-HACK is not approximable to within
gc.n/ WD 2.log n/1�•

, where •D 1 � 1
log logc n

, for any c < 1=2. This negative result
will be shown via three independent reductions, which are of independent inter-
ests at least for pedagogical reason. The reductions are from MINIMUM LABEL

COVER (MLC), from a PCP characterization of NP (mimicking an idea of Dinur
and Safra [12]), and from the MINIMUM MONOTONE SATISFYING ASSIGN-
MENT (MMSA) problem. In fact, there is an hierarchy of MMSA numbered from
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MMSAi , i D 1; 2; : : : Our reduction shows that MIN-HACK is on top of this
hierarchy, namely for any i � 4,

PCP
 MMSA3 
 MLC
 MMSA4 
 � � � 
 MMSAi 
 MIN-HACK;

where
 denote the relation “polynomially related approximation ratio.” Although
quite unlikely, if MIN-HACK can be approximated to within gc.n/, then the hi-
erarchy collapses. We have not been able to reduce any problem in “class 4” to
MIN-HACK. (Class 4 consists of problems with non-approximability ratio n• like
MAX-CLIQUE and COLORING [6].)

5.1.1 Approximation Algorithms and Approximation Ratios

More detailed definitions and notations relating to optimization problems and ap-
proximation algorithms can be found in several books such as [14,27,33]. We briefly
define related concepts here.

Following [9], an NP optimization problem ˆ is a 4-tuple .I; sol; cost; OPT/,
where

� I is the set of polynomial-time recognizable instances of ˆ.
� For each x 2 I , sol.x/ is the set of feasible solutions for x. Feasible solutions

are polynomially bounded in size and polynomial-time decidable.
� For each x 2 I; y 2 sol.x/, cost.x; y/ – a positive integer – is the objective value

of the solution y. The objective function cost is polynomial-time computable.
� Lastly, OPT 2 fmin; maxg refers to the goal of the optimization problem: finding

a feasible solution maximizing or minimizing the objective value.

The class of NP optimization problems is denoted by NPO. The class NPO PB
consists of NPO problems whose objective functions are polynomially bounded.

We use ˆ.x/ to denote the optimal objective value of an instance x of problem
ˆ. Given a feasible solution y for an instance x of ˆ, the approximation ratio of
y is

R.x; y/ WD max

�
cost.x; y/

ˆ.x/
;

ˆ.x/

cost.x; y/

�

:

Given a function r W N ! RC, an r.n/-approximation algorithm A for ˆ is
a polynomial-time algorithm which, on input instance x 2 I , returns a feasible
solution y for x such that R.x; y/ � r.jxj/. We will use A.x/ to denote cost.x; y/,
the cost of the solution returned by A on x.

5.1.2 MINIMUM LABEL COVERp

Given p 2 NC, an instance to the MLCp problem consists of:

(1) A bipartite graph G D .U [ V IE/,
(2) Two sets B1 and B2 of labels, one for U and one for V , and
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(3) For each edge e 2 E , a relation …e � B1 �B2 which defines admissible pairs
of labels for that edge.

A labeling .f1; f2/ is a pair of functions: f1 W U ! 2B1 and f2 W V ! 2B2 nf;g.
Basically, a labeling associates a set of labels to each u 2 U , and a non-empty set
of labels to each v 2 V . A labeling covers an edge e D .u; v/ 2 E if, for every
label b2 assigned to v, there is some label b1 assigned to u such that .b1; b2/ 2 …e.
A labeling is a complete cover (or complete label cover) if it covers all edges. Let
U D fu1; : : : ; ung. The Lp-cost of a labeling .f1; f2/ is the Lp-norm of the vector
.jf1.u1/j; : : : ; jf1.un/j/ 2 Zn. Specifically,

Lp-cost.f1; f2/ D .jf1.u1/jp C � � � C jf1.un/jp/
1=p

:

And, L1-cost.f1; f2/ D maxfjf1.ui /j W 1 � i � ng. The MLCp problem is to find
a complete cover with minimum Lp-cost.

It is not necessary to assign more than one label to any vertex v 2 V . If a complete
label cover assigns multiple labels to some vertex v 2 V , then the labeling obtained
by removing all but one label from v is also a complete covering. Consequently,
henceforth, we can impose the condition that vertices in V get only one label each.

Hardness results for this problem were devised in [5, 12, 21]. The current best
result is that of [12], which says that MLCp is NP-hard to approximate to within

‚
�
2.log n/1�•

�
, where • D .log log n/�c ;8c < 1=2.

5.1.3 Minimum Monotone Satisfying Assignment

A monotone boolean formula F is a boolean formula over the basis f^;_g, i.e., F

uses only binary connectives^, and _. Equivalently, F is a rooted binary tree where
each internal node is labeled with either ^ or _ and has exactly two children, and
each leaf is a boolean variable.

The MINIMUM MONOTONE SATISFYING ASSIGNMENT (MMSA) was consid-
ered in [3] in relation to the problem of finding the length of a propositional proof.
The MMSA problem is the problem of finding a truth assignment satisfying a mono-
tone boolean formula which minimizes the number of TRUE variables. The problem
was shown to be at least as hard as LABEL–COVER.

For each positive integer i , MMSAi is the restriction of MMSA to formulas of
depth i . For instance, MMSA3’s instances are monotone boolean formulas of the
form AND of OR’s of AND’s. Following [12], let
 denote the relation “polynomi-
ally related approximation-ratio”. The authors showed that, for all i � 4,

PCP
 MMSA3 
 MLC
 MMSA4 
 � � � 
 MMSAi (3)
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5.1.4 Reducing MMSA to MIN-HACK

We need to quote the following result from Dinur and Safra [12].

Theorem 5.1. It is NP-hard to approximate MMSA3 to within a ratio of ‚.gc.n//

for any c < 1=2, where

gc.n/ WD 2.log n/1�•

; • D 1 � 1

log logc n
: (4)

Thus, MMSA in general is not approximable to within gc.n/, assuming P ¤ NP.
We now describe a reduction from MMSA to MIN-HACK so that the approximation
ratio is preserved (with a linear blow-up in input size).

Given a monotone boolean formula ¥.x1; : : : ; xm/, it is useful to think of ¥ as a
full binary tree T , each of whose internal node is either an AND or an OR, and each
of whose leaves is labeled with one of the variables x1; : : : ; xm. We give a name to
each internal node of T (beside the label AND or OR) to distinguish all nodes of T .

The key challenge graph G¥ D .V; EIK; Vs; Vt ; ›; •/ is constructed from ¥ as
follows. (Refer to Fig. 6 for an illustration of the reduction.)

The key set K is the set of all labels of nodes in T , along with three dummy keys
s, k, and k0. The three dummy keys are not the key challenge of any edge in G¥.

The compromised node set Vs consists of just a node s. We abuse notations a
little bit here by naming this node with the key it has.

The target node set Vt consists of a node t whose key is the label of the root of T .
The idea is that getting to this node is the same as verifying that ¥ is satisfied by
some truth assignment.

b

c

a

cb

dummy node

s

a

)

starting node

target node

x1 x2 x1

x1

x2

x3
x3

(k, 1, 1)

(c, ¥, 0)

(b, ¥, 0)

(x3, ¥, 0)

(x1, ¥, 0)

(x2, ¥, 0)
(x1, ¥, 0)

Fig. 6 Example of the reduction from MMSA to MIN-HACK
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The graph G¥ consists of two main stages: the truth assignment and the verifica-
tion stages.

The truth assignment stage consists of m edges from s to m nodes with keys
x1; x2; : : : ; xm. One always has to pay a cost of 1 to get to any of these nodes.
These edges have key challenge k (a dummy key). Getting to node xi corresponds to
assigning xi to be TRUE. Hence, the number of keys from fx1; : : : ; xkg the attacker
gets is the same as the number of TRUE variables in a truth assignment for ¥. For
convenience, all nodes x1 to xm are connected to a dummy node which has key k0,
another dummy key not used anywhere else. The cost to get to the dummy node is
always 0. The key challenges of edges leading to the dummy node is, again, k.

The verification stage is designed to make sure that the combination of keys that
the attacker gets from the first stage corresponds to a truth assignment satisfying ¥.
There are two types of components for this stage: the AND components and the OR

components. For every internal node a with children b and c of T , we construct a
component corresponding to a.

If a is an AND node, then connect the dummy node to a node with key a via
another auxiliary node. See Fig. 7 for an illustration. The idea is that, to get the
key a, one needs the keys of both of its children b and c, otherwise one pays a
price of1. Node that, one can use a cost of mC 1 to represent1. This point will
become more obvious later.

If a is an OR node, then to get the key a, we only need either key b or key c

(see Fig. 8).

dummy node

a

c

a

b

(b, ¥, 0) (c, ¥, 0)

Fig. 7 AND component

a

dummy node

a

cb

(b, ¥, 0)

(c, ¥, 0)

Fig. 8 OR component
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Recall a note earlier saying that1 can be represented by m C 1. The proof of
the following lemma asserts this point.

Lemma 5.2. For any positive integer p. The monotone boolean formula ¥ has a
truth assignment with at most p TRUE variables if and only if there is a successful
attack on the graph G¥ with cost at most p.

Proof. Note that a true assignment with all m variables assigned to TRUE would
satisfy ¥, and that a successful attack on G¥ of cost m can always be found (the
attacker can get all keys including corresponding to a postorder traversal of T ).
Hence, if p � mC 1, then the theorem is trivially true. We assume p � m.

For the forward direction, assume ¥ has a truth assignment of cost p. Let X be
the set of TRUE variables in this assignment. The attack in G¥ begins by getting all
keys corresponding to variables in X with cost p D jX j. The internal nodes’ keys
can then be obtained with zero cost since ¥ is satisfied by assigning all variables in
X to be TRUE. The backward direction is similar. �

Theorem 5.3. For every positive constant c < 1=2, it is NP-hard to approximate the
MIN-HACK problem to within a ratio of ‚.gc.n//.

Proof. This follows directly from Lemma 5.2 and Theorem 5.1. �

We now have an “upper bound” for the hierarchy of MMSA mentioned in
relation (3):

PCP
 MMSA3 
 MLC
 MMSA4 
 � � � 
 MMSAi 
 MIN-HACK (5)

Consequently, if MIN-HACK is approximable to within (some constant times)
gc.n/, then the hierarchy collapses after MMSA4.

5.1.5 Reducing LABEL-COVER to MIN-HACK

In this section, we present a reduction from MLC1 to MIN-HACK which preserves
the approximation ratio. Since MLC1 was shown to be not approximable to within
gc.n/ for any c < 1=2 (unless P D NP) [12], this reduction gives another proof of
the hardness result for MIN-HACK.

Consider an instance of MLC1 consisting of a bipartite graph G D .U [ V; E/,
label sets B1; B2, and relation …e � B1�B2 for each edge e 2E . We shall construct
in polynomial time an instance of MIN-HACK

Gmh D .Vmh; EmhIK; Vs ; Vt ; ›; •/

such that there is a complete covering for Gmh of cost at most c if and only if
there is a feasible attack on Gkey of cost at most c, for any positive integer c. Let
U D fu1; : : : ; ung, V D fv1; : : : ; vmg, m1 D jB1j, and m2 D jB2j.
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Note that MLC1 has the L1-cost, i.e., the cost of a labeling is the total number
of labels at all vertices in U , counting multiplicities. Without loss of generality, we
assume that Gmh is feasible, namely the labeling .f1; f2/ where f1.u/ D B1, for
all u 2 U , and

f2.v/ 2
\

.u;v/2E

fb2 j .b1; b2/g; 8v 2 V:

This trivial labeling has cost mm1.
The construction of Gmh consists of two main components (see Fig. 9): .a/ the

label acquisition component corresponds to assigning labels to the vertices and pay-
ing the corresponding costs and .b/ the label verification component corresponds to
asserting that the labeling is valid.

The initial compromised vertex is vs , i.e., Vs D fvsg, and the target vertex is vt ,
i.e., Vt D fvtg. Abusing notation, we shall also use the name of a node to denote the
key it possesses. (Nodes in our reduction will have different keys.)

We first define the vertices in the label acquisition component (see Fig. 10). There
is a vertex .ui ; b1

j / (whose key is .ui ; b1
j /) for each ui 2 U , b1

j 2 B1, and .vi ; b2
j /

X

Label verification

Label acquisition

vs vtY1 Y2 Ym

Fig. 9 Overview of the reduction from MLC1 to MIN-HACK

Fig. 10 The label acquisition
component

(un ,b1
m1

)

(v1,b2
1)

(vm,b2
m2

)

vs

(u1,b1
1)

(u1,b2
1)

(k, 1, 0)

(vs, 0, 0)



Insider Threat Assessment: Model, Analysis and Tool 163

for each vi 2 V , and for each b2
j 2 B2. The idea is that, if vertex .w; b/ is visited in

an attack, then b is in the set of labels for w, where w 2 U [ V , and b 2 B1 [ B2.
The edges in the label acquisition component are all of the form .vs ; .w; b//, where
w 2 U [ V and b 2 B1 [ B2. For each vi 2 V , the edges e D .vs ; .vi ; b2

j // have
•.e/ D .vs ; 0; 0/, namely we can assign any label b2

j to vi for “free.” On the other
hand, for each ui 2 U , the edge e D .vs ; .ui ; b1

j // has •.e/ D .k; 1; 0/; where k is
some elusive key no vertex possesses. The idea is that adding a label b1

j to the set of
labels of a vertex ui imposes a cost of 1.

With the verification component, we aim to verify that, for every v 2 V , we have
picked up some label b2 2 B2 for v such that, for every edge .u; v/ 2 E , ….u;v/

contains .b1; b2/ for some b1 2 B1 for which we do have key .u; b1/, namely b1

was chosen to be in the label set of u. Thus, the verification component consists of
a series of smaller components Yi , each of which is meant to verify the above fact
for vi .

For any vj 2 V , the component Yj consists of the following vertices (see
Fig. 11):

(1) The starting vertex vj to enter the component.
(2) A vertex .Yj ; b2

l
/ for every label b2

l
2 B2.

(3) A vertex .Yj ; ui ; b1
l
/ for every label b1

l
2 B1 and every ui 2 U such that

.ui ; vj / 2 E .

The edge set for component Yj is defined as follows. There is an edge
.vj ; .Yj ; b2

l
// for every label b2

l
2 B2, where

•..vj ; .Yj ; b2
l /// D �.vj ; b2

l /; mm1 C 1; 0
�

:

The idea is that, in order to visit .Yj ; b2
l
/, we must have picked up a label b2

l
for

vertex vj , otherwise we would be paying a very high cost. In the picture, we use1
to denote mm1 C 1.

Let �.v/ D fui1 ; : : : ; uipg be the set of neighbors of vj in G. There is an edge
in Yj of the form ..Yj ; b2

l
/; .Yj ; ui1 ; b1// for every label b1 such that .b1; b2

l
/ 2

((vj, b1
2), ¥, 0)

((vj,b
2
m2

), ¥, 0

(Yj,b
2
m2

)

vj

(Yj, b
2
1)

(Yj, ui1
, b2
m2

) (Yj, uip, b2
m2

)

(Yj, ui1
, b2

1
) (Yj, uip, b2

1
)

((ui1,b91),¥,0)

((ui1,b
1),¥,0)

Fig. 11 The label verification component Yj
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….ui1
;vj /. Thus, there are as many copies of this edge as there are such b1. The copy

of the edge corresponding to b1 has key challenge .ui1 ; b1/; otherwise, a price of
1 is to be paid. The idea is that, in order to walk from .Yj ; b2

l
/ to .Yj ; ui1 ; b2

l
/,

we need to have one of the keys .ui1 ; b1/, which means the labeling has covered the
edge .ui1 ; vj / 2 E . If it so happens that there is no such b1, we put between .Yj ; b2

l
/

and .Yj ; ui1 ; b1// an edge with the elusive key challenge k, and the “infinity” cost
mm1 C 1. That completes the verification that edge .ui1 ; vj / is covered. We need to
also check that .ui2 ; vj /; : : : ; .uip ; vj / are covered. This is done by serially connect-
ing similar components, one for each ui2 ; : : : ; uip .

This construction can clearly be done in polynomial time, and it is easy to verify
that G has a complete covering of cost at most a if and only if Gmh has a feasible
attack of cost at most a. Specifically, when a � mm1C1 (the infinity cost) we use the
trivial attack corresponding to the trivial cover which assigns B1 to each vertex in U .
When a � mm1, we use the trivial correspondence between a complete labeling and
a successful attack as laid out in the construction of the MIN-HACK instance.

5.1.6 Reducing PCP to MIN-HACK

In this section, we give a direct proof that MIN-HACK is not approximable to within
gc.n/ for any c < 1=2 by using a PCP characterization of NP with almost polyno-
mially small error probability [11]. This PCP characterization can be summarized
in the following theorem, which we quote from [12].

Theorem 5.4 (Dinur et al. [11]). Let c < 1=2 be arbitrary and D � log logc n.
Let ‰ D f§1; : : : ; §ng be a system of boolean constraints over variables
X D fx1; : : : ; xmg such that each constraint depends on D variables, and each

variable takes values in a field F of size O
�
2.log n/1�1=O.D/

�
. Then, it is NP-hard

to decide between the following two cases:
Yes: There is an assignment to the variables such that all §1; : : : ; §n are

satisfied.
No: No assignment can satisfy more than O.1/=jF j fraction of the §i .

The general strategy to prove a hardness result for MIN-HACK is to show that if
the MIN-HACK is approximable to within a certain ratio, then it is possible to dis-
tinguish between the YES and the NO instances of the boolean constraint satisfaction
problem mentioned in Theorem 5.4. The idea is to find a “gap-preserving” reduction
from ‰ to an instance of MIN-HACK. We shall follow the line of Dinur and Safra
[12]. The following reduction shows that the three problems MLCp, MMSA, and
MIN-HACK are closely related.

Suppose we are given an instance ‰ D f§1; : : : ; §ng as in Theorem 5.4 with
m variables X D fx1; : : : ; xmg. For each x 2 X , let ‰x denote the set of all con-
straints § which depend on x. For each constraint §j , let xj1

; : : : ; xjD
denote all

the variables that §j depends on.
An attack graph Gmh can be constructed with more or less the same format as

the reduction from MLC. Figures 12 and 13 are almost self-explanatory. The graph
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Satisfiability verification components

Assignment acquisition component

y1 y2 ynvs

(x1, a1)

(k, |Yx1|, 0)

(k, |Yxm|, 0)

(xm, a|   |)

vt

Fig. 12 Overview of the reduction from PCP to MIN-HACK

((xj1, r (xj1)), ¥, 0)

((xj2, r (xj2)), ¥, 0) ((xjD, r (xjD)), ¥, 0)

vj

Fig. 13 The satisfiability verification component for §j

Gmh has vs as the initially compromised vertex, vt the target vertex, and two types
of components: the assignment acquisition component and a series of satisfiability
verification components, one for each §j , 1 � j � n. (The edges or nodes with no
labels are dummy edges and nodes, with dummy keys and costs zeros.)

The assignment acquisition component consists of vertices of the form .xi ; al /,
for all xi 2 X and al 2 F . As usual, we use nodes’ labels to also denote the keys
the nodes have. To get the key .xi ; al /, the attacker has to pay the price of j‰xi

j.
In the satisfiability verification component for §j (see Fig. 13), there are a num-

ber of parallel paths, one for each assignment r W X ! F which satisfies §j . In
order to get through this verification component for §j , the attacker needs to have at
least one complete set of keys .xj1

; r.xj1
/; : : : ; xjD

; r.xjD
// for some assignment

r that satisfies §j .

Lemma 5.5 (Completeness). If ‰ is satisfiable, then there is a successful attack on
Gmh with cost nD.

Proof. Let r be some assignment which satisfies ‰. A successful attack can be
constructed by first grabbing all the keys .xi ; r.xi //, i D 1; : : : ; m. The total cost
of getting these keys is

Pm
iD1 j‰xi

j D nD; since each constraint is dependent on D

variables.
To get to vt , the attacker can then get through the components of the §j by

following the path corresponding to r in each §j . �
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Lemma 5.6 (Soundness). Consider any c < 1=2, and let g D gc.n/. If there is
a successful attack on Gmh with cost at most gnD, then there is an assignment
satisfying a 1=.2.2Dg/D/ fraction of constraints in ‰.

Proof. For each x 2 X , let

A.x/ D fa 2 F j the attacker visited node .x; a/g:

Note that visiting .x; a/ incurs a cost of j‰xj. Hence, the cost of the entire attack is

X

x2X

j‰xjjA.x/j � gnD: (6)

Consider the probability distribution on X where every elements of X are chosen by
first uniformly choose a constraint § at random, and then choose a variable x that §

depends on at random. The probability of picking a particular x is j‰x j
n

1
D
D j‰x j

nD
.

Hence, relation (6) implies

ExŒjA.x/j� D
X

x2X

j‰xj
nD
jA.x/j � g:

Call a variable x bad if jA.x/j > 2Dg. By Markov inequality,

Prob
x

ŒjA.x/j > 2Dg� � Prob
x

ŒjA.x/j > 2DExŒjA.x/j�� <
1

2D
:

In other words, the probability of hitting a bad variable in this distribution is at most
1=.2D/. We thus have

1

2D
> Prob

§2‰;x2§
Œx is bad�

D Prob
§2‰

Œ§ contains a bad variable� � Prob
x2§

Œx is bad j § contains a bad variable�

� Prob
§2‰

Œ§ contains a bad variable�
1

D

Consequently, at least half of the § contains no bad variable.
To this end, define a random assignment Nr W X ! F by assigning to x some

Nr.x/ 2 A.x/ uniformly. Since the attack was successful, for each §j , the attacker
must have gotten through one of the parallel paths in the verification component
for §j corresponding to some assignment r that satisfies §j . The probability that
r.x/ D Nr.x/ for all x 2 §j is

Q
x2§j

1
jA.x/j , which is at least 1=.2Dg/D for the

§j which do not contain bad variables. Combined with the fact that at least half of
the §j do not contain bad variables, we conclude that there is some assignment that
satisfies a 1=.2.2Dg/D/ fraction of ‰ as desired. �
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A PCP proof of Theorem 5.3. For any c < 1=2, we want to show that there is no
gc.n/ approximation for MIN-HACK, unless PDNP. Pick any c0 such that c <

c0 < 1=2. Pick D and F in Theorem 5.4 such that D D O.log logc0

n/ and jF j D
‚.gc0.n//. With these parameters, it is easy to see that 1=.2.2Dg/D/ > O.1/=jF j.

Consider the construction of Gmh described above. We will show that, if there is
a g-approximation algorithm for MIN-HACK, then the algorithm can also be used
to decide the YES and NO instances of the constraint satisfaction problem.

Given an instance ‰ of the constraint satisfaction problem. The strategy is to run
the g-approximation algorithm on the instance Gmh constructed from g and report
YES if the answer is at most gnD. Clearly, if ‰ is a yes-instance, then the answer is at
most gnD because, by the completeness lemma the optimal solution is at most nD.
On the other hand, by the soundness lemma the approximation algorithm returns
an answer at most gnD only when a fraction of >O.1/=jF j constraints of ‰ are
satisfied, implying ‰ is a yes instance. �

5.2 Threat Analysis Algorithms

We have proven that solving Min-Hack to optimality is very hard. In fact, even
approximating the optimal solution to a large factor is already very hard. How-
ever, it is possible to get an estimate of the optimal solution using heuristics.
We present a brute force algorithm along with a heuristic algorithm for the purposes
of comparison.

The brute force algorithm BRUTE-FORCE (see Table 2) generates all possible
permutations of attack sequences and finds the minimum cost among them. Without
loss of generality, let V0 D fv0g and Vs D fvsg. Given a set S , let PERMUTE(S )
signify the set of all possible permutations of elements of S without repetitions.
The running time of this algorithm is super-exponential, but it solves the Min-Hack
problem to optimality.

We now describe our polynomial-time heuristic called GREEDY–HEURISTIC

(see Table 3) which is based on the observation that a key sequence is structurally
a path from some initial vertex to a final target vertex with zero or more branches
from this backbone path, taken to collect additional keys. We use a greedy approach
with the all-pairs shortest path (APSP) as the core decision-making procedure. Given

Table 2 A brute force
algorithm to find cost of
optimal key sequence

.Brute-Force/.KG/

1 min cost 0

2 for each S 
 V � .V0

S
Vs/

3 do for each s 2 PERMUTE.S/

4 do cost ATTACK-COST.v0svs /

5 if cost < min cost
6 then min cost D cost
7 return min cost
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Table 3 A greedy heuristic to find cost of near-optimal key sequence

.Greedy-Heuristic/.KG/

1 S  V0

2 M  UPDATED-ADJ-MATRIX.KG;  .S//

3 A APSP.M /

4 min cost AŒv0; vs �

5 for round 1 to jV j
6 do
7 flag 0

8 for each vi 2 NEIGHBOR.S/

9 do vertex cost NEW-VERTEX-COST.vi /

10 M 0 UPDATED-ADJ-MATRIX.KG;  .S
S fvi g//

11 8vj 2 S; M 0Œvj ; vi � 0; M 0Œvi ; vj � 0

12 A0 APSP.M 0/

13 if .vertex cost C A0Œv0; vs �/ < min cost
14 then min cost vertex costC A0Œv0; vs �

15 new vertex vi

16 flag 1

17 if flag D 1

18 then
19 S  S

S fnew vertexg
20 else return min cost
21 return min cost

an n � n adjacency matrix of a graph G D .V; E/, the APSP algorithm computes
the all-pairs shortest path matrix, which gives the shortest path between any pair
of vertices in the graph G. However, we cannot use this algorithm directly since
the input that is available to us is a key challenge graph and not a weighted graph.
We now briefly describe the algorithm UPDATED-ADJ-MATRIX, which converts a
key challenge graph to a weighted graph. The main idea is that when an attacker
acquires a new key, then weights on all edges having this key in the corresponding
key challenge will reduce to the lower cost, otherwise they reduce to a higher cost.
GREEDY–HEURISTIC proceeds by evaluating which neighboring key if acquired
would give a shorter backbone path from the source vertex to the target vertex than
the one currently seen. After at most jV j rounds of decision-making, the algorithm
returns a cost which cannot be reduced further. Invocation of the APSP algorithm
inside the loop results in a worst case running time of O.n5/. An insight into the
algorithm is that we use both local (neighboring keys) and global (shortest path)
factors to find the approximate solution.

5.3 Algorithm Benchmarking

We have performed empirical evaluations to compare BRUTE-FORCE with GREEDY-
HEURISTIC. Our experiments were conducted on a Pentium 4/3GHz/1GB RAM
running RedHat Linux 9.1. Since the BRUTE-FORCE algorithm has a prohibitively
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Fig. 14 GREEDY-HEURISTIC vs BRUTE-FORCE: Minimum cost of an attack
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Fig. 15 GREEDY-HEURISTIC vs BRUTE-FORCE: Running time behavior

expensive running time, we have limited the size of the input to only 15 nodes.
Our test data set consists of 1,000 simulation runs, and each run generates a random
instance of a key challenge graph. We have compared the quality of the solutions
(see Fig. 14) computed by the two algorithms as well as their running times (see
Fig. 15).

When comparing the attack costs returned by the two algorithms, we have used
randomly generated key challenge graphs of exactly 15 nodes for all the 1,000 runs.
In Fig. 14, there are two distinct bands, a lower one which corresponds to the optimal
attack costs returned by BRUTE-FORCE and a higher one which represents the attack
costs returned by GREEDY–HEURISTIC. The gap is due to the inapproximability
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results as shown in Sect. 5. GREEDY-HEURISTIC worked very well when the final
attack sequence is very small (3–4 nodes), and this seems to be the best case sce-
nario for the heuristic algorithm. However, when the attack sequence is long (10–15
nodes), the heuristic produces a larger gap from the optimal solution. The explana-
tion we give for this observation is that longer the sequence, greater the chances that
the decision-making procedure will make errors which are compounded.

When comparing the running time, the 1,000 runs had a cross-section of vary-
ing graph sizes (3–20 nodes). The running time of the BRUTE-FORCE algorithm
becomes very large even for small values of 13–15. Clearly, this is the expected
behavior as the running time of this algorithm is O.nŠ/, which is worse than expo-
nential. On the other hand, the GREEDY-HEURISTIC has polynomial running times
for the same input. Even for graphs with a large number of nodes (200–300 nodes),
we have observed a running time of only a few minutes (15–20 min).

6 Related Work

Theoretical models allow inexpensive security analysis without real experiments or
implementation. Fault trees, privilege graphs, and attack graphs are the most rele-
vant modeling methodologies in the context of our work. We compare and contrast
against these techniques to put our work in perspective.

6.1 Formal Models

Fault trees [13] are the first generation of formal models primarily used for sys-
tem failure analysis. A fault tree is a logic (AND-OR) tree, where nodes are single
faults, edges define a combination of them, and probabilities over edges represent
the chance of their occurrence. While fault trees are suitable to model a disjunction
and conjunction of faults, they lack the expressive power to capture attacks.

The privilege graph, introduced by Dacier et al. [10] as an extension to Typed
Access Model (TAM), is a directed graph where each node represents a set of privi-
leges on sets of objects and each arc represents privilege escalation possibly through
an exploit. This model also uses a probabilistic metric corresponding to likelihoods
of attacks. However, determining these probabilities in a meaningfulway is far more
challenging that our approach which measures the effectiveness of access control
mechanisms. Ortalo et al. [26] describe an experimental evaluation of the privilege
graph framework under certain assumptions on the memory state of an attacker,
and their work did address a few insider attack scenarios, but their implementation
required a substantial effort.

Philips and Swiler [32] proposed the attack graph model, where nodes in the
graph represent the state of a network and edges represent steps in an attack.
Building and analyzing such a graph by hand is not practical, and instead, sev-
eral approaches have been proposed which use model-checking to automatically
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generate attack graphs [31]. Sheyner et al. [31] showed that model checking can be
used to automatically generate attack graphs. Their technique used a modified model
checker to extract all possible traces that lead to a successful compromise. Although
the process is automated, model-checking suffers from a well-known problem of
state explosion which is not easily solved, and these approaches are not suitable
even for networks of a reasonable size. In fact, their paper reports that even for a
small network and a few atomic attacks, attack graph generation took several hours.
In their followup paper [19], they performed minimization analyses to assist a secu-
rity analyst in deciding which minimal set of states should be eliminated to secure
the network. Ammann et al. [4] argued that modeling at granularity of atomic ac-
tions represents far more details than necessary for a security analyst; instead, they
use a higher level attribute based representation. Also, by relaxing the “undo” when
backtracking during graph traversal, a polynomial time vulnerability analysis algo-
rithm is presented. In our model, we also use a coarse grained representation, and
this translates to scalable model specification. On the other hand, since our model
is different from traditional attack graphs, the notion of successful attacks is not a
simple path.

Although in some respects, both privilege graphs and attack graphs appear sim-
ilar to our work, they are in fact closer to each other than our approach. A major
distinction arise in the details that are captured (see Table 1) and the nature of threat
analysis. For example, in their model, the difficulty attributed to edge traversal is a
static entity, while in our model, it is dynamic. Moreover, in both techniques, there is
the problem of exponential state explosion, whereas our approach generates models
which are polynomial-sized in the input network information. Also note that attacks
in our model can succeed without privilege escalation or the presence of vulnerabil-
ities, which is a distinct possibility for insider attacks.

State transition based approaches model penetrations and attacks as a series of
state transitions from some initially secure state to some compromised state. Porras
et al. [16, 29] proposed one of the earliest rule-based state transition approaches
for attack representation and detection. Petri nets [18, 22] are a formal model for
information flow. In this token-based model, there are two types of nodes: places and
transitions. Places contain tokens, and directed arcs connect places to transitions and
transitions to places as pre- and post-conditions to taking transitions. The position
of the tokens indicates a particular state of execution. Multiple tokens may exist
in the Petri net at any point in execution signifying that multiple states hold true.
This aspect of the Petri net is similar to our model, where an attacker may have
compromised multiple sub-targets.

6.2 Security Audit Tools

A multitude of commercial tools [17,24,30] are available which perform both host and
network level security assessment. The audit process involves performing a laundry
list of security checks and running exploits against known vulnerabilities. Since
real attacks are launched, they bear a strong resemblance to real-world scenarios.
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However, the coverage is limited to only known vulnerabilities. Automatically
running these tools only reveals superficial security problems, and it is difficult to
understand their overall impact. On the other hand, a detailed and thorough security
audit is often time-consuming and expensive.

6.3 Metrics

The efficacy of a model is severely limited if it does not support quantification.
Quantification allows an analyst to pose questions and obtain useful answers based
on which critical infrastructural decisions can be made. The crux of quantification
in most security mechanisms is not offering an absolute certainty of any given prop-
erty but rather making guarantees given some assumption of the system and/or the
attacker. Some research efforts have attempted to provide metrics in the context of
security.

Dacier et al. [10] defined a metric called mean effort to failure or METF on
attack state graphs. METF is based on associating transition probabilities on edges
of the attack state graph representing the likelihood of a given transition. Exploring
a particular path in the attack state graph gives the probability of occurrence of that
path. Probabilities are useful in capturing random events like faults, but deliberate
events, like attacks, can defy all probabilities. In our model, metrics are integer
values rather than probabilities. We associate an integer to estimate the resistance
offered by a security system to an attacker’s efforts.

Manadhata and Wing propose another metric [15] for evaluating the relative se-
curity of a system based on its attack surface. Again the system is modeled as a
state machine and the adversary’s goal as a state predicate. The point they make
in the paper is that security need not be measured absolutely; relative metrics are
effective too. Attack surfaces evaluate a relative comparison between different ver-
sions or flavors of the same system to determine if the attack surface of the system is
more exposed. Intuitively, the more exposed the attack surface of a system, the more
prone it is to attack. Similarly, in our model, we make relative guarantees rather than
absolute ones.

7 Conclusion And Future Work

Insider threat is a long standing security problem, but so far, without good tools
and techniques, there is little that could be done to counter the threat. In this pa-
per, we believe that we have made a significant advance by proposing a usable and
generic threat assessment model and showed its applications to some typical insider
threat scenarios. Indeed, we do not claim that our model is a replacement for all the
existing models, but that it occupies a certain niche and complements other models.
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We also believe that our modeling methodology is more generic than demonstrated
in this paper and may have an appeal beyond just insider threat.

Our future work involves developing automated tools around the modeling
methodology and algorithms developed in this paper to empower security analysts
with techniques to measure a threat which has otherwise not been possible.
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1 Introduction

Traditional intrusion detection systems (IDSs) focus on low-level attacks or anoma-
lies and raise alerts independently, though there may be logical connections between
them. In situations where there are intensive attacks, not only will actual alerts be
mixed with false alerts, but the amount of alerts will also become unmanageable.
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As a result, it is difficult for human users or intrusion response systems to under-
stand the alerts and take appropriate actions. Therefore, it is necessary to develop
techniques to construct attack scenarios (i.e., steps that attackers use in their attacks)
from alerts to facilitate intrusion analysis.

In this article, we summarize a series of research efforts aimed at addressing the
above problem [26–29]. These efforts start with an approach to constructing attack
scenarios based on prerequisites and consequences of attacks. Intuitively, the pre-
requisite of an attack is the necessary condition for the attack to be successful, while
the consequence of an attack is the possible outcome of the attack. For example, the
existence of a vulnerable service is the prerequisite of a remote buffer overflow at-
tack against the service, and as the consequence of the attack, the attacker may gain
access to the host. Accordingly, we correlate the alerts together when the attackers
launch some early attacks to prepare for the prerequisites of some later ones. For
example, if they use a UDP port scan to discover the vulnerable services, followed
by an attack against one of the services, we can correlate the corresponding alerts to-
gether. It is well-known that current IDSs often miss unknown attacks or variations
of known attacks. To tolerate missing detections, our method allows partial satis-
faction of prerequisites of an attack. In addition, our method allows flexible alert
aggregation and provides intuitive representations of correlated alerts.

We apply this alert correlation method to analyze real-world, intrusion inten-
sive data sets. In particular, we would like to see how well the alert correlation
method can help human users organize and understand intrusion alerts, especially
when IDSs report a large amount of alerts. We argue that this is a practical problem
that the intrusion detection community is facing. As indicated in [22], “encounter-
ing 10–20,000 alarms per sensor per day is common.” To facilitate the analysis of
large sets of correlated alerts, we develop several utilities (called alert aggregation
and disaggregation, focused analysis, clustering analysis, frequency analysis, link
analysis, and association analysis). These utilities are intended for human users to
analyze and understand the correlated alerts as well as the strategies behind them.

It is often desirable, and sometimes necessary, to understand attack strategies
in security applications such as computer forensics and intrusion responses. For
example, it is easier to predict an attacker’s next move, and decrease the damage
caused by intrusions, if the attack strategy is known during intrusion response. To
facilitate the extraction of attack strategies from intrusion alerts and complement
static vulnerability analysis techniques (e.g., [2, 17, 33, 35]), we develop techniques
to automatically learn attack strategies from intrusion alerts reported by IDSs. By
examining correlated intrusion alerts, our method extracts the constraints intrinsic
to the attack strategy automatically. Specifically, an attack strategy is represented as
a directed acyclic graph (DAG), which we call an attack strategy graph, with nodes
representing attacks, edges representing the (partial) temporal order of attacks, and
constraints on the nodes and edges. These constraints represent the conditions that
any attack instance must satisfy in order to use the strategy. To cope with variations
in attacks, we use generalization techniques to hide the differences not intrinsic to
the attack strategy. By controlling the degree of generalization, users may inspect
attack strategies at different levels of details.
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The remainder of this article is organized as follows. Section 2 presents our
formal framework for correlating alerts using prerequisites and consequences of at-
tacks. Section 3 describes several utilities for analyzing attack scenarios constructed
from large collections of alerts. Section 4 presents techniques to extract attack strate-
gies from correlated intrusion alerts. Section 5 discusses related work. Section 6
concludes this article and points out some future research directions.

2 Correlating Intrusion Alerts Based on Prerequisites
and Consequences of Attacks

Our method for alert correlation is based on the observation that in a series of at-
tacks the attacks are usually not isolated, but related as different stages of the attack
sequence, with the early ones preparing for the later ones. To take advantage of this
observation, we propose to correlate the alerts generated by IDSs using prerequi-
sites and consequences of the corresponding attacks. Intuitively, the prerequisite of
an attack is the necessary condition for the attack to be successful. For example,
the existence of a vulnerable service is a prerequisite for a remote buffer overflow
attack against the service. Moreover, the attacker may make progress in gaining ac-
cess to the victim system (e.g., discover the vulnerable services, install a Trojan
horse program) as a result of an attack. Informally, we call the possible outcome of
an attack the (possible) consequence of the attack. In a series of attacks where the
attackers launch earlier attacks to prepare for later ones, there are usually strong con-
nections between the consequences of the earlier attacks and the prerequisites of the
later ones. Indeed, if an earlier attack is to prepare for a later attack, the consequence
of the earlier attack should at least partly satisfy the prerequisite of the later attack.

Accordingly, we identify the prerequisites (e.g., existence of vulnerable services)
and the consequences (e.g., discovery of vulnerable services) of each type of at-
tack. These are then used to correlate alerts, which are attacks detected by IDSs, by
matching the consequences of (the attacks corresponding to) some previous alerts
and the prerequisites of (the attacks corresponding to) some later ones. For example,
if we find a Sadmind Ping followed by a buffer overflow attack against the corre-
sponding Sadmind service, we can correlate them to be parts of the same series of
attacks. In other words, we model the knowledge (or state) of attackers in terms of
individual attacks, and correlate alerts if they indicate the progress of attacks.

Note that an attacker does not have to perform early attacks to prepare for a
later attack, even though the later attack has certain prerequisites. For example, an
attacker may launch an individual buffer overflow attack against a service blindly,
without knowing if the service exists. In other words, the prerequisite of an attack
should not be mistaken for the necessary existence of an earlier attack. However,
if the attacker does launch attacks with earlier ones preparing for later ones, our
method can correlate them, provided that the attacks are detected by IDSs.

In the following subsections, we adopt a formal approach to develop our alert
correlation method.
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2.1 Prerequisite and Consequence of Attacks

We propose to use predicates as basic constructs to represent the prerequisites
and (possible) consequences of attacks. For example, a scanning attack may dis-
cover UDP services vulnerable to a certain buffer overflow attack. We can use the
predicate UDPVulnerableToBOF (VictimIP, VictimPort) to represent the attacker’s
discovery (i.e., the consequence of the attack) that the host having the IP address
VictimIP runs a service (e.g., sadmind) at UDP port VictimPort and that the service
is vulnerable to the buffer overflow attack. Similarly, if an attack requires a UDP
service vulnerable to the buffer overflow attack, we can use the same predicate to
represent the prerequisite.

Some attacks may require several conditions be satisfied at the same time in
order to be successful. To represent such complex conditions, we use a logical
combination of predicates to describe the prerequisite of an attack. For example,
a certain network launched buffer overflow attack may require that the target host
has a vulnerable UDP service accessible to the attacker through the firewall. This
prerequisite can be represented by UDPVulnerableToBOF (VictimIP, VictimPort) ^
UDPAccessibleViaFirewall (VictimIP, VictimPort). To simplify the following dis-
cussion, we restrict the logical operators in predicates to ^ (conjunction) and _
(disjunction).

We also use a set of predicates to represent the (possible) consequence of an
attack. For example, an attack may result in compromise of the root privilege as
well as modification of the .rhost file. Thus, we may use the following to repre-
sent the corresponding consequence: fGainRootAccess (VictimIP), rhostModified
(VictimIP)g. Note that the set of predicates used to represent the consequence is
essentially the logical combination of these predicates and can be represented by a
single logical formula. However, representing the consequence as a set of predicates
rather than a long formula is more convenient and will be used here.

2.2 Hyper-Alert Type and Hyper-Alert

Using predicates as the basic construct, we introduce the notion of a hyper-alert type
to represent the prerequisite and the consequence of each type of alert.

Definition 1. A hyper-alert type T is a triple (fact, prerequisite, consequence),
where (1) fact is a set of attribute names, each with an associated domain of val-
ues, (2) prerequisite is a logical combination of predicates whose free variables are
all in fact, and (3) consequence is a set of predicates such that all the free variables
in consequence are in fact.

Each hyper-alert type encodes the knowledge about a type of attack. The com-
ponent fact of a hyper-alert type tells what kind of information is reported along
with the alert (i.e., detected attack), prerequisite specifies what must be true in order
for the attack to be successful, and consequence describes what could be true if the
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attack indeed succeeds. For the sake of brevity, we omit the domains associated with
the attribute names when they are clear from the context.

Example 1. Consider the buffer overflow attack against the sadmind remote ad-
ministration tool. We may have a hyper-alert type SadmindBufferOverflow D
(fVictimIP, VictimPortg, ExistHost (VictimIP) ^ VulnerableSadmind (VictimIP),
fGainRootAccess(VictimIP)g) for such attacks. Intuitively, this hyper-alert type says
that such an attack is against the host at IP address VictimIP. (We expect the actual
values of VictimIP are reported by an IDS.) For the attack to be successful, there
must exist a host at IP address VictimIP, and the corresponding sadmind service
must be vulnerable to buffer overflow attacks. The attacker may gain root privilege
as a result of the attack.

Given a hyper-alert type, a hyper-alert instance can be generated if the corre-
sponding attack is detected and reported by an IDS. For example, we can generate
a hyper-alert instance of type SadmindBufferOverflow from a corresponding alert.
The notion of hyper-alert instance is formally defined as follows:

Definition 2. Given a hyper-alert type TD (fact, prerequisite, consequence), a
hyper-alert (instance) h of type T is a finite set of tuples on fact, where each tuple
is associated with an interval-based timestamp [begin time, end time]. The hyper-
alert h implies that prerequisite must evaluate to True and all the predicates in
consequence might evaluate to True for each of the tuples. (Notation-wise, for each
tuple t in h, we use t:begin time and t:end time to refer to the timestamp associated
with t .)

The fact component of a hyper-alert type is essentially a relation schema (as in
relational databases), and a hyper-alert is a relation instance of this schema. One
may point out that an alternative way is to represent a hyper-alert as a record, which
is equivalent to a single tuple on fact. However, such an alternative cannot accom-
modate certain alerts possibly reported by an IDS. For example, an IDS may report
an IPSweep attack along with multiple swept IP addresses, which cannot be rep-
resented as a single record. In addition, our current formalism allows aggregation
of alerts of the same type and is flexible in reasoning about alerts. Therefore, we
believe the current notion of a hyper-alert is an appropriate choice.

A hyper-alert instantiates its prerequisite and consequence by replacing the free
variables in prerequisite and consequence with its specific values. Since all free
variables in prerequisite and consequence must appear in fact in a hyper-alert type,
the instantiated prerequisite and consequence will have no free variables. Note that
prerequisite and consequence can be instantiated multiple times if fact consists of
multiple tuples. For example, if an IPSweep attack involves several IP addresses,
the prerequisite and consequence of the corresponding hyper-alert type will be in-
stantiated for each of these addresses.

In the following, we treat timestamps implicitly and omit them if they are not
necessary for our discussion.
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Example 2. Consider the hyper-alert type SadmindBufferOverflow discussed in
Example 1. There may be a hyper-alert hSadmindBOF as follows: f(VictimIPD
152.1.19.5, VictimPortD 1235), (VictimIPD 152.1.19.7, VictimPortD 1235)g. This
implies that if the attack is successful, the following two logical formulas must be
True as the prerequisites of the attack: ExistHost (152.1.19.5)^ VulnerableSadmind
(152.1.19.5), ExistHost (152.1.19.7)^ VulnerableSadmind (152.1.19.7). Moreover,
as possible consequences of the attack, the following might be True: GainRootAc-
cess (152.1.19.5), GainRootAccess (152.1.19.7). This hyper-alert says that there are
buffer overflow attacks against sadmind at IP addresses 152.1.19.5 and 152.1.19.7,
and the attacker may gain root access as a result of the attacks.

A hyper-alert may correspond to one or several related alerts. If an IDS reports
one alert for a certain attack and the alert has all the information needed to instantiate
a hyper-alert, a hyper-alert can be generated from the alert. However, some IDSs
may report a series of alerts for a single attack. For example, EMERALD [31] may
report several alerts (within the same thread) related to an attack that spreads over a
period of time. In this case, a hyper-alert may correspond to the aggregation of all the
related alerts. Moreover, several alerts may be reported for the same type of attack
in a short period of time. Our definition of hyper-alert allows them to be treated as
one hyper-alert and thus provides flexibility in the reasoning about alerts. Certain
constraints are necessary to make sure the hyper-alerts are reasonable. However,
since our hyper-alert correlation method does not depend on them directly, we will
discuss them after introducing our method.

Ideally, we may correlate a set of hyper-alerts with a later hyper-alert if the con-
sequences of the former ones imply the prerequisite of the latter one. However, such
an approach may not work in reality due to several reasons. First, the attacker may
not always prepare for certain attacks by launching some other attacks. For exam-
ple, the attacker may learn a vulnerable sadmind service by talking to people who
work in the organization where the system is running. Second, the current IDSs may
miss some attacks, and thus affect the alert correlation if the above approach is used.
Third, due to the combinatorial nature of the aforementioned approach, it is compu-
tationally expensive to examine sets of alerts to find out whether their consequences
imply the prerequisite of an alert.

Having considered these issues, we adopt an alternative approach. Instead of
examining if several hyper-alerts imply the prerequisite of a later one, we check
if an earlier hyper-alert contributes to the prerequisite of a later one. Specifically,
we decompose the prerequisite of a hyper-alert into individual predicates and test
whether the consequence of an earlier hyper-alert makes some of the prerequisites
True (i.e., make the prerequisite easier to satisfy). If the result is yes, then we corre-
late the hyper-alerts together. This idea is specified formally through the following
definitions.

Definition 3. Consider a hyper-alert type TD (fact, prerequisite, consequence). The
prerequisite set (or consequence set, resp.) of T , denoted P.T / (or C.T /, resp.), is
the set of all predicates that appear in prerequisite (or consequence, resp.). Given a
hyper-alert instance h of type T , the prerequisite set (or consequence set, resp.) of h,
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denoted P.h/ (or C.h/, resp.), is the set of predicates in P.T / (or C.T /, resp.)
whose arguments are replaced with the corresponding attribute values of each tu-
ple in h. Each element in P.h/ (or C.h/, resp.) is associated with the timestamp
of the corresponding tuple in h. (Notation-wise, for each p 2 P.h/ (or C.h/,
resp.), we use p:begin time and p:end time to refer to the timestamp associated
with p.

Example 3. Consider the Sadmind Ping attack through which an attacker discov-
ers possibly vulnerable sadmind services. The corresponding alerts can be rep-
resented by a hyper-alert type SadmindPingD (fVictimIP, VictimPortg, fExistHost
(VictimIP)g, fVulnerableSadmind (VictimIP)g).

Suppose a hyper-alert instance hSadmindPing of type SadmindPing has the follow-
ing tuples: f(VictimIPD 152.1.19.5, VictimPortD 1235), (VictimIPD 152.1.19.7,
VictimPortD 1235), (VictimIPD 152.1.19.9, VictimPortD 1235)g. Then, we
have the prerequisite set P.hSadmindPing/ D fExistHost (152.1.19.5), ExistHost
(152.1.19.7), ExistHost (152.1.19.9)g, and the consequence set C.hSadmindPing/ D
fVulnerableSadmind (152.1.19.5), VulnerableSadmind (152.1.19.7), Vulnerable-
Sadmind (152.1.19.9)g.
Example 4. Consider the hyper-alert hSadmindBOF in Example 2. The prerequi-
site set of hSadmindBOF is P.hSadmindBOF / D fExistHost (152.1.19.5), ExistHost
(152.1.19.7), VulnerableSadmind (152.1.19.5), VulnerableSadmind (152.1.19.7)g,
and the consequence set is C.hSadmindBOF/ D fGainRootAccess (152.1.19.5), Gain-
RootAccess (152.1.19.7)g.
Definition 4. Hyper-alert h1 prepares for hyper-alert h2, if there exist p 2 P.h2/

and C � C.h1/ such that for all c 2 C , c:end time < p:begin time and the con-
junction of all the predicates in C implies p.

The prepare-for relation is developed to capture the causal relationships between
hyper-alerts. Intuitively, h1 prepares for h2 if some attacks represented by h1 make
the attacks represented by h2 easier to succeed.

Example 5. Let us continue Examples 3 and 4. Assume that all tuples in hSadmindPing

have timestamps earlier than every tuple in hSadmindBOF . By comparing the contents
of C.hSadmindPing/ and P.hSadmindBOF/, it is clear the instantiated predicate Vulnera-
bleSadmind (152.1.19.5) (among others) in P.hSadmindBOF/ is also in C.hSadmindPing/.
Thus, hSadmindPing prepares for, and should be correlated with hSadmindBOF.

Given a sequence S of hyper-alerts, a hyper-alert h in S is a correlated hyper-
alert, if there exists another hyper-alert h0 in S such that either h prepares for h0 or
h0 prepares for h. If no such h0 exists, h is called an isolated hyper-alert. The goal
of the correlation process is to discover all pairs of hyper-alerts h1 and h2 in S such
that h1 prepares for h2.

The prepare-for relation between hyper-alerts provides a natural way to repre-
sent the causal relationship between correlated hyper-alerts. In the following, we
introduce the notion of a hyper-alert correlation graph to represent attack scenarios
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on the basis of the prepare-for relation. As we will see, the hyper-alert correlation
graph reflects the high-level strategies or logical steps behind a sequence of attacks.

Definition 5. A hyper-alert correlation graph HG D (N , E) is a connected DAG,
where the set N of nodes is a set of hyper-alerts, and for each pair of nodes n1;

n2 2 N , there is an edge from n1 to n2 in E if and only if n1 prepares for n2.

The hyper-alert correlation graph is not only an intuitive way to represent at-
tack scenarios constructed through alert correlation but also reveals opportunities to
improve intrusion detection. First, the hyper-alert correlation graph can potentially
reveal the intrusion strategies behind the attacks and thus lead to better understand-
ing of the attacker’s intention. Second, assuming some attackers exhibit patterns in
their attack strategies, we can use the hyper-alert correlation graph to profile previ-
ous attacks and thus identify on-going attacks by matching to the profiles. A partial
match to a profile may indicate attacks possibly missed by the IDSs, and thus lead
to human investigation and improvement of the IDSs. Nevertheless, additional re-
search is necessary to demonstrate the usefulness of hyper-alert correlation graphs
for this purpose.

Figure 1 shows a hyper-alert correlation graph discovered in our experiments
[27]. Each node in Fig. 1 represents a hyper-alert. The text inside the node is the
name of the hyper-alert type followed by the hyper-alert ID. (We will follow this
convention for all the hyper-alert correlation graphs.)

The hyper-alerts can be divided into five stages horizontally. The first stage con-
sists of three Sadmind Ping alerts, which the attacker used to find out the vulnerable
Sadmind services. The three alerts are from source IP address 202.077.162.213, and
to destination IP addresses172.016.112.010,172.016.115.020, and172.016.112.050,
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Fig. 1 A hyper-alert correlation graph discovered in our experiments
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respectively. The second stage consists of fourteen Sadmind Amslverify Overflow
alerts. According to the description of the attack scenario, the attacker tried three
different stack pointers and two commands in Sadmind Amslverify Overflow attacks
for each victim host until one attempt succeeded. All the above three hosts were
successfully broken into. The third stage consists of some Rsh alerts, with which
the attacker installed and started the mstream daemon and master programs. The
fourth stage consists of alerts corresponding to the communications between the
DDOS master and daemon programs. Finally, the last stage consists of the DDOS
attack. We can see clearly that the hyper-alert correlation graph reveals the structure
as well as the high-level strategy of the sequence of attacks.

To better understand the effectiveness of our method, we examine the complete-
ness and the soundness of alert correlation. The completeness of alert correlation
assesses how well we can correlate related alerts together, while the soundness eval-
uates how correctly the alerts are correlated. Figure 2 shows the completeness and
the soundness measures computed in our experiments [27]. We also examine the ef-
fect of alert correlation in differentiating true and false alerts. Figures 3 and 4 show

Fig. 2 Completeness and soundness

Fig. 3 False alert rate
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Fig. 4 Detection rate

the false alert rate and the detection rate before and after alert correlation. We can
see a significant reduction in false alert rate but a slight reduction in detection rate
after correlation.

3 Analyzing Intensive Alerts

Our initial experiments demonstrate that the alert correlation method is effective
in analyzing small sets of alerts. However, our experience with intrusion intensive
datasets (e.g., the DEFCON 8 CTF dataset [10]) has revealed several problems.

First, let us consider the following scenario. Suppose an IDS detected an Sad-
mindPing attack, which discovered the vulnerable Sadmind service on host V, and
later an SadmindBufferOverlfow attack against the Sadmind service. Assuming that
they were launched from different hosts, should we correlate them? On the one hand,
it is possible that one or two attackers coordinated these two attacks from two differ-
ent hosts, trying to avoid being correlated. On the other hand, it is also possible that
these attacks belonged to two separate attempts. Such a scenario clearly introduces a
dilemma, especially when there are a large number of alerts. One may suggest to use
time to solve this problem. For example, we may correlate the aforementioned at-
tacks if they happened within t seconds. However, knowing this method, an attacker
may introduce delays between attacks to bypass correlation.

The second problem is the overwhelming information encoded by hyper-alert
correlation graphs when intensive attacks trigger a large amount of alerts. Our ini-
tial attempt to correlate the alerts generated for the DEFCON 8 CTF dataset [10]
resulted in 450 hyper-alert correlation graphs, among which the largest hyper-alert
correlation graph consists of 2,940 nodes and 25,321 edges even if the transitive
edges are removed. Such a graph is clearly too big for a human user to comprehend
in a short period of time. Although the DEFCON 8 dataset involves intensive attacks
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not usually seen in normal network traffic, the actual experience of intrusion detec-
tion practitioners indicates that “encountering 10–20,000 alarms per sensor per day
is common [22].” Thus, it is necessary to develop techniques or tools to deal with
the overwhelming information.

In this section, we develop a set of utilities to at least partially address these prob-
lems. These utilities are provided for human analysts to examine different aspects
of (correlated) alerts efficiently. Though they cannot fully solve the first problem,
these utilities can help analysts get as much information as possible and make the
best judgment. To address the second problem, some of the utilities are designed to
narrow down the scope of alerts being analyzed or reduce the complexity of hyper-
alert correlation graphs. These utilities are then integrated into one system (which
we will present in the next section), which provides human analysts a platform to
examine correlated intrusion alerts interactively and progressively.

Each utility takes a set of hyper-alerts as input. Depending on the output, these
utilities can be divided into two classes: hyper-alert generating utilities and fea-
ture extraction utilities. A hyper-alert generating utility outputs one or multiple
sets of hyper-alerts, while a feature extraction utility only outputs the properties
of the input hyper-alerts. We have developed six utilities, including alert aggrega-
tion/disaggregation, focused analysis, clustering analysis, frequency analysis, link
analysis, and association analysis. The first three utilities are hyper-alert generating
utilities, while the last three are feature extraction utilities.

3.1 Alert Aggregation and Disaggregation

The goal of alert aggregation is to reduce the complexity of hyper-alert correlation
graphs without sacrificing the structures of the attack scenarios; it allows analysts
to get concise views of correlated alerts. For this reason, we also refer to alert ag-
gregation as graph reduction. Alert disaggregation allows analysts to selectively
disaggregate certain aggregated alerts, thus providing the ability to examine the de-
tails of select aggregated alerts.

3.1.1 Alert Aggregation

As discussed earlier, the difficulty of understanding a large hyper-alert correlation
graph is mainly due to the large numbers of nodes and edges in the graph. Thus, a
natural way to reduce the complexity of a large hyper-alert correlation graph is to
reduce the number of nodes and edges. However, to make the reduced graph useful,
any reasonable reduction should maintain the structure of the corresponding attacks.

We propose to aggregate hyper-alerts of the same type to reduce the num-
ber of nodes in a hyper-alert correlation graph. Due to the flexible definition of
hyper-alerts, the result of hyper-alert aggregation will remain valid hyper-alerts. For
example, in Fig. 5, hyper-alerts 67432, 67434, 67436, and 67440 are all instances of
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Fig. 6 A hyper-alert correlation graph reduced from Fig. 5

hyper-alert type Sadmind Amslverify Overflow. Thus, we may aggregate them into
one hyper-alert. As another example, hyper-alerts 67558, 67559, 67560, and 67553
are all instances of Rsh, and can be aggregated into a single hyper-alert.

Edges are reduced along with the aggregation of hyper-alerts. In Fig. 5, the
edges between the Rsh hyper-alerts are subsumed into the aggregated hyper-
alert, while the edges between the Sadmind Ping hyper-alert and the four
Sadmind Amslverify Overflow hyper-alerts are merged into a single edge. As a
result, we have a reduced hyper-alert correlation graph as shown in Fig. 6.

Reduction of a hyper-alert correlation graph may lose information contained in
the original graph. Indeed, hyper-alerts that are of the same type but belong to dif-
ferent sequences of attacks may be aggregated and thus provide overly simplified
results. Nevertheless, our goal is to lose as little information about the structure of
attacks as possible.

Depending on the actual alerts, the reduction of a hyper-alert correlation graph
may be less simplified so that there is too much detail in the resulting graph, or
overly simplified so that some structures are hidden. We would like to give a human
user more control over the graph reduction process.

We allow hyper-alert aggregation only when the resulting hyper-alerts satisfy an
interval constraint of a given threshold I . Intuitively, we allow hyper-alerts to be
aggregated only when they are close to each other in time. The larger a threshold I

is, the more a hyper-alert correlation graph can be reduced. By adjusting the interval
threshold, a user can control the degree to which a hyper-alert correlation graph is
reduced.

Though simply aggregating the same type of hyper-alerts can simplify complex
hyper-alert correlation graphs and thus improve their readability, one problem still
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Fig. 7 An example abstraction hierarchy of hyper-alert types

remains. That is, there may be many types of alerts in a hyper-alert correlation graph.
One incentive to have many types of alerts is to allow fine-grained names for differ-
ent types of alerts and thus to keep more semantics along with the alerts. However,
a reduced hyper-alert correlation graph may still have too many nodes and remain
difficult to understand.

To allow further reduction of hyper-alert correlation graphs, we extend the
above aggregation by combining abstraction with interval constraints. Specifically,
we generalize each hyper-alert type to a more abstract one. For example, Re-
alSecure Network Sensor 7.0 may raise two types of alerts for mstream zombie
activities: Mstream Zombie Request and Mstream Zombie Response alerts, which
represent the request sent from an mstream master program to an mstream zom-
bie program and the response, respectively. We may abstract both of them into
one type of Mstream Zombie alerts. Abstraction may be performed hierarchically
so that there are different levels of abstractions. For example, we may generalize
Mstream Zombie and Trinoo Daemon into a type of DDoS Daemon alert. We as-
sign an abstraction level to each (abstract) hyper-alert type to reflect the degree of
abstraction. Figure 7 shows the abstraction hierarchy for this example.

3.1.2 Alert Disaggregation

Alert aggregation controlled by interval constraints and abstraction hierarchies of
hyper-alert types can reduce the size of hyper-alert graphs and present concise views
of correlated alerts. However, some details of the correlated alerts and the prepare-
for relations are hidden in the aggregated alerts. Alert disaggregation provides a
way to examine additional details of certain aggregated hyper-alerts in the context
of reduced hyper-alert correlation graphs.

Similar to alert aggregation, alert disaggregation is also performed in terms
of interval constraints and abstraction hierarchies. Specifically, given an aggre-
gated hyper-alert, we may specify an interval threshold smaller than the one
used for aggregation and/or an abstraction level lower than the one used for the
aggregated hyper-alert, so that this aggregated hyper-alert is divided into multi-
ple finer-grained hyper-alerts. For example, we may choose to disaggregate an
Mstream Zombie hyper-alert to level 3 abstraction according to the abstraction
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hierarchy in Fig. 7. As a result, all the raw alerts that constitute the original
Mstream Zombie will be regrouped and re-aggregated based on their finer types
(Mstream Zombie Request or Mstream Zombie Response), resulting in two hyper-
alerts. In some sense, alert disaggregation is a re-application of a smaller interval
constraint threshold and a lower-level abstraction level to the raw alerts that consti-
tute the select aggregated alert.

One way to effectively use alert aggregation/disaggregation is to use large enough
interval constraint threshold and the highest abstraction level for all hyper-alerts
when performing alert aggregation for the first time. This will result in concise
hyper-alert correlation graphs. After getting the high-level idea of the alerts in the
hyper-alert correlation graphs, we may select hyper-alerts in the graph and dis-
aggregate them by reducing their abstraction levels and/or the interval constraint
threshold. This will regenerate the hyper-alert correlation graphs in a finer granu-
larity for selected hyper-alerts. As a result, different levels of abstractions can be
used for different hyper-alerts in the same hyper-alert correlation graph. Moreover,
this also implies that the abstraction levels assigned to hyper-alert types have little
impact on the analysis results.

3.2 Focused Analysis

Focused analysis is to help an analyst focus on the hyper-alerts in which he or she
is interested. In particular, this may generate hyper-alert correlation graphs much
smaller and more comprehensible than the original ones.

Focused analysis is implemented on the basis of focusing constraints. A focusing
constraint is a logical combination of comparisons between attribute names and
constants. (In our work, we restrict logical operations to AND (^), OR (_), and NOT
(:).) For example, we may have a focusing constraint SrcIP D 129:174:142:2 _
DestIP D 129:174:142:2. We say a focusing constraint Cf is enforceable w.r.t. a
hyper-alert type T , if when we represent Cf in a disjunctive normal form, at least
for one disjunct Cf i , all the attribute names in Cf i appear in T . For example, the
above focusing constraint is enforceable w.r.t. T D .fSrcIP; SrcPortg; NULL;;/, but
not w.r.t. T 0 D .fVictimIP; VictimPortg; NULL;;/. Intuitively, a focusing constraint
is enforceable w.r.t. T if it can be evaluated using a hyper-alert instance of type T .

We may evaluate a focusing constraint Cf with a hyper-alert h if Cf is en-
forceable w.r.t. the type of h. A focusing constraint Cf evaluates to True for
h if there exists a tuple t 2 h such that Cf is True with the attribute names
replaced with the values of the corresponding attributes of t ; otherwise, Cf eval-
uates to False. For example, consider the aforementioned focusing constraint Cf ,
which is SrcIP D 129:174:142:2 _ DestIP D 129:174:142:2, and a hyper-alert
h D f.SrcIP D 129:174:142:2; SrcPort D 80/g, we can easily have that Cf D True
for h.

The idea of focused analysis is quite simple: we only analyze the hyper-alerts
with which a focusing constraint evaluates to True. In other words, we would
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like to filter out irrelevant hyper-alerts and concentrate on analyzing the remain-
ing hyper-alerts. We are particularly interested in applying focusing constraints to
atomic hyper-alerts, i.e., hyper-alerts with only one tuple. In our framework, atomic
hyper-alerts correspond to the alerts reported by an IDS directly.

Focused analysis is particularly useful when we have certain knowledge of the
alerts, the systems being protected, or the attacking computers. For example, if we
are interested in the attacks against a critical server with IP address Server IP, we
may perform a focused analysis using DestIPD Server IP. However, focused anal-
ysis cannot take advantage of the intrinsic relationship among the hyper-alerts (e.g.,
hyper-alerts having the same IP address). In the following, we introduce the third
utility, clustering analysis, to fill in this gap.

3.3 Clustering Analysis

Intuitively, clustering analysis is to partition a set of hyper-alerts into different
groups so that the hyper-alerts in each group share certain common features. As
a special case, we refer to the clustering analysis applied to a hyper-alert correla-
tion graph as graph decomposition, since this operation will decompose the original
correlation graphs into subgraphs on the basis of the clusters.

We use a clustering constraint to specify the “common features” for clustering
hyper-alerts. Given two sets of attribute names A1 and A2, a clustering constraint
Cc.A1; A2/ is a logical combination of comparisons between constants and at-
tribute names in A1 and A2. (In our work, we restrict logical operations to AND
(^), OR (_), and NOT (:).) A clustering constraint is a constraint for two hyper-
alerts; the attribute sets A1 and A2 identify the attributes from the two hyper-alerts.
For example, we may have two sets of attribute names A1 D fSrcIP; DestIPg and
A2 D fSrcIP; DestIPg, and Cc.A1; A2/ D .A1:SrcIP D A2:SrcIP/^ .A1:DestIP D
A2:DestIP/. Intuitively, this is to say two hyper-alerts should remain in the same
cluster if they have the same source and destination IP addresses.

A clustering constraint Cc.A1; A2/ is enforceable w.r.t. hyper-alert types T1 and
T2 if when we represent Cc.A1; A2/ in a disjunctive normal form, at least for one
disjunct Cci , all the attribute names in A1 appear in T1 and all the attribute names in
A2 appear in T2. For example, the above clustering constraint is enforceable w.r.t.
T1 and T2 if both of them have SrcIP and DestIP in the fact component. Intuitively,
a clustering constraint is enforceable w.r.t. T1 and T2 if it can be evaluated using
two hyper-alerts of types T1 and T2, respectively.

If a clustering constraint Cc.A1; A2/ is enforceable w.r.t. T1 and T2, we can
evaluate it with two hyper-alerts h1 and h2 that are of type T1 and T2, respec-
tively. A clustering constraint Cc.A1; A2/ evaluates to True for h1 and h2 if there
exists a tuple t1 2 h1 and t2 2 h2 such that Cc.A1; A2/ is True with the attribute
names in A1 and A2 replaced with the values of the corresponding attributes of t1
and t2, respectively; otherwise, Cc.A1; A2/ evaluates to False. For example, con-
sider the clustering constraint Cc.A1; A2/: .A1:SrcIP D A2:SrcIP/^.A1:DestIP D
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A2:DestIP/, and hyper-alerts h1 D f.SrcIP D 129:174:142:2; SrcPort D 1234;

DestIP D 152:1:14:5; DestPort D 80/g, h2 D f.SrcIP D 129:174:142:2;

SrcPort D 65333; DestIP D 152:1:14:5; DestPort D 23/g, we can easily have
that Cc.A1; A2/ D True for h1 and h2. For brevity, we write Cc.h1; h2/ D True if
Cc.A1; A2/ D True for h1 and h2.

Our clustering method is very simple, with a user-specified clustering constraint
Cc.A1; A2/. Two hyper-alerts h1 and h2 are in the same cluster if Cc.A1; A2/

evaluates to True for h1 and h2 (or h2 and h1). Note that Cc.h1; h2/ implies that
h1 and h2 are in the same cluster, but the reverse is not true. This is because
Cc.h1; h2/^Cc.h2; h3/ (i.e., h1, h2, and h3 are in the same cluster) implies neither
Cc.h1; h3/ nor Cc.h3; h1/.

3.4 Frequency Analysis

Frequency analysis is developed to help an analyst identify patterns in a collection
of alerts by counting the number of raw alerts that share some common features.
Similar to clustering analysis, frequency analysis partitions the input collection of
hyper-alerts. For example, an analyst may count the number of raw alerts that share
the same destination IP address to find the most frequently hit target. For conve-
nience, we reuse the notion of clustering constraints to specify the clusters.

Frequency analysis can be applied in both count mode and weighted analysis
mode. In count mode, frequency analysis simply counts the number of raw intrusion
alerts that fall into the same cluster, while in weighted analysis mode, it adds all the
values of a given numerical attribute (called the weight attribute) of all the alerts in
the same cluster. As an example of frequency analysis in weighted analysis mode,
an analyst may use the priority of an alert type as the weight attribute, and learn the
weighted frequency of alerts for all destination IP addresses.

For convenience reasons, frequency analysis automatically ranks the clusters as-
cendantly or descendantly in terms of the results. A filter which specifies a range
of frequency values may be applied optionally so that only results that fall into this
range are returned to the analyst.

The frequency analysis utility is conceptually equivalent to applying clustering
analysis followed by a simple counting or summing for each of the clusters. How-
ever, since frequency analysis is developed for interactive analysis, it is much more
convenient for an analyst if there is a utility combining these operations together,
especially when not all the clusters need to be reported to the analyst.

3.5 Link Analysis

Link analysis is intended to analyze the connection between entities represented
by categorical attribute values. Examples include how two IP addresses are related
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to each other in a collection of alerts, and how IP addresses are connected to the
alert types. Though link analysis takes a collection of hyper-alerts as input, it indeed
analyzes the raw intrusion alerts corresponding to these hyper-alerts. Link analysis
can identify candidate attribute values, evaluate their importance according to a user-
defined metric and rank them accordingly.

Link analysis takes at least two categorical attributes, A1 and A2 (e.g., source
IP and destination IP), as parameters. Similar to frequency analysis, link analysis
may be used in count mode or weighted analysis mode. In the latter case, link anal-
ysis needs an additional weight attribute with a numerical domain. For each pair of
attribute values .A1 D a1; A2 D a2/, link analysis with categorical attributes A1

and A2 counts the number of all the alerts that have A1 D a1 and A2 D a2 in
count mode, or summarize the weight attribute values of these alerts in weighted
analysis mode.

Given a link analysis with categorical attributes A1 and A2 over a collection
of hyper-alerts, or equivalently, the corresponding set of raw intrusion alerts, we
call each pair of attribute values a link involving attributes A1 and A2, denoted
.A1 D a1; A2 D a2/. We then define the weight of a link .A1 D a1; A2 D a2/ as
the number of alerts that have A1 D a1 and A2 D a2 in count mode, or the sum
of the corresponding weight attribute values in weighted analysis mode. The weight
of an attribute value is then the sum of the weights of the links involving the value.
Specifically, the weight of A1 D a1 is the sum of the weights of all links that have
a1 as the value of A1, while the weight of A2 D a2 is the sum of the weights of all
links that have a2 as the value of A2.

Link analysis has two variations, dual-domain link analysis and uni-domain
link analysis, depending on the treatment of the values of the two categorical at-
tributes. In dual-domain link analysis, values of the two categorical alert attributes
are considered different entities, even though they may have the same value. For
example, we may perform a dual-domain link analysis involving source IP address
and destination IP address. An IP address representing source IP is considered as a
different entity from the same IP address representing a destination IP address. In
contrast, uni-domain link analysis requires that the two attributes involved in link
analysis must have the same domain, and the same value is considered to represent
the same entity, no matter which attribute it corresponds to. In the earlier example,
the same IP address represents the same host, no matter it is a source or a destination
IP address.

The result of a link analysis can be visualized in a graphical format. Attribute
values are represented as nodes in the (undirected) graph, with different sizes rep-
resenting the weight of the corresponding attribute values. When uni-domain link
analysis is used, all the nodes have the same shape (e.g., circle); when dual-domain
link analysis is used, two different shapes (e.g., circle and square) correspond to the
two different attributes, respectively. The link between two attribute values is repre-
sented by the edge connecting the corresponding nodes. The weight of each link is
indicated by the color of the edge. Figure 8 shows an example of a uni-domain link
analysis. Note that additional information (e.g., attribute values) about each node or
link can be obtained through a user interface.
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Fig. 8 Visual representation of a uni-domain link analysis (Note that edges are in different colors)

Link analysis can be considered a special case of association analysis, which is
discussed next. However, due to its simplicity and the visual representation of its
results, we use link analysis as a separate utility.

3.6 Association Analysis

Association analysis is used to find out frequent co-occurrences of values belong-
ing to different attributes that represent various entities. For example, we may
find through association analysis that many attacks are from source IP address
152.14.51.14 to destination IP address 129.14.1.31 at destination port 80. Such pat-
terns cannot be easily found by frequency analysis because of the large number of
attribute combinations that would need to be analyzed using frequency analysis.

Association analysis is inspired by the notion of association rule, which was first
introduced in [1]. Given a set I of items, an association rule is a rule of the form
X ! Y , where X and Y are subsets (called item sets) of I and X \Y D ;.
Association rules are usually discovered from a set T of transactions, where each
transaction is a subset of I . The rule X ! Y has a support s in the transaction set
T if s% of the transactions in T contain X [ Y , and it has a confidence c if c% of
the transactions in T that contain X also contain Y .

We do not use association rules directly; instead, we use the item sets that have
large enough support (called large item sets) to represent the patterns embedded
in alert attributes. We consider each raw alert a transaction. The large item sets
discovered from the intrusion alerts then represent frequent attribute patterns in the
alert set.
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Syntactically, association analysis takes a set S of categorical alert attributes and
a threshold t as parameters. Similar to frequency analysis and link analysis, associa-
tion analysis can be applied in both count mode and weighted analysis mode. In the
latter mode, association analysis requires a numerical attribute (also called a weight
attribute) as an additional parameter. To facilitate the weighted analysis mode, we
extend the notion of support to weighted support. Given a set X of attribute values
and a weight attribute w, the weighted support of X w.r.t. w in the alert (transaction)
set T is

weighted supportw.X/ D sum of w of all alerts in T that contain X

sum of w of all alerts in T
:

Thus, association analysis of a collection of alerts in count mode finds all sets of
attribute values that have support more than t , while association analysis of a col-
lection of alerts in weighted analysis mode returns all sets of attribute values that
have weighted support more than t .

3.7 Discussion

It is desirable to develop techniques that can comprehend a hyper-alert correlation
graph and generate feedback to direct intrusion detection and response processes.
We consider such a technique a part of our future research plan. However, given
the current status of intrusion detection and response techniques, it is also necessary
to allow human users to understand the attacks and take appropriate actions. The
utilities developed in this section are intended to help human users analyze attacks
behind large amounts of alerts. They can make attack strategies behind intensive
alerts easier to understand, but cannot improve the performance of alert correlation.

4 Learning Attack Strategies from Correlated Alerts

The correlation model can be used to construct attack scenarios (represented as
hyper-alert correlation graphs) from intrusion alerts. Although such attack scenarios
reflect attack strategies, they do not capture the essence of the strategies. Indeed,
even with the same attack strategy, if an attacker changes certain details during at-
tacks, the correlation model will generate different hyper-alert correlation graphs.
For example, an attacker may repeat (unnecessarily) one step in a sequence of at-
tacks many times, and the correlation model will generate a much more complex
attack scenario. As another example, if an attacker uses equivalent, but different at-
tacks, the correlation model will generate different hyper-alert correlation graphs as
well. It is then up to the user to figure out manually the common strategy used in
two sequences of attacks. This certainly increases the overhead in intrusion alert
analysis.
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In the following, we present a model to represent and automatically extract attack
strategies from correlated alerts. The goal of this model is to capture the invariants
in attack strategies that do not change across multiple instances of attacks.

4.1 Attack Strategy Graph

The strategy behind a sequence of attacks is indeed about how to arrange earlier at-
tacks to prepare for the later ones so that the attacker can reach his or her final goal.
Thus, the prepare-for relations between the intrusion alerts (i.e., detected attacks)
is intrinsic to attack strategies. However, in the correlation model, the prepare-for
relations are between specific intrusion alerts; they do not directly capture the con-
ditions that have to be met by related attacks. To facilitate the representation of the
invariant attack strategy, we transform the prepare-for relation into some common
conditions that have to be satisfied by all possible instances of the same strategy.
We represent such a condition as an equality constraint.

To clarify the notion of equality constraint, we need to explain the concept of
expanded consequence set. Given a hyper-alert type T , the expanded consequence
set of T , denoted EC.T /, is the set of all predicates that are implied by T ’s con-
sequence set C.T /. Thus, C.T / � EC.T /. EC.T / can be computed using the
implication relationships between predicates [27]. Given a type T hyper-alert h,
the expanded consequence set of h, denoted EC.h/), is the predicates in EC.T /

whose arguments are replaced with the corresponding attribute values of each tuple
in h. Each element in EC.h/ is associated with the timestamp of the corresponding
tuple in h.

In the following, we give the formal definition of equality constraint.

Definition 6. Given hyper-alert types T1 and T2, an equality constraint for .T1; T2/

is a conjunction of equalities in the form of u1D v1^� � �^unD vn, where u1; � � � ; un

are attribute names in T1 and v1; � � � ; vn are attribute names in T2, such that there
exist p.u1; � � � ; un/ and p.v1; � � � ; vn/, which are the same predicate with possibly
different arguments, in EC.T1/ and P.T2/, respectively. Given a type T1 hyper-
alert h1 and a type T2 hyper-alert h2, h1 and h2 satisfy the equality constraint if
there exist t1 2 h1 and t2 2 h2 such that t1:u1D t2:v1^ � � �^ t1:unD t2:vn evaluates
to True.

There may be several equality constraints for a pair of hyper-alert types. How-
ever, if a type T1 hyper-alert h1 prepares for a type T2 hyper-alert h2, then h1 and
h2 must satisfy at least one of the equality constraints. Indeed, h1 preparing for
h2 is equivalent to the conjunction of h1 and h2 satisfying at least one equivalent
constraint and h1 occurring before h2. Assume that h1 occurs before h2. If h1 and
h2 satisfy an equality constraint for .T1; T2/, then by Definition 6, there must be a
predicate p.u1; � � � ; un/ in EC.T1/ such that the same predicate with possibly dif-
ferent arguments, p.v1; � � � ; vn/, is in P.T2/. Since h1 and h2 satisfy the equality
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constraint, p.u1; � � � ; un/ and p.v1; � � � ; vn/ will be instantiated to the same pred-
icate in EC.h1/ and P.h2/. This implies that h1 prepares for h2. Similarly, if h1

prepares for h2, there must be an instantiated predicate that appears in EC.h1/ and
P.h2/. This implies that there must be a predicate with possibly different argu-
ments in EC.T1/ and P.T2/ and that this predicate leads to an equality constraint
for .T1; T2/ satisfied by h1 and h2.

Example 6. Consider the hyper-alert types: SadmindPing D (fVictimIP, Victim-
Portg, ExistsHost(VictimIP), fVulnerableSadmind (VictimIP)g), and SadmindBuffer-
Overflow D (fVictimIP, VictimPortg, ExistHost (VictimIP) ^ VulnerableSadmind
(VictimIP), fGainRootAccess (VictimIP)g). The first hyper-alert type indicates that
SadmindPing is a type of attack that requires the existence of a host at the Vic-
timIP, and as a result, the attacker may find out that this host has a vulnerable
Sadmind service. The second hyper-alert type indicates that this type of attacks
requires a vulnerable Sadmind service at the VictimIP, and as a result, the attack
may gain root access. It is easy to see that the predicate VulnerableSadmind is in
both P.SadmindBufferOverflow/ and EC .SadmindPing/. So, we have an equality
constraint VictimIP D VictimIP for (SadmindPing, SadmindBufferOverflow), where
the first VictimIP comes from SadmindPing, and the second VictimIP comes from
SadmindBufferOverflow.

We observe many times that one step in a sequence of attacks may trigger mul-
tiple intrusion alerts, and the number of alerts may vary in different situations.
This is partially due to the existing vulnerabilities and the hacking tools. For ex-
ample, unicode shell [30], which is a hacking tool against Microsoft IIS web
server, checks about 20 vulnerabilities at the scanning stage and usually triggers
the same number of alerts. As another example, in the attack scenario reported in
[27], the attacker tried three different stack pointers and two commands in Sad-
mind Amslverify Overflow attacks for each victim host until one attempt succeeded.
Even if not necessary, an attacker may still deliberately repeat the same step multiple
times to confuse IDSs and/or system administrators. However, such variations do not
change the corresponding attack strategy. Indeed, these variations make the attack
scenarios unnecessarily complex, and may hinder manual or automatic analysis of
the attack strategy. Thus, we decide to disallow such situations in our representation
of attack strategies.

In the following, an attack strategy is formally represented as an attack strategy
graph.

Definition 7. Given a set S of hyper-alert types, an attack strategy graph over
S is a quadruple .N; E; T; C /, where (1) .N; E/ is a connected DAG; (2) T is a
mapping that maps each n 2 N to a hyper-alert type in S; (3) C is a mapping that
maps each edge .n1; n2/ 2 E to a set of equality constraints for .T .n1/; T .n2//;
(4) For any n1; n2 2 N , T .n1/ D T .n2/ implies that there exists n3 2 N such that
T .n3/ ¤ T .n1/, and n3 is in a path between n1 and n2.

In an attack strategy graph, each node represents a step in a sequence of related
attacks. Each edge .n1; n2/ represents that a type T .n1/ attack is needed to prepare
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Sadmind_Ping

{n1.DestIP=n2.DestIP} {n2.DestIP=n3.SrcIP} {n3.SrcIP=n4.SrcIP} {}
n1 n2 n3 n4 n5

Sadmind_Amslverify_Overflow Mstream_ZombieRsh Stream_Dos

Fig. 9 An example of attack strategy graph

for a successful type T .n2/ attack. Each edge may also be associated with a set
of equality constraints satisfied by the intrusion alerts. These equality constraints
indicate how one attack prepares for another. Finally, as represented by condition 4
in Definition 7, same type of attacks should be considered as one step, unless they
depend on each other through other types of attacks.

Now, let us see an example of an attack strategy graph.

Example 7. Figure 9 is the attack strategy graph extracted from the hyper-alert cor-
relation graph in Fig. 5. The hyper-alert types are marked above the corresponding
nodes, and the equality constraints are labeled near the corresponding edges. This
attack strategy graph clearly shows the component attacks and the constraints that
the component attacks must satisfy.

4.2 Learning Attack Strategies

As discussed earlier, our goal is to learn attack strategies automatically from cor-
related intrusion alerts. This requires us to extract the constraints intrinsic to attack
strategy from alerts so that the constraints apply to all instances of the same strategy.

Our strategy to achieve this goal is to process the correlated intrusion alerts in two
steps. First, we aggregate intrusion alerts that belong to the same step of a sequence
of attacks into one hyper-alert. For example, in Fig. 5, alerts 67432, 67434, 67436,
and 67440 are indeed attempts of the same attack with different parameters, and thus
they should be aggregated as one step in the attack sequence. Second, we extract the
constraints between the attack steps and represent them as an attack strategy graph.
For example, after we aggregate the hyper-alerts in the first step, we may extract the
attack strategy graph shown in Fig. 9.

The challenge lies in the first step. Because of the variations of attacks as well as
the signatures that IDSs use to recognize attacks, there is no clear way to identify
intrusion alerts that belong to the same step in a sequence of attacks. In the fol-
lowing, we first attempt to use the attack type information to do so. The notion of
aggregatable hyper-alerts is introduced formally to clarify when the same type of
hyper-alerts can be aggregated.

Definition 8. Given a hyper-alert correlation graph CG D .N; E/, a subset
N 0 � N is aggregatable, if (1) all nodes in N 0 are the same type of hyper-alerts,
and (2) 8n1; n2 2 N 0, if there is a path from n1 to n2, then all nodes in this path
must be in N 0.
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Intuitively, in a hyper-alert correlation graph, where intrusion alerts have been
correlated together, the same type of hyper-alerts can be aggregated as long as they
are not used in different stages in the attack sequence. Condition 1 in Definition 8 is
quite straightforward, but condition 2 deserves more explanation. Consider the same
type of hyper-alerts h1 and h2. If h1 prepares for a different type of hyper-alert h0
(directly or indirectly), and h0 further prepares for h2 (directly or indirectly), h1 and
h2 obviously belong to different steps in the same sequence of attacks. Thus, we
should not allow them to be aggregated together. Although we have never observed
such situations, we cannot rule out such possibilities.

Based on the notion of aggregatable hyper-alerts, the first step in learning attack
strategy from a hyper-alert correlation graph is quite straightforward. We only need
to identify and merge all aggregatable hyper-alerts. To proceed to the second step in
strategy learning, we need a hyper-alert correlation graph in which each hyper-alert
represents a separate step in the attack sequence. Formally, we call such a hyper-
alert correlation graph an irreducible hyper-alert correlation graph.

Definition 9. A hyper-alert correlation graph CG D .N; E/ is irreducible if for all
N 0 � N , where jN 0j > 1, N 0 is not aggregatable.

Figure 10 shows the algorithm to extract attack strategy graphs from hyper-
alert correlation graphs. The subroutine GraphReduction is used to generate an
irreducible hyper-alert correlation graph, and the rest of the algorithm extracts the
components of the output attack strategy graph. The steps in this algorithm are self-
explanatory; we do not repeat them in the text.

4.3 Dealing with Variations of Attacks

Algorithm 1 in Fig. 10 has ignored equivalent but different attacks in sequences of
attacks. For example, an attacker may use either pmap dump or Sadmind Ping to
find a vulnerable Sadmind service. As another example, an attacker may use either
SadmindBufferOverflow or TooltalkBufferOverflow attack to gain remote access to
a host. Obviously, at the same stage of two sequences of attacks, if an attacker uses
equivalent but different attacks, Algorithm 1 will return two different attack strategy
graphs, though the strategies behind them are the same.

We propose to generalize hyper-alert types so that the syntactic difference be-
tween equivalent hyper-alert types is hidden. For example, we may generalize
both SadmindBufferOverflow and TooltalkBufferOverflow attacks into RPCBuffer-
Overflow.

A generalized hyper-alert type is created to hide the unnecessary difference
between specific hyper-alert types. Thus, an occurrence of any of the specific
hyper-alerts should imply an occurrence of the generalized one. This is to say that
satisfaction of the prerequisite of a specific hyper-alert implies the satisfaction of the
prerequisite of the generalized hyper-alert. Moreover, to cover all possible impact
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Algorithm 1. ExtractStrategy
Input: A hyper-alert correlation graph CG.
Output: An attack strategy graph ASG.
Method:

1. Let CG0 D GraphReduction (CG).
2. Let ASG D .N; E; T; C / be an empty attack strategy graph.
3. for each hyper-alert h in CG0

4. Add a new node, denoted nh, into N and set
T .nh/ be the type of h.

5. for each edge .h; h0/ in CG0

6. Add .nh; nh0/ into E .
7. for each pc 2 EC.h/ and pp 2 P.h0/

8. if pc D pp then
9. Add into C.nh; nh0/ the equality constraint

.u1 D v1/^ � � � ^ .un D vn/, where ui and vi are
the i th variable of pc and pp before instantiation, resp.

10. return ASG.N; E; T; C /.

Subroutine GraphReduction
Input: A hyper-alert correlation graph CG D .N; E/.
Output: An irreducible hyper-alert correlation graph CG0 D .N 0; E 0/.
Method:

1. Partition the hyper-alerts in N into groups such that the same
type of hyper-alerts are all in the same group.

2. for each group G

3. if there is a path g; n1; � � � ; nk; g0 in CG such that only g

and g0 in this path are in G then
4. Divide G into G1, G2, and G3 such that all hyper-alerts

in G1 occur before n1, all hyper-alerts in G3 occur after
nk , and all the other hyper-alerts are in G2.

5. Repeat steps 2 to 4 until no group can be divided.
6. Aggregate the hyper-alerts in each group into one hyper-alert.
7. Let N 0 be the set of aggregated hyper-alerts.
8. for all n1; n2 2 N 0

9. if there exists .h1; h2/ 2 E and h1 and h2 are aggregated
into n1 and n2, resp.

10. add .n1; n2/ into E 0.
11. return CG0 D .N 0; E 0/.

Fig. 10 Algorithm for extracting attack strategy graphs

of all the specific hyper-alerts, the consequences of all the specific hyper-alert types
should be included in the consequence of the generalized hyper-alert type. It is easy
to see that this generalization may cause loss of information. Thus, generalization
of hyper-alert types must be carefully handled so that information essential to attack
strategy is not lost.

In the following, we formally clarify the relationship between specific and gen-
eralized hyper-alert types.

Definition 10. Given two hyper-alert types Tg and Ts, where Tg D .factg ; prereqg ;

conseqg/ and Ts D .facts ; prereqs ; conseqs/, we say Tg is more general than Ts
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(or, equivalently, Ts is more specific than Tg) if there exists an injective mapping f

from factg to facts such that the following conditions are satisfied:

� If we replace all variables x in prereqg with f .x/, prereqs implies prereqg ,
and

� If we replace all variables x in conseqg with f .x/, then all formulas in conseqs

are implied by conseqg .

The mapping f is called the generalization mapping from Ts to Tg .

Example 8. Consider hyper-alert types SadmindBufferOverflow and Tooltalk-
BufferOverflow: SadmindBufferOverflow D (fVictimIP, VictimPortg, ExistHost
(VictimIP) ^ VulnerableSadmind (VictimIP), fGainRootAccess (VictimIP)g),
and TooltalkBufferOverflow D (fVictimIP, VictimPortg, ExistHost (VictimIP) ^
VulnerableTooltalk (VictimIP), fGainRootAccess (Victim-IP)g). Assume that Vul-
nerableSadmind (VictimIP) imply VulnerableRPC (VictimIP). Intuitively, this
represents that if there is a vulnerable Sadmind service at VictimIP, then there
must be a vulnerable RPC service (i.e., the Sadmind service) at VictimIP. Similarly,
we assume VulnerableTooltalk (VictimIP) also implies VulnerableRPC (VictimIP).
We can generalize both SadmindBufferOverflow and TooltalkBufferOverflow into
RPCBufferOverflow D (fVictimIPg, ExistHost (VictimIP) ^ VulnerableRPC (Vic-
timIP), fGainRootAccess (VictimIP)g), where the generalization mapping only
includes f .V ictimIP / D V ictimIP .

By identifying a generalization mapping, we can specify how a specific hyper-
alert can be generalized into a more general hyper-alert. Following the generaliza-
tion mapping, we can find out what attribute values of a specific hyper-alert should
be assigned to the attributes of the generalized hyper-alert. The attack strategy learn-
ing algorithm can be easily modified: We first generalize the hyper-alerts in the input
hyper-alert correlation graph into generalized hyper-alerts following the generaliza-
tion mapping, and then apply Algorithm 1 to extract the attack strategy graph.

Although a hyper-alert can be generalized in different granularities, it is not
an arbitrary process. In particular, if one hyper-alert prepares for another hyper-
alert before generalization, the generalized hyper-alerts should maintain the same
relationship. Otherwise, the dependency between different attack stages, which is
intrinsic in an attack strategy, will be lost.

The remaining challenge is how to get the “right” generalized hyper-alert types
and generalization mappings. The simplest way is to manually specify them. For
example, Apache2, Back, and Crashiis are all Denial of Service attacks. We may
simply generalize all of them into one WebServiceDOS. However, there are often
different ways to generalize. To continue the above example, Apache2 and Back at-
tacks are against the apache web servers, while Crashiis is against the Microsoft IIS
web server. To keep more information about the attacks, we may want to generalize
Apache and Back into ApacheDOS, while generalize Crashiis and possibly other
DOS attacks against the IIS web server into IISDOS. Nevertheless, this does not
affect the attack strategy graphs extracted from correlated intrusion alerts as long as
the constraints on the related alerts are satisfied.
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4.3.1 Automatic Generalization of Hyper-Alert Types

It is time-consuming and error-prone to manually generalize hyper-alert types. One
way to partially automate this process is to use clustering techniques to identify
the hyper-alert types that should be generalized into a common one. In our experi-
ments, we use the bottom-up hierarchical clustering [16] to group hyper-alert types
hierarchically on the basis of the similarity between them, which is derived from
the similarity between the prerequisites and consequences of hyper-alert types. The
method used to compute the similarity is described below.

To facilitate the computation of similarity between prerequisites of hyper-alert
types, we convert each prerequisite into an expanded prerequisite set, which in-
cludes all the predicates that appear or are implied by the prerequisite. Similarly,
we can get the expanded consequence set. Consider two sets of predicates, denoted
S1 and S2, respectively. We adopt the Jaccard similarity coefficient [15] to compute
the similarity between S1 and S2, denoted Sim.S1; S2/. That is, Sim.S1; S2/ D

a
aCbCc

, where a is the number of predicates in both S1 and S2, b is the number of
predicates only in S1, and c is the number of predicates only in S2.

Given two hyper-alert types T1 and T2, the similarity between T1 and T2, de-
noted Sim.T1; T2/, is then computed as Sim.T1; T2/ D Sim.XP1; XP2/ � wp C
Sim.XC1; XC2/ � wc ; where XP1 and XP2 are the expanded prerequisite sets of
T1 and T2, XC1 and XC2 are the expanded consequence sets of T1 and T2, and wp

and wc D 1 � wp are the weights for prerequisite and consequence, respectively.
(In our experiments, we use wp D wc D 0:5 to give equal weight to both prerequi-
site and consequence of hyper-alert types.) We may then set a threshold t so that two
hyper-alert types are grouped into the same cluster only if their similarity measure
is greater than or equal to t .

We have performed a series of experiments to study the proposed techniques
[29]. Figure 11 shows one of the attack strategy graphs extracted from the 2000
DARPA intrusion detection scenario specific data set in our experiments. Based on
the description of the data set [23], we know that Fig. 11 has captured most of the
attack strategy. The missing parts are due to the attacks missed by the IDSs. For
more information, please refer to [29].

5 Related Work

Intrusion detection has been studied for more than twenty years, since Anderson’s
report [3]. A survey of the early work on intrusion detection is given in [25], and an
excellent overview of current intrusion detection techniques and related issues can
be found in a recent book [4].

Research on intrusion alert correlation has been rather active recently. The first
class of approaches (e.g., Spice [36], probabilistic alert correlation [38], and the
alert clustering methods in [5] and [18]) correlates alerts based on the similarities
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n1: FTP_Syst

n2: Sadmind_Ping

{n1.DestIP=n2.DestIP}

n3: Sadmind_Amslverify_Overflow

{n1.DestIP=n3.DestIP}

{n2.DestIP=n3.DestIP}

n5: Rsh

{n3.DestIP=n5.SrcIP}

n6: Mstream_Zombie

{n3.DestIP=n6.SrcIP}

{n5.SrcIP=n6.SrcIP}

n7: Stream_DoS

{ }

n4: Email_Almail_Overflow

{n4.DestIP=n5.SrcIP}

{n4.DestIP=n6.SrcIP}

Fig. 11 An attack strategy graph extracted in our experiments

between alert attributes. Though they are effective for clustering similar alerts (e.g.,
alerts with the same source and destination IP addresses), they cannot fully discover
the causal relationships between related alerts.

Another class of methods (e.g., correlation based on STATL [11] or
LAMBDA [7], and the data mining approach [8]) performs alert correlation based
on attack scenarios specified by human users or learned from training datasets. A
limitation of these methods is that they are restricted to known attack scenarios, or
those that can be generalized from known scenarios. A variation in this class uses a
consequence mechanism to specify what types of attacks may follow a given attack,
partially addressing this problem [9].

A third class of methods, including JIGSAW [37], the MIRADOR correlation
method [6], and our approach, targets recognition of multistage attacks; it correlates
alerts if the prerequisites of some later alerts are satisfied by the consequences of
some earlier alerts. Such methods can potentially uncover the causal relationship
between alerts, and are not restricted to known attack scenarios.

Our method can be considered as a variation of JIGSAW [37]. Both methods try
to uncover attack scenarios based on specifications of individual attacks. However,
our method also differs from JIGSAW. First, our method allows partial satisfac-
tion of prerequisites (i.e., required capabilities in JIGSAW [37]), recognizing the
possibility of undetected attacks and that of attackers gaining information through
non-intrusive ways (e.g., talking to a friend working in the victim organization),
while JIGSAW requires all required capabilities be satisfied. Second, our method
allows aggregation of alerts, and thus can reduce the complexity involved in alert
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analysis, while JIGSAW currently does not have any similar mechanisms. Third,
we develop a set of utilities for alert correlation and interactive analysis of corre-
lated alerts, which is not provided by JIGSAW.

The work closest to ours is the MIRADOR correlation method proposed in [6],
which was developed independently and in parallel to ours. These two methods
share substantial similarity. The MIRADOR approach also correlates alerts using
partial match of prerequisites (pre-conditions) and consequences (post-conditions)
of attacks. However, the MIRADOR approach uses a different formalism than ours.
In particular, the MIRADOR approach treats alert aggregation as an individual stage
before alert correlation, while our method allows alert aggregation during and after
correlation. As we have seen in Sect. 3, our treatment of alert aggregation leads to
the three utilities for interactive alert analysis.

A formal model named M2D2 was proposed in [24] to correlate alerts using
multiple information sources, including the characteristics of the monitored sys-
tems, the vulnerability information, the information about the monitoring tools, and
information of the observed events. Due to the multiple information sources used in
alert correlation, this method can potentially lead to better results than those simply
looking at intrusion alerts. A mission-impact-based approach was proposed in [32]
to correlate alerts raised by INFOSEC devices such as IDSs and firewalls. A distin-
guishing feature of this approach is that it correlates the alerts with the importance of
system assets so that attention can be focused on critical resources. These methods
are complementary to ours.

Several languages have been proposed to represent attacks, including STAT
[11,14,39], Colored-Petri Automata (CPA) [19,20], LAMBDA [7], and MuSig [21].
In particular, LAMBDA uses a logic-based method to specify the pre-condition
and post-condition of attack scenarios, which is similar to our method. However,
all these languages specify entire attack scenarios, which are limited to known
scenarios. In contrast, our method (as well as JIGSAW and the MIRADOR corre-
lation method) describes prerequisites and consequences of individual attacks, and
correlates detected attacks (i.e., alerts) based on the relationship between these pre-
requisites and consequences. Thus, our method can potentially correlate alerts in
unknown attack scenarios.

Alert correlation has been studied in the context of network management (e.g.,
[13], [34], and [12]). In theory, alert correlation methods for network management
are applicable to intrusion alert correlation. However, intrusion alert correlation
faces more challenges than its counter part in network management: While alert
correlation for network management deals with alerts about natural faults, which
usually exhibit regular patterns, intrusion alert correlation has to cope with less pre-
dictable, malicious intruders.

Our approach to learning attack strategies from correlated alerts is also closely
related to techniques for static vulnerability analysis (e.g., [2, 17, 33, 35]). In par-
ticular, the methods in [2, 35] also use a model of exploits (possible attacks) in
terms of their pre-conditions (prerequisites) and post-conditions (consequences).
Our approach complements static vulnerability analysis methods by providing the
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capability of examining the actual execution of attack strategies in different details
(e.g., an attacker tries different variations of the same attack) and thus gives human
users more information to respond to attacks.

6 Conclusion

This article summarized a series of research efforts toward automating the analy-
sis of intrusion alerts. These efforts start with a practical method for constructing
attack scenarios through alert correlation, using prerequisites and consequences of
attacks. We proposed a formal framework to represent alerts along with their prereq-
uisites and consequences, and developed a method to correlate related hyper-alerts
together, including an intuitive representation of correlated alerts that reveals the at-
tack scenario of the corresponding attacks. To facilitate the analysis of large sets of
correlated alerts, we also developed several interactive utilities. Finally, to automate
the analysis of intrusion alerts, we developed a method to extract attack strategies
from correlated intrusion alerts.

The research described in this article is only a part of the effort toward automated
intrusion alert analysis. More research is desirable to make automated intrusion
analysis practical. In particular, it would be useful to integrate intrusion related in-
formation from multiple sources, such as IDSs, vulnerability scanning tools, and OS
or application logs.
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1 Introduction

Modern network security systems contain cryptographic primitives as an essential
building block. In this chapter, we discuss conventional cryptographic primitives,
which are also known as symmetric primitives. The term “symmetric” stems from
the fact that in order to use conventional primitives, all parties need to share the
same set of secret keys. Hence, all parties have the same capabilities. This is not the
case with asymmetric primitives, where some keys are known to one party only.

Symmetric cryptographic primitives are the work horses of cryptography because
they are by far the oldest and best studied type of primitives and because they are
typically orders of magnitude faster than asymmetric primitives. We describe here
how symmetric primitives are used to provide two basic cryptographic services:
confidentiality and integrity of messages.

The need for confidentiality of messages has been recognized from the time
that writing was developed. Until the discovery of asymmetric cryptography in the
1970s, confidentiality was the only cryptographic service known. With the advent
of open digital networks, which make it very easy to apply undetectable modifica-
tions to messages, the need for integrity services was recognized. Integrity services
do not prohibit an intruder from modifying data, but they prohibit undetected alter-
ations to data.

Confidentiality is always achieved by applying encryption primitives. However,
as explained in Sects. 5 and 6, encryption primitives can also be used to provide
integrity protection and many other cryptographic services.

The remainder of this chapter is structured as follows. In Sect. 2, we discuss
attacks on cryptographic primitives. Subsequently, we introduce the two symmetric
encryption primitives: stream ciphers in Sect. 3, and block ciphers in Sect. 4. We
continue with Sect. 5 on hash functions and Sect. 6 on message authentication codes.
We conclude in Sect. 7 with an outlook on open problems.

2 Attacks

We give a short overview of the types of attacks that a modern cryptographic prim-
itive should resist. Except for error message attacks, discussed in Sect. 2.2.3, we
restrict this overview to attacks that target the cryptographic primitive itself.

2.1 Cryptanalytic Attacks

Cryptanalytic attacks can be categorized according to the facilities that are assumed
to be under the control of the attackers, or according to the result they achieve. In all
cases, the analysis is purely based on the mathematical properties of the primitives,
in contrast to the side-channel attacks, which are discussed in Sect. 2.2.
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2.1.1 Classification According to Means

Perhaps, the most intuitive model is the ciphertext-only setting, where the attacker is
assumed to have access only to the ciphertexts transmitted over the communication
line. In this model, it is relatively easy to design secure primitives. Alas, the model
underestimates the knowledge of a typical attacker in a typical application.

In almost all applications, an attacker has at least statistical knowledge about the
content of the messages. For instance, if the message consists of English text coded
in ASCII, then the distribution of the message bytes is far from uniform. In order
to make the treatment more easy, it is often assumed that an attacker knows the
exact content of the message for a potentially large number of ciphertexts. This is
called a known-message or known-plaintext setting. In some applications, it is even
realistic to assume that the attacker can exert some control over the messages that
are transmitted. This is a chosen-plaintext or chosen-ciphertext setting.

In a related-key setting, it is assumed that messages have been encrypted under
different keys, where the keys themselves are unknown, but the relation between the
keys is known to the attacker. Such a situation might occur if an application uses a
weak key update mechanism.

2.1.2 Classification According to Result

The most dangerous attacks are key recovery attacks, where the attacker obtains the
secret key. However, in the majority of applications, much damage can be done even
without full recovery of the key. For instance, in some cases, an attacker may be able
to apply undetectable modifications to some message passing by, even without being
able to read the message. Such an undetected modification, or forgery, can already
have bad consequences.

Similarly, if an attacker is able to decrypt a fraction of the ciphertexts, or to
collect some information on the plaintext, this is considered to be a weakness in the
application. Weaknesses, for which it is not immediately clear whether they cause
important security holes, are called certificational weaknesses of the primitive.

2.2 Side-Channel Attacks

While cryptanalytic attacks look at a purely mathematical description of a cryp-
tographic primitives, side-channel attacks are based on weaknesses caused by
imperfect implementations of these primitives in real-world applications. The firstly
discovered side-channel attacks exploited weaknesses present in the implementation
of the primitives themselves. Typical examples are power attacks and timing attacks,
which are briefly discussed subsequently. More recently, we see side-channel at-
tacks that exploit weaknesses at the application level. We discuss one example in
Sect. 2.2.3.
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2.2.1 Power Attacks

In typical computing hardware, the instantaneous power consumption differs
slightly depending on the instructions being executed and even on the data be-
ing processed. Power attacks exploit the correlation between power consumption
and intermediate results of the algorithms that are used by a cryptographic primi-
tive. The attacks can be very powerful, allowing to extract a secret key from a small
number of accurate power consumption measurements. Information on the instan-
taneous power consumption curve can be obtained directly from measurements on
the power source, if accessible, or indirectly from measurements of the electro-
magnetic radiation produced by the equipment. Recent research results suggest that
it is not possible to fully protect hardware implementations against this type of
attacks [20]. Due to imperfections in logic circuits, the leakage of signals can not
be avoided. However, it is possible to reduce the leakage to very low levels, making
the attack very difficult in practice.

2.2.2 Timing Attacks

The second important side channel is the execution time of software routines. Care-
lessly implemented algorithms may exhibit a large correlation between execution
time and the value of some intermediate results depending on only a few unknown
bits of the key. This again allows to extract the secret key from execution time
statistics. This type of attack appears to be more easy to counter, at the expense
of a reduced performance: key-dependent optimizations have to switched off and
sometimes dummy operations need to be inserted in order to ensure a constant exe-
cution time.

2.2.3 Error Message Attacks

Very detailed error messages may leak too much information to an attacker, thereby
weakening the security of the underlying primitives. For instance, Canvel et al. [3]
describes an attack against some versions of TLS/SSL. The attack exploits the fact
that two independent integrity checks are performed on the messages: one based on
an authentication key and one depending on the encryption key. If the content of the
error message and/or the processing time depends on the number of checks that are
failed, an attacker can recover the message [33].

2.2.4 Conclusions

Essential in all side-channel attacks is the fact that very few cryptographic ap-
plications maintain detailed state information. Consequently, it is very often the
case that attackers can subject multiple deliberately constructed messages to the
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cryptographic routines and accumulate information. An application can be strength-
ened against all types of side-channel attacks by limiting the number of crypto-
graphic operations that can be performed in response to requests of an unidentified
party, using the same secret key.

2.3 Implications

Modern cryptographic primitives are designed to resist very powerful attacks. No
weakness, even a certificational weakness, should be known. Even for such strongly
secure primitives, it is possible to implement or use them wrongly, resulting in a
weakness towards side-channel attacks.

History counts many examples of almost-good algorithms and almost-good ways
to use them. By using standardized algorithms in standardized ways, one can maxi-
mize the assurance about an application’s security [6].

3 Stream Ciphers

Stream ciphers encrypt messages one symbol at a time. Stream ciphers have a time-
varying internal state. All popularly used stream ciphers are additive stream ciphers,
which can be described as extensions of the One-Time Pad encryption scheme,
which we describe at the start of this section. We continue with the description of a
stream cipher, a short discussion on the requirements and a usage note. We conclude
with an overview of stream ciphers in use today.

3.1 The One-Time Pad

Let the message m be described as a stream of t symbols mi , 0 � i < t , where the
symbols come from an alphabet A. In fielded systems, the alphabet is typically the
set f0; 1g or the set of byte values. In textbook examples, the alphabet is typically
the set of characters: f‘A’, ‘B’, . . . , ‘Z’g. Let ‘C’ be a binary operator such that
<A;C> is a group. For example, if the alphabet is the set of bits or the set of bytes,
then ‘C’ is usually defined to be the bitwise exclusive-or operation. If the alphabet
is the set of characters, then ‘C’ is usually defined by mapping the characters to the
numbers 0. . . 25, performing an addition modulo 26 and mapping the result back to
a character.

The One-Time Pad or Vernam encryption scheme is defined as follows:

ci D mi C ki ; 0 � i < t: (1)
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The ci are the ciphertext symbols, and the ki are the symbols of the key stream. If the
ki are generated randomly and independently, then the scheme provides uncondi-
tional confidentiality. This means that even a hypothetical attacker with unbounded
computational resources can not decrypt a ciphertext. If the ki are not generated ran-
domly and independently, then the scheme may become very weak, and should no
longer be called a One-Time Pad. Decryption is performed by subtracting the same
key symbols again. If the bit-wise exclusive-or operation is used as the group oper-
ation, then addition and subtraction mount to the same operation.

The property of unconditional confidentiality refers to the fact that with a given
ciphertext stream, for each message stream of the same length, there is a key stream
that will “decrypt” the given ciphertext stream to that message stream. If all key
streams are equally likely to be correct, then interception of the ciphertext stream
reveals no information on the message.

3.2 Description

In most applications, it is impractical to use t independently generated key symbols.
Hence, the key symbols ki are replaced by a stream of symbols zi , which are gener-
ated by a pseudo-random number generator seeded with a (shorter) key k. We get a
system that can be described as follows:

ci D mi C zi ; 0 � i < t (2)

zi D f .i; k0; k1; : : : ; kp/ with p 
 t: (3)

The pseudo-random number generator f has to be cryptographically strong. The
construction of a cryptographically strong pseudo-random number generator is a
difficult task, best left to specialists. A number of examples is discussed in Sect. 3.5.

3.3 Requirements

The output of a cryptographically strong pseudo-random number generator needs
to be unpredictable. In a long sequence of output symbols, all symbols should oc-
cur almost equally often. In a short sequence, there should be sufficient deviations
from the average behavior to make short-range prediction difficult. Second, for any
attacker who obtains a sequence of output symbols, it should be computationally
infeasible to recover the secret key.

Several other requirements have been defined, which are necessary but maybe not
sufficient to achieve a secure stream cipher design. Finally, it is also desirable that
the pseudo-random number generator is very efficient. One of the main perceived
advantages of stream ciphers is that they can be very fast. Hence, a slow stream
cipher is typically of little practical relevance, since then block ciphers offer more
functionality for the same performance.
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3.4 Usage

Additive stream ciphers (including the One Time Pad) can be used to protect the
confidentiality of messages. They can not be used to protect the integrity or authen-
ticity of a message. This implies that the receiver of a ciphertext which has been
produced with an additive stream cipher, can not be sure that the message result-
ing from decryption is the same as the message that was originally sent. Integrity
protection needs to be provided by other means.

Second, it is of utmost importance to ensure that the key stream is never reused.
If an attacker knows that two messages were encrypted using the same key stream,
then a simple subtraction of the ciphertext symbols in corresponding positions will
remove the key stream symbols.

ci D mi C k

cj D mj C k

�

) ci � cj D mi �mj (4)

The resulting symbols are the differences of the symbols at corresponding positions
in the two messages. The redundancy present in typical messages allows to recover
the two original messages from the stream of differences.

3.5 Example Stream Ciphers

3.5.1 Linear Feedback Shift Registers

Pseudo-random number generators based on Linear Feedback Shift Registers (LF-
SRs) have received a great deal of attention in the cryptographic literature. This
is partly due to the fact that LFSR circuitry is supposedly simple to implement in
hardware, but probably more important is the mathematical tractability of LFSR-
based designs. Despite the extensive available literature, there are few fully specified
designs published.

3.5.2 RC4

RC4 is a stream cipher designed by Ron Rivest for RSA laboratories in 1987. The
design is trademarked and officially a trade secret, but in 1994, a “compatible” ci-
pher ARCFOUR has been published. This cipher has been analyzed. RC4 has a very
innovative design and a good performance in software. For a long time, its security
remained unquestioned. Indeed, the first results of cryptanalysis attempts did not
unveil any weaknesses in the algorithm [15, 19, 25]. More recently obtained results
demonstrate some weaknesses in the design. First, it appears that the second byte
of the generated key stream is biased: for a fraction of 1/128 of the secret keys, this
byte takes the value 0 [21]. Second, even if the first bytes of the key stream are
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discarded, it can still be distinguished from a truly random stream [12, 13]. Third,
in applications where a part of the secret key is variable and known, e.g., the WEP
protocol [38], it is possible to derive the full key [13].1

3.5.3 SEAL

The stream cipher SEAL [32] was designed by Rogaway and Coppersmith to
be very efficient in software implementations running on a 32-bit processor. Three
versions have been published, and all three have a weakness: the output can be dis-
tinguished from truly random bits. A successor, called SCREAM [16], was designed
by Halevi et al. It is based on the design principles of the AES algorithm [41] and
also very efficient in software implementations running on a 32-bit processor.

3.5.4 Stream Ciphers with Integrity Mechanisms

Recently, researchers are looking again into the design of stream ciphers that also
provide integrity protection. This requires to leave the additive model of a stream
cipher. Helix is a new example of such designs [11]. As with all cryptographic
primitives, it should not be used until results from security analysis by third par-
ties become available, but the approach is clearly interesting.

4 Block Ciphers

Block ciphers encrypt blocks of symbols at a time. They have no internal state. We
start this section with the description of the substitution cipher, a predecessor of
block ciphers. We continue with the description of a block cipher and a short dis-
cussion on the requirements. Subsequently, we discuss the usage modes of a block
cipher, which are also called modes of operation. We conclude with an overview of
block ciphers in use today.

4.1 The Substitution Cipher

The substitution cipher is based on a secret permutation of the alphabet symbols.

S W A! A W x 7! y D S.x/ (5)

1 Note that not all security problems of WEP can be blamed on the designer of RC4. Some of the
attacks work regardless of the stream cipher that is used.
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Encryption is defined as the process where each message symbol mi is replaced
by the symbol ci D S.mi/. The definition of S corresponds to the secret key k.
If the size of A is small, then S can be stored in a table, also called a code book.
The Caesar cipher is a substitution cipher, based on a simple permutation rule:
every character is replaced by a character k places further down in the alphabet.
According to the legend, the Roman emperor Caesar used this cipher to encrypt his
confidential messages. His key was always k D 3.

The main distinguishing factor between substitution ciphers and stream ciphers
is the fact that a substitution cipher is stateless. This leads to an important weakness
present in all substitution ciphers: patterns in the message lead to patterns in the
ciphertext:

ci D cj , mi D mj : (6)

If the alphabet is the set of characters, and the message is written in a natural
language, then this weakness can easily be exploited to recover the secret permuta-
tion S . For any natural language, the frequency distributions for single characters,
digraphs and trigraphs are non-uniform. Furthermore, the frequency distributions
are typical for that language. Comparison of the observed ciphertext character, di-
graph and trigraph distributions with the known distributions of natural languages
allows to determine the language and subsequently the message [27]. Error-free
message recovery is typically possible as soon as a few hundred ciphertext charac-
ters have been observed.

This weakness can be lessened by going to larger alphabets. For instance, we
can group the characters into blocks of size b and define a permutation Sb mapping
blocks to blocks:

Sb WAb!Ab W .x0; x1; : : : ; xb�1/ 7! .y0; y1; : : : ; yb�1/DSb.x0; x1; : : : ; xb�1/:

(7)

For growing b, the frequency distribution of the blocks will approximate the uniform
distribution better and better. Since the size of the code book is proportional to jAjb ,
it becomes quickly infeasible to store it explicitly. Consequently, encryption and
decryption can no longer be implemented with a table lookup into the code book.
This problem is solved as follows. Instead of using completely arbitrarily selected
permutations, one defines a function f to compute the table elements:

.y0; y1; : : : ; yb�1/ D Sn.x0; x1; : : : ; xb�1/ D f .x0; x1; : : : ; xb�1/: (8)

The definition of the function f can be made public, except for a parameter k, the
key. Such a function is called a block cipher.

4.2 Description

A block cipher is defined by a function f taking as input a block of b message sym-
bols and a block of p key symbols, and producing as output a block of b ciphertext
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symbols. In order to make decryption possible, it is necessary that for each choice
of the key symbols the inverse map from ciphertext symbols to message symbols is
uniquely defined.

B W Ab �Ap ! Ab W
.x0; : : : ; xb�1I k0; : : : ; kp�1/ 7! y D f .x0; : : : ; xb�1I k0; : : : ; kp�1/ (9)

Formally, a block cipher can be described as a family of permutations in the space
of b-symbol blocks. Every value for the key defines one permutation in the family.

4.3 Requirements

From a security point of view, the ideal block cipher is the family that contains
all permutations in the space of b-symbol blocks. However, such a block cipher
would require excessive key lengths in order to be able to specify each permutation
of the family. Second, it would be difficult to implement the function f generat-
ing the permutations. Hence, a block cipher always corresponds to a subset of all
the possible permutations. For a strong block cipher, the family cannot be distin-
guished from a set of randomly selected permutations in the space of b-symbol
blocks.

Block ciphers are an important building block in systems based on symmetric
cryptography. They are not only used for encryption purpose but also for pro-
tection of integrity. A practical block cipher should satisfy at least the following
requirements.

Even in the case that the attacker has at his disposition a large sample of
messages, possibly chosen by him, and the corresponding ciphertexts encrypted un-
der the target key, it should be computationally infeasible to achieve any of the
following:

Key recovery: To recover the value of the secret key,
Decryption: To obtain the message corresponding to a ciphertext which is not in

the sample,
Encryption: To obtain the ciphertext corresponding to a message which is not in

the sample.

These properties should also hold if the set of sample messages is defined after a
target message or target ciphertext has been set.

On the other side, an important perceived advantage of symmetric cryptogra-
phy, is its high performance. Hence, a block cipher should be fast in compari-
son to asymmetric primitives. Furthermore, it should require as little storage as
possible.
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4.4 Usage: Modes of Operation

Similar to stream ciphers, block ciphers can be used to protect the confidentiality
of messages. Even for large block lengths, the statelessness of block ciphers poses
a problem. If two different messages containing common blocks are encrypted un-
der the same key, then the corresponding ciphertexts also contain common blocks,
and this is an undesirable property. Such a situation occurs for instance when two
versions of the same document are encrypted. In order to avoid these weaknesses,
several modes of operation have been defined. We discuss here briefly the three most
important modes of operation and refer the reader to [40] for more details.

Block ciphers can also be used to protect the integrity of messages, discussed in
Sects. 5 and 6, and to construct identification protocols.

In this section, mi ; ci will denote b-symbol blocks of message, respectively
ciphertext. Encryption of one block mi under a key k is denoted by E.mi I k/.

4.4.1 Electronic Code Book (ECB)

The ECB mode of operation is the “naive” way to use a block cipher. The message
is split into blocks of length b, and each block is encrypted separately.

ci D E.mi I k/ (10)

This mode can be used if it is guaranteed that the message contains no patterns, for
instance, if the message is itself a randomly generated key.

4.4.2 Cipher Block Chaining (CBC)

The CBC mode of operation is the default mode to encrypt arbitrary data. The mes-
sage is split into blocks of length b. After the first block, each message block is
“whitened” by adding the previous ciphertext block. Addition of two blocks is done
by modular addition of the corresponding symbols. Usually, the symbols are bits;
then the component-wise modular addition corresponds to bit-wise exclusive-or.
The first block is whitened by addition with an initial value IV .

c0 D E.m0 C IVI k/ (11)

ci D E.mi C ci�1I k/; 0 < i < t (12)

A new initial value needs to be used for every message. In a certain formal model,
it can be proven that if the underlying block cipher is secure for encrypting one-
block messages it is also secure when used in CBC mode to encrypt multi-block
messages, provided that the initial values are generated (pseudo-)randomly and kept
secret [2].
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A property of the CBC mode is that each ciphertext block depends on all the
previous message blocks. This property is used in the CBC–MAC authentication
algorithm to provide authenticity of messages. Note, however, that the CBC de-
cryption mode does not have this property: each message block depends on only
two ciphertext blocks. Contrary to popular belief, encryption in CBC mode by it-
self does not provide authenticity of messages together with confidentiality, unless
the message contains some adequate redundancy. Its always recommended to use
separate means to guarantee the authenticity of a message.

4.4.3 Counter Mode (CTR)

The CTR mode is a relatively recently standardized mode of operation [9]. The
block cipher encrypts the contents of a counter in order to produce a key stream.
This key stream is subsequently used as with a stream cipher, cf. Sect. 3. For each
message, the counter is initialized with an initial value IV . After every application
of the block cipher, the counter is incremented with a value s.

ci D mi C zi ; 0 � i < t (13)

zi D E.IV C i � sI k/ (14)

No counter value should be used more than once, even for different messages. This
requirement has to be taken into account for the generation of the initial value
and the counter step s. Again, a formal proof of security for this mode can be
found in [2].

4.5 Example Block Ciphers

4.5.1 DES

The best known and, until today, the most used block cipher is the Data Encryption
Standard (DES), which was designed in the 1970’s and standardized in 1977 [39].
The DES encrypts blocks of 64 bits at a time, under a 56-bit key.

In 1993, a detailed design for a DES cracking machine was published [35]. In
1998, a dedicated machine was built and used to recover secret DES keys [10].
The machine simply tries out all possible keys until one is found that produces
valid-looking messages. The fraction of keys surviving this test are then subjected
to some further tests until the correct key has been determined. Such an attack is
called exhaustive key search. The security of a block cipher against exhaustive key
search is determined by the length of the key.

The conclusion is that the use of the DES can no longer be recommended, except
if it is used in strengthened modes, for example, as discussed in Sect. 4.5.2.
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4.5.2 3-DES

Soon after the introduction of the DES, multiple encryption modes were proposed.
In a multiple encryption mode, the block cipher is applied multiple times to each
message block, each time with a different key. It can be shown that the security of a
double encryption mode against exhaustive key search only marginally better than
the security of the original block cipher [7]. Consequently, triple encryption modes
have become a popular means to strengthen the DES.

3-DES.xI k1; k2; k3/ D DES.DES.DES.xI k1/I k2/I k3/ (15)

Often, a variant on triple encryption is used, in which the middle encryption op-
eration is replaced by a decryption operation. This mode is sometimes denoted by
3-DES–EDE.

3-DES-EDE.xI k1; k2; k3/ D DES.DES�1.DES.xI k1/I k2/I k3/ (16)

Since the strength of 3-DES is approximately that of a (hypothetical) block cipher
with the double key length of DES, it is sometimes recommended to set k3 D k1.
This is called 2-key 3-DES. However, it can be shown that 2-key 3-DES is weaker
than 3-key 3-DES, hence it makes sense to choose the 3 keys independently [24].

4.5.3 AES

The Advanced Encryption Standard (AES) was proposed in 2001 as a replacement
of the DES [41]. The selection process consisted of an open submission phase
ending in 1998, followed by an open and public evaluation period ending in Oc-
tober 2000. Cryptographers from all over the world submitted candidate algorithms
and participated in the evaluation process.

The AES encrypts message blocks of 128 bits under keys of length 128, 192 or
256 bits. The longer key length ensures resistance against exhaustive key search for
the foreseeable future. The longer block length ensures increased resistance against
attacks based on multiple occurrences of the same block inside one message. Finally,
the algorithm is adapted better to modern computing platforms, which makes it sig-
nificantly faster than 3-DES, and on many platforms even faster than DES. For all
these reasons, the AES is replacing the DES and 3-DES in many existing applica-
tions. It is definitely the preferred block cipher for applications without backwards
compatibility requirements.

The AES is based on transformations with a simple description over the finite
field GF(256). The fact that the AES can be expressed quite elegantly as a set of
quadratic implicit equations both over GF(256) and over GF(2) has led to some
controversy about its security. While it is known that solving a set of quadratic
equations is a difficult problem in general, some people believe that the structure
present in the particular equations describing AES will allow to solve them relatively
easily [4, 26]. Full details about the design of the AES can be found in [5].
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5 Hash Functions

Hash functions can be thought of as cryptographic check sums. They take as input
a message of variable length and possibly a secret key. They produce an output of a
fixed length. Hash functions using a secret key are also called “Message Authenti-
cation Codes” and are treated in Sect. 6.

We start this section with a description of the requirements for a hash function
and a discussion of generally applicable attacks. We proceed with usage scenarios,
and we conclude with some example constructions.

5.1 Requirements

The essential security properties for a hash function are one-wayness and collision
resistance. These are usually specified as follows.

Preimage resistance: For all outputs y, it is infeasible to compute an input which
hashes to y.

Second preimage resistance (weak collision resistance): For all inputs x, it is in-
feasible to compute a second input x0 such that both inputs hash to the same
output.

(Strong) collision resistance: It is infeasible to compute two inputs x; x0 that hash
to the same output.

It is easy to see that strong collision resistance implies weak collision resistance.
Under plausible assumptions and excluding degenerate cases, strong collision resis-
tance also implies preimage resistance. Some applications require a hash function
which is strongly collision resistant, whereas other applications only need preim-
age resistance. However, nowadays, many applications use a hash function which is
believed to be collision-resistant, even if only preimage resistance is required.

The term “infeasible to compute” is of course rather vague, and changing over
time. What is infeasible for a large organization now might be feasible for an indi-
vidual user in 10 years from now. Therefore, the computational complexity to find a
collision or (second) preimage is often compared to some trivial attacks, which we
discuss in Sect. 5.2.

5.2 Breaking a Hash Function

Consider a hash function h and denote by N the size of the output space of h.
By definition, the size of the input space is larger than N , and hence it is clear
that for all hash functions collisions exist and will be found after at most N C 1

tries. Furthermore, by consequence of the birthday paradox, a set of size
p

N inputs
contains at least one collision with a probability close to 50%. For slightly larger
sets, the probability quickly approaches 100%.
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These observations are true regardless of the structure of the hash function.
A hash function is considered to be not collision resistant if an algorithm is known
that with high probability produces collisions using less computations than

p
N

invocations of the hash function. Using similar reasonings, a hash function is con-
sidered to be not (second) preimage resistant if (second) preimages can be found
using less effort than N invocations of the hash function.

Note that these conventions introduce a kind of efficiency criterion: from a hash
function with larger output size, and hence larger size of the output space, we expect
stronger resistance against attacks.

Currently, the strength of a hash function is usually equated to its collision-
resistance. Almost all cryptanalytic attacks are collision attacks. It would be in-
teresting to find out more about attacks against the property of preimage resistance.

5.3 Usage

5.3.1 Digital Signature Schemes

Collision-resistant hash functions are an essential component of all digital signa-
ture schemes. When a message m is subjected to a digital signature scheme, it
is first “compressed” by means of a hash function. Only the output of the hash
function is really signed. The primary reason for this approach is that signing prim-
itives are based on asymmetric cryptography, and consequently very slow. In most
applications, the only way to achieve acceptable performance is by employing a
hash function to reduce the size of the input of the asymmetric components. Con-
sequently, if one can find two messages hashing to the same value, then a signature
on one of the documents will allow to forge a signature on the other document by a
simple act of copying.

5.3.2 Storage of Sensitive Information

Hash functions are also used to reduce the amount of sensitive information that
needs to be stored on servers. For instance, consider a password-based authentica-
tion protocol. In the most simple incarnation, the authentication server stores a list
of (username,password)-tuples. Authentication is successful if the provided pass-
word matches the stored password. However, the list of passwords on the server is
vulnerable to theft. In a better implementation of the protocol, the server does not
store the passwords, but only the hashed values of the passwords. Authentication
is then successful if the hash of the provided password matches the stored value.
An attacker who has obtained the list of hashed values can not use them directly
to authenticate himself/herself. Note that for this application, the hash function
does not have to be collision-resistant: it suffices to use a preimage-resistant hash
function.
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5.4 Example Hash Functions

All modern hash functions in use are iterative constructions. That means that the
variable-length inputs are first divided into blocks mi of fixed length, which are
processed sequentially by a compression function f. Finally, an output transforma-
tion g is applied.

y0 D f .IV; m0/ (17)

yi D f .yi�1; mi /; 0 < i < t (18)

h.m/ D g.yt / (19)

If the message length is not a multiple of the input length of the compression func-
tion, the message is extended to the desired length by means of a unique padding
rule. Using the Merkle-Damgård construction method, any collision-resistant
compression function can be used to construct a collision-resistant iterative hash
function [23].

5.4.1 The MD4-Family

Two types of compression functions are in use today: custom designs and designs
based on block ciphers. Almost all custom designs are based on the hash function
MD4, designed in 1990 by Ron Rivest [30]. Besides MD4, the family includes MD5,
extended MD4, RIPEMD and variants, HAVAL, SHA, SHA-1 and variants. While
collisions for MD4 were constructed already in 1996 [8], the follow-up designs
remained popular. Recently, collisions were constructed for MD5, HAVAL-128,
RIPEMD [34], SHA [18] and reduced versions of SHA-1[29]. It remains an open
question whether these attacks can be extended to full SHA-1 and variants. In any
case, it seems there is a need for a different hash function design model.

5.4.2 Block Cipher Based Designs

Hash functions based on block ciphers use a compression function derived from the
block cipher. For instance, the Davies–Meyer construction [22] works as follows:

f .yi�1; mi / D E.yi�1Imi /C yi�1; (20)

whereC denotes the bitwise exclusive-or. Other construction methods can be found
in [28]. Whirlpool is a hash function based on a block cipher that has been designed
only for use in the hash function [37].

Hash functions based on block ciphers are interesting because many block ci-
phers use basic operations that are completely different from the operations used
in the MD4 family. Hence, we have reasons to believe that the recent attacks on
MD4-like hash functions will not apply to them. An important disadvantage is the
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performance penalty. Every iteration of the compression function uses the block
cipher with a new key. Hence, the block cipher key setup needs to be repeated for
every block. Very few block ciphers are designed with frequent rekeying in mind.
Consequently, the performance of the key setup is usually lower than raw encryption
performance.

6 Message Authentication Codes

It is sometimes falsely believed that a message can be protected against deliber-
ate modifications by computing and attaching the hash value. However, if the hash
function does not take a secret key as input, it is trivial for an attacker to compute
the output of the hash function over the modified message and replacing the at-
tached hash value. Hence, when we want to protect the integrity of a message using
only symmetric primitives, then we need keyed hash functions, also called Message
Authentication Codes (MACs).

We start this section with a description of MAC functions and their requirements.
Subsequently, we discuss the most popular constructions.

6.1 Description

A MAC function takes as input a message of variable length and a secret key. De-
pending on the construction, the key can have a fixed length or a variable length.
A MAC function produces as output a tag of fixed length.

In order to protect the integrity of a message, the sender computes the MAC over
that message, using the secret key he shares with the receiver. The resulting tag is
attached to the message. Upon receipt, the receiver recomputes the MAC over the
received message and compares the result with the tag that was sent. If both tags
agree, then the receiver can be confident that the message was not modified during
transport.

6.2 Requirements

The requirements for a MAC function are a cross-breed between the requirements
for an un-keyed hash function and the requirements for a block cipher. Even in case
the attacker has at his disposition a large sample of messages, possibly chosen by
him, and the corresponding tags, it should be computationally infeasible to achieve
any of the following:

Key recovery: To recover the value of the secret key,
Forgery: To produce a new message with a valid tag
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Two types of forgeries can be distinguished: substitutions, which are based on a
pair of messages that result in the same tag, and impersonations, which consist of a
message and a valid tag that were not part of the sample set.

6.3 Examples

The most used MAC functions are based on a block cipher in CBC mode of op-
eration, or on a dedicated design for an un-keyed hash function, e.g., HMAC. An
alternative construction method is based on universal hash functions.

6.3.1 CBC–MAC

As explained in Sect. 4.4.2, if a message is encrypted with a block cipher in CBC-
mode, the last ciphertext block depends on all message blocks. The CBC–MAC of
a message is constructed by first “encrypting” the message with a block cipher in
CBC-mode, and second apply some output transformation v on the last block of the
ciphertext. The output of v is the tag [40].

Many different variations on this scheme have been proposed in order to solve
security problems due to the short key length and the short block length of the
popular block cipher DES. Most of the variations have subsequently been broken
or shown to not live up to expectations. However, if DES is replaced by AES, then
there are no known security problems with the basic CBC–MAC scheme.

Note that the CBC–MAC computations can not be shared with a CBC encryption
process. If both confidentiality and integrity of the message have to be protected,
then it is possible to use a block cipher in CBC mode to achieve both goals, but the
secret keys used should be different. Hence, two separate passes over the message
are required. Recently, new modes of operation for block ciphers have been pro-
posed, that allow to achieve confidentiality and integrity simultaneously [14,17,31].
These modes are still being studied.

6.3.2 HMAC

Let h denote an un-keyed hash function and let ‘k’ denote concatenation of symbol
streams. Then, the HMAC construction can, somewhat simplifying, be described as
follows.

HMAC.m; k/ D h.kkh.kkm// (21)

The message m is “enveloped” by the key. Since the outer invocation of the hash
function operates on a short input, the performance of the HMAC construction is al-
most as good as the performance of h. A full description of the HMAC construction
can be found in [42].
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Because un-keyed hash functions are over-designed for their use in HMAC, this
construction has the additional feature that even for someone who knows the key, it
is computationally infeasible to construct substitution forgeries.

In the past, unkeyed hash functions were significantly faster than block ciphers.
Hence, for reasonably long messages, the HMAC construction used to be signifi-
cantly faster than CBC–MAC constructions. However, due to the good performance
of AES and the recent cryptanalysis breakthroughs on the fastest hash functions, the
difference in performance is getting smaller.

6.3.3 Universal Hash Functions

Universal hash functions were proposed in [36]. A universal hash function is actu-
ally a set of hash functions, satisfying certain properties. In an application that uses
a MAC based on a universal hash function, a part of the secret key is used to select
one function of the set. The selected function is applied to the message, and the
output is encrypted using another part of the key.

The security of the MAC is not based on the computational infeasibility to invert
a known map. Instead, one relies on the fact that the attacker does not know which
function of the set has been used and hence does not know which function to invert.
The set of functions is defined in such a way that guessing attacks have a low proba-
bility of success. Because there is no requirement of one-wayness on the individual
functions, it is more easy to construct functions with a high performance. In princi-
ple, universal hash functions require a lot of key material, but this requirement can
be alleviated by using the output of a stream cipher, cf. Sect. 3.

7 Outlook

With the conclusion of the AES selection process, it appears that application de-
velopers have now a strong symmetric primitive to ensure message confidentiality.
Where it has been demonstrated that implementations of the AES can be quite ef-
ficient on a wide range of platforms, there remain application areas with special
requirements which might be better served by another symmetric encryption prim-
itive, for instance a stream cipher. The challenge for designers of stream ciphers is
to come up with a design that is really faster or less costly to implement than an
optimized AES implementation.

The area of integrity providing primitives appears currently to be more dynamic.
Several designs that where believed to achieve the highest security level have re-
cently turned out to contain some holes. On the one hand, this challenges the
designers of symmetric primitives to come up with new designs, perhaps using
completely different approaches to the problem. On the other hand, application de-
velopers are challenged to pay more attention to the exact security requirements of
their application and evaluate whether the existing designs, with their known short-
comings, can still provide sufficient security.
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Finally, even the best cryptographic primitive can be used wrongly and result in
an application with security problems. The design of security protocols and systems
remains a task for experts who have a good understanding of the characteristics
that all cryptographic primitive of a given type share. Only in this way can ‘silly
mistakes’ be avoided.
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1 Introduction

It is well known that authentication, integrity, and confidentiality are the most
important principles of network security. However, recent reports about a number
of prominent Internet service providers that broke down because of malicious at-
tacks [2, 3, 31, 32] urge people to realize that all security principles must be based
on service availability. “Availability” in this context refers to a service that can be
accessed within a reasonable amount of waiting time after a legitimate client sends a
request.
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The service availability of a network server can be destructed in a variety of ways,
such as internal bugs within a system, hardware limits, or malicious attacks from
outside. Network-based DoS attacks, in particular, denote malicious actions, which
aim at shutting down a target server and destructing its service availability via the
Internet. These attacks usually attempt to block or degrade service in a designated
period temporarily, rather than intrude on the server directly or damage the data
permanently.

One of the most popular DoS attacks, TCP SYN flooding attacks, was reported
in 1996 [2, 3, 10, 32], which succeeded in crippling Panix, a major New York In-
ternet service provider, in early September 1996, and created similar problems for
the website of the New York Times a few days later. As a rule, an SYN flooding
attacker exploits spoofed IP addresses to mount a large number of initial and unre-
solved connection requests to a victim server, depleting its resources and rendering
it incapable of responding to legitimate clients.

Distributed Denial of Service (DDoS) is a new form of DoS attack, first reported
in early 2000 [8, 28, 31]. In contrast to traditional DoS attacks, DDoS attackers, in
particular, are armed with self-propagation worms which can be installed on a dis-
cretionary number of vulnerable computers on the Internet. An attacker is able to
harness these compromised machines in order to mount a coordinated DoS attack.
These infected machines are typically divided into two groups: “Masters” and
“Zombies”, which play different roles in a DDoS attack. “Masters” are more like in-
termediaries, while “Zombies” serve as attack platforms. Communication between
an attacker and the “Zombies” is not direct, but depends on the “Masters”. One
“Master” may control and deliver the attacker’s command to a number of “Zom-
bies”. By mounting such a coordinated DoS attack, the effectiveness of a DDoS can
be multiplied by 10, 100, or even 10,000 times [13].

A typical DDoS attack process can be described as follows. An attacker first
scans a large range of networks to find vulnerable hosts that have weak defences
against a malicious intrusion. The number of these hosts is determined by the
strength of the attack that an attacker intends to launch. Second, the attacker in-
stalls “Master” or “Agent” programs on these vulnerable hosts. A machine with an
“Agent” program is called a “Zombie”, which carries out the actual attack. A ma-
chine installed with a “Master” program is able to communicate with a number of
“Zombies” and serves as a control-handler of the attacker. An attacker can command
several “Masters” directly, and “Zombies” are activated by these “Masters” at the
designated time for an attack. Figure 1 shows this three-layer control. The reason for
using such an architecture is to keep the attacker safe and difficult to trace. Now, all
the preparation has been accomplished. The attacker only needs to cross his fingers
and wait for an appropriate time to launch his DDoS attack. When a defending server
suspects that it is under a DoS attack, it can only find numerous legitimate connec-
tion requests received from a large number of legitimate IP addresses, consuming
all the resources of the server. However, the real owners of these “Zombies” are
unwitting accomplices [16], and do not know what has actually happened on their
machines.
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Fig. 1 Three-layer control for a DDoS attack

To prevent DoS attacks, many defence mechanisms have been proposed (e.g.,
[4,6,14,22,23,25]), among which client puzzle is one of the most notable and influ-
ential. Since DoS attacks mostly exploit defects in existing network protocols, the
advantage of client puzzles over other proposed methods is that by improving proto-
cols directly, it is feasible to confine DoS attacks in a harmless range for defending
servers.

In a typical DoS attack, an adversary deploys unauthorized service requests to
consume the limited resources of a target server. The aim of client puzzles is to
impose a moderate authentication “cost”1 on each client wishing to obtain service
from a defending server. This can be achieved by asking clients to solve different
cryptographic puzzles (here we call them client puzzles). The cost of comput-
ing client puzzles is negligible for legitimate clients, but unendurably expensive
for DoS attackers who attempt to acquire considerable resources from the server.
Because recent studies show that existing DDoS tools are designed carefully as
to disturb “Zombie” computers and to avoid alerting their real owners. In other
words, “Zombies” are unable to furtively compute puzzles for the adversary. In
this way, the defending server can force the adversary to give up, because applying
for more resources demands that the adversary must invest more resources him-
self/herself.

1 In this context, “cost” means computational cost, such as CPU processing time or/and memory
space.
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On the other hand, client puzzles have one inadequacy. A client who requests
for a service from a defending server has to install a small client-side program
for the computation of puzzles. While most of the other proposed countermeasures
against DoS attacks, such as Traceback IP [23], SYN cookies [6], and Ingress/Egress
filtering [22] methods, merely demand a modification to a defending server or a
fundamental network protocol, the potential disadvantages of these approaches are
inevitable. For instance, SYN cookies are based on the assumption that an attacker
launching a SYN flooding attack via spoofed IP cannot intercept all the SYN/ACK
packets sent to the spoofed addresses, which is unfortunately not always true [15].
Similarly, the major idea of Traceback IP [21] is that a packet can be traced back to
its source address by inserting traceback data into the packet when it passes through
distinct routers to the destination, which obviously increases the traffic loads and
raises much information redundancy. Compared with these, client puzzles are able
to ensure service quality and protect servers against DoS attacks effectively, as long
as clients install a puzzle-solving software. In today’s network technology, such soft-
ware can easily be implemented by a plug-in of a web browser or distributed by the
servers. Hence, the requirements for this special software should not be a problem.

2 Related Work

Dwork and Naor introduced the original idea of cryptographic puzzles into junk mail
defense [11], in which every successful delivery of a message requires the sender to
solve a small cryptographic puzzle. By doing so, they successfully impose a large
amount of computational costs on sending mass mails, while for legitimate clients,
the costs to compute single puzzles are negligible.

In 1999, Juels and Brainard proposed a client puzzle protocol to defend against
TCP SYN flooding attacks. The idea of the client puzzle protocol is very simple
[15]. When there is no evidence of attack, a server accepts connection requests nor-
mally. If the defending server comes under a DoS attack, it distributes a unique
client puzzle to each client who is applying for a connection. In order to obtain the
server’s resources for his/her connection, a client must compute the puzzle correctly
and return the solution in time. This protocol is deployed in conjunction with the tra-
ditional time-out, which is used to control the time period for puzzle computation.
Consequently, it is hard for an adversary to compute large numbers of puzzles in a
short period, which can be used to differentiate legitimate requests from malicious
half-open ones. In their paper, Juels and Brainard also presented a simple puzzle
construction to implement their protocol although this seemed unsatisfactory and
caused a lot of arguments in network forums [9, 24, 30].

In 2000, Aura et al. presented a more convincing scheme for client puzzles, which
is based on Hash functions [4]. In their scheme, the server sends the parameters of
a puzzle to the client, and the client performs a brute-force search and a number
of computation to find the correct answer. The server distributes its resource to the
client only after the solution is verified. However, the underlying problem of this
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puzzle scheme is that a defending server must calculate a hash function, in order to
verify each solution received from clients. As a result, a possible DoS attack may
occur in which an adversary sends numerous bogus answers that the server has to
process. In 2004, Waters et al. [5] suggested a new technique that permits the out-
sourcing of puzzles. Eventhough puzzles can be used by different servers, the solu-
tion of a puzzle still requires one modular exponentiation for every defending server.

2.1 Contribution

To overcome the underlying drawbacks of the existing puzzle systems, we propose
a novel client puzzle scheme that is based on a trapdoor mechanism. Our scheme is
expected to possess two prominent characteristics. One is that most of the computa-
tions for puzzle generation can be fulfilled in a preconstruction phase, independent
of a puzzle construction. Pre-construction can be processed during idle time, and
items calculated in this phase can be reused by combining them with time parame-
ters. The other important feature is a quick verification. No computation occurs in
the verification phase, which makes DoS attacks aiming at flooding bogus solutions
to exhaust system resources impossible. We show that our puzzle is computationally
efficient and applicable to the existing Internet protocols. A complete security proof
is also included in this chapter.

2.2 Organization of the Chapter

The rest of the chapter is organized as follows. In Sect. 3, we provide the preliminary
knowledge about trapdoor functions and the Discrete Logarithm Problem(DLP). In
Sect. 4, we present a formal definition of trapdoor-based client puzzles. After that,
we describe our trapdoor-based puzzle scheme in detail, along with the security
proof and an analysis of system efficiency. We provide the system configuration in
Sect. 6 and discuss several possible improvements in Sect. 7. Finally, we conclude
this chapter in Sect. 8.

3 Preliminary

3.1 Trapdoor One-Way Function

Our proposed scheme utilizes a trapdoor one-way function. Informally, a one-way
function is designed to provide an algorithm which is easy to compute, yet com-
putationally infeasible to reverse [26]. For example, given x, it is easy to compute
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the value of f .x/, but infeasible to obtain x if given f .x/ in polynomial time. A
trapdoor one-way function is a special one-way function equipped with some se-
crets called “trapdoor”. A trapdoor one-way function is uniformly easy to compute
in one direction, but hard to reverse. Whereas in particular, it is also easy to compute
x by reversing the function f .x/ as long as the trapdoor is known.

3.2 Security Assumption

It is well-known that the security of many famous public-key cryptosystems, such
as RSA, Diffie–Hellman and DSS [17], is based on one assumption that there is
a mathematically hard problem, which is difficult for cryptanalysts to solve in a
polynomial time. The discrete logarithm is one of the prevalent hard problems [29].

The Discrete Logarithm Problem (DLP) is a problem that has been researched
in [18, 20]: given a large prime p, a generator ˛ of Z�p , and a random element
ˇ 2 Z�p, it is hard to find the integer x (0 � x � p�2) such that ˛x 	 ˇ .mod p/.
Many popular public-key cryptosystems are based on this assumption, such as the
ElGamal system and the DSS [1, 12].

We provide a formal presentation of the DLP, in which p is a large prime (e.g., a
1,024-bit number).

Assumption 1. We say that the hardness of the DLP holds, if for all probabilistic
polynomial time adversaries A, the following probability

P rŒ ˛ 2 Z�p ; ˇ 2R Z�p W A.p; ˛; ˇ/ D x s:t: ˛x 	 ˇ .mod p/ � < "

4 Definition

The aim of our trapdoor-based client puzzle system is to protect the availability
of the service transferred between a web server S and legitimate clients C against
DoS attacks. The system exploits a specific trapdoor one-way function, where a
puzzle creator (the server S ) can efficiently compute the correct solution with the
knowledge of the trapdoor, while other puzzle solvers (legitimate clients C and an
adversary A) must perform a brute-force search and a number of computation to
obtain the answers. The scheme consists of three efficient algorithms for generating
random puzzles, solving the puzzles, and verifying the solutions of these puzzles,
respectively.

Definition 1. A trapdoor-based client puzzle scheme consists of a three-tuple of
polynomial algorithms .Gen; Solve; Verify/, where
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� Gen: Puzzle generation algorithm used by a defending server S . It takes security
parameter t and a difficulty level l as input, and outputs a random puzzle P along
with a correct solution Ss to the puzzle P . That is

.P ; Ss/  Gen.1t ; l/:

Indeed, a puzzle P comprises two elements denoted as P D .�; Œ˛; ˇ�/ where �

is a puzzle parameter, and Œ˛; ˇ� is a search range of length l . That is l D jˇ�˛j.
� Solve: Puzzle-solving algorithm. This is an efficient algorithm for a client C to

solve the puzzles. On input P D .�; Œ˛; ˇ�/, it computes an answer Sc .

Sc  Solve.P/

� Verify: A deterministic algorithm performed by S . On input Ss and Sc , it outputs
either one or zero.

Verify.Ss ; Sc/ 2 f1; 0g
Success: Define the success of a client solving a puzzle by:

Verify.Ss; Sc/ D 1; if Ss D Sc holds:

The diagram in Fig. 2 is a simple prototype for our trapdoor-based client puzzle
scheme, in which the defending server takes charge of two positions: “Creator” and
“Verifier”, and a client is responsible for “Solver”.

Fig. 2 A simple prototype
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5 The DLP-Based Client Puzzle Scheme

5.1 Algorithm

The algorithm that we will deploy in our puzzle scheme is derived from Schnorr’s
Signature [7, 27], which was proposed in 1989 and could provide encryption and
signature functions. Its security relies on the difficulty of computing discrete loga-
rithms. First of all, we describe the algorithm as follows.

Let p be a large prime, and q be another prime, which is the prime factor of p�1.
The size of p and q should be selected with care to ensure that DLP in Z�p is hard.
g is a generator of the group G (order q). Denote x 2 Z�q as a positive and secret
integer. Let l be the difficulty lever of puzzles.

Our scheme is based on the following equations, in which random a; b 2 Z�q .

h D gx .mod p/ (1)

C D ga � hb .mod p/ (2)

W D aC b � x .mod q/ (3)

Examining the above equations, we find a transformation by assembling them
together as shown below.

� Put (1) into (2).

C D ga � hb D ga � .gx/b

D ga � gbx

D gaCbx .mod p/ (4)

� Put (3) into (4).

C D gaCbx D gW .mod p/ (5)

Note that g and p are constant in (5). Hence, if we can maintain the constancy of
W , C should be a constant as well.

From (3), we can easily verify that a and b can be chosen arbitrarily, if the secret
value x is known, to obtain W . Moreover, by a given random a0 2 Z�q , we can
compute a unique b0 2 Z�p by (6) such that W is kept constant.

b0 D .W � a0/ � x�1 .mod q/ (6)

Our puzzle scheme operates so that, using (3) and (5), the puzzle creator can
easily compute the initial values of W and C from a pair .a; b/. Then, keeping
W and C constant, the creator changes the value of a0 for each new puzzle and
calculates a corresponding solution b0 through (6). He also generates a search range
associated with b0, where the range length equals l (recall that l is the difficulty
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level). The puzzle creator should broadcast p, h, and (2), but keep g, x, q, and W

secret. In consequence, the only feasible method for a puzzle solver is to perform an
exhaustive search in the candidate range to find a b0 that makes (2) hold.

Since he knows the trapdoor – (6), the puzzle creator performs only one addi-
tion2 and one modular multiplication to obtain a solution for each fresh a0. On the
other hand, a solver must compute a sequence of modular exponentiations for test-
ing each instance in the given range until he finds the correct answer. Meanwhile,
the creator can adjust the size of the search range – l to control the computational
costs consumed by the solvers.

5.2 System Description

Now, we look at how a system using our trapdoor-based puzzle scheme works for
the defending server and legitimate clients. We split the scheme into four phases, use
preprocessing to calculate, and store a number of constants for puzzle construction
and verification, which are expected to relieve the computational overhead of the
server.

1. Preconstruction phase

(a) Determine a time interval Td and the size of A denoted by n.
There is a trade-off between Td and n, which requires some careful thought.
In fact, the server needs to find a minimum n and a maximum Td that satisfy
the following requirement: in each time period, n is by minimum greater than
the maximum connection ability of the server. It means that no instance in set
A can be chosen for puzzle construction more than once in same time period.
For instance, if the hourly maximum connectivity of the server is 50,000 on
average, n should be from 50,001 with Td D 1.

(b) Establish A.
A is a random and nonrepeated integer set.

A D fai j ai 2 Z�q ; j 1 � i � ng \ f8am; an 2 Aj am ¤ ang

(c) Compute GA.
GA is computed by the server.

GA D fgai .mod p/j 1 � i � n; ai 2 Ag

(d) Generate and encrypt t .
t is a time parameter which is in the form of

fyymmddhh1hh2g \ fhh2 � hh1 D Td g:

2 A subtraction operation can be viewed as an addition in a computer system.
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We can adjust the form of t according to the designated Td . For instance, if
Td D 30 min, the form of t can be described as

fyymmddhhmm1mm2g \ fmm2 �mm1 D 30g:

Then, the server computes gt .mod p/ at the beginning of each new time
period.

(e) Compute initial C , W , wt and x�1 .mod q/.
Given a random pair .a; b/ � Z�q , the server obtains

W D aC b � x .mod q/

and
C D gW .mod p/:

Compute
wt D W � t .mod q/:

Using the extended Euclidean algorithm, the server easily computes x�1

.mod q/.

In the pre-construction phase, the server obtains constants fW , C , x�1 A, GAg
and two periodic constants fgt ; wt g.

2. Construction phase
When receiving a request from a client C , the server S generates a puzzle P D
.ga0

; Œ˛; ˇ�/ along with its correct solution bs . P is essential for a client solving
a puzzle. bs is stored on the server for verification of the answer returned from
the client. This stage is described as follows.

(a) Compute ga0

.

ga0 D gt � gai .mod p/ (7)

where gai 2 GA, t is the current time period, and gt is a periodic constant
calculated at the beginning of t . The server picks up random gai 2 GA to
generate a fresh puzzle then marks this gai to be unavailable until a new period
comes. This means that when each period starts, all the elements in GA are
available. An element is marked unavailable throughout the same period, once
it is chosen by the server to create a puzzle.

(b) Generate bs.

bs D .W � a0/ � x�1 .mod q/

D ŒW � .t C ai /� � x�1 .mod q/

D .wt � ai / � x�1 .mod q/ (8)

Note that the values of i in (7) and (8) are uniform.
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(c) Obtain a search range Œ˛; ˇ� � Z�q .

˛ D bs � c .mod q/

ˇ D ˛ C l .mod q/

for random c 2 Œ0; l/, where l is the current difficulty level of the puzzles.

3. Puzzle-solving phase
Unlike the other three, this phase is performed on the client’s side. We assume
that a client C has installed a specific piece of software which is distributed by
the server. It solves puzzles received from the server with an equation

C D ga � hb .mod p/;

a triple of constants .C; h; p/, and an interface for accepting puzzles from the
server.
When a client receives a puzzle P , he employs an exhaustive search (brute-force)
to find the answer bc which satisfies the equation. Due to the length of the search
range l D ˇ � ˛, a client C needs to perform on average l=2 modular exponen-
tiations to find the answer bc .

4. Verification phase
Upon receiving the answer bc from a client, the server compares it with the stored
solution bs that has been calculated in the construction phase. If they are equal,
Verify.�/ outputs 1, which means that authentication of the client is verified, and
the server proceeds with the rest of the request. Otherwise, Verify.�/ outputs 0,
and the server drops the request.

Verify.bs; bc/ D
�

1 if bs D bc

0 otherwise

5.3 Security Consideration

Theorem 1. If (2) holds, then the solution b0 computed by (6) can be verified.

Proof : Given the initial values of .a; b/, we can obtain the following result.

C D ga � hb D ga � gbx D gaCbx D gW .mod p/

To create a new puzzle, we choose a0 and compute the solution b0 D .W � a/ � x�1

.mod q/. Now, we verify it in (2).

C D gW D ga0 � gb0 D ga0 � h.W�a0/�x�1

.mod p/

D ga0 � g.W�a0/�x�1�x .mod p/

D ga0 � gW�a0

.mod p/

D gW .mod p/
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Server Client
– – – – – – – – – – – – –
h D gx .mod p/

C D ga � hb .mod p/

W D aC b � x .mod q/

secret: g; x; W; q public: C; h; p

– – – – – – – – – – – – –
Pre-construct a puzzle:

– Generate candidate data sets:
A D fa1; a2; : : : ; ang
GA D fga1 ; ga2 ; : : : ; gang

– Generate: gt , wt

for the current time period

– Initial constants: x�1

– – – – – – – – – – – – –
Construct a puzzle:

ga0 D gt � gai .mod p/

bs D .wt � ai / � x�1 .mod q/

random r 2 Œ0; l/

Œbs � r; bs � r C l�! Œ˛; ˇ�
PD.ga0

; Œ˛; ˇ�/�������������������!
– – – – – – – – – – – – – – – – – – – – – – – – –

Search for bc to meet:
C D ga � hb .mod p/

– – – – – – – – – – – – –

Verify a solution:
bc �������������������

bs
‹D bc

– – – – – – – – – – – – –
Allocate resources for a client
or drop a request according to
the correctness of the solution

:
:
:

:
:
:

:
:
:

Continue�������������������! :
:
:

Fig. 3 A DLP-based puzzle scheme
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Theorem 2. Our scheme is secure assuming the hardness of the Discrete Logarithm
Problem.

Proof: To illustrate our proof, first let us recall the assumption made in the Discrete
Logarithm Problem. Given two elements of a group, gv and h, it is computationally
infeasible to find a non-negative integer x such that

h D gx .mod p/

holds, where the size of p is appropriately chosen (e.g. 1,024 bits).
We assume there is an algorithm A that, given C , g, h 2 Zp

�, outputs a, b such
that

C D ga � hb .mod p/

holds with a non-negligible probability.
We will show an algorithm B that uses A to solve an instance of a Discrete

Logarithm Problem, which is assumed to be hard.
To be more precise, the task of algorithm B is to output

x D logg h .mod p/

given g, h 2 Z�p for a prime p. This simulation is as follows.
First, B provides g, h, p as the public parameters to A. Then, B performs the

following:

� Select a random value � 2 Z�q , where q j p � 1.

� Compute: C � D g	 mod p.

Finally, B provides C � to A, and with a non-negligible probability, A outputs:
.a; b/ where:

C � D ga � hb .mod p/

holds. Now, the simulation is restarted. Again, first A is provided with the public

parameters g, h, p, and finally given C �. A will produce another forgery . Oa; Ob/

where

C � D g Oa � h Ob .mod p/

holds. If Oa D a and Ob D b hold, then the last simulation needs to be repeated until
Oa ¤ a and Ob ¤ b. We note that A will output Oa D a and Ob D b with probability
1=q2.

After obtaining two values .a; b/ and . Oa; Ob/, B gathers the following equations:

C � D ga � hb .mod p/

C � D g Oa � h Ob .mod p/

Hence, B derives:

ga � hb D g Oa � h Ob .mod p/
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which implies:
aC bx D OaC Obx .mod q/

or
x � .b � Ob/ D Oa � a .mod q/

and
x D . Oa � a/.b � Ob/�1 .mod q/

Note that x is the solution to the DLP problem. The probability of success of B

is lower bounded by 1=q2, which is non-negligible. Hence, we have provided the
proof.

5.4 Remark

Remark 1. No client can precompute a puzzle or its solution in advance.

� In the preconstruction proces s, the defending server generates a random and
nonrepeatable data set A (A D fai j1 � i � n; ai 2 Z�q g). According to set A,
the server obtains a multiplier factor set GA (GA D fgai .mod p/ j 1 � i �
n; ai 2 Ag), in which the values of gai are consequently irregular.

� When the defending server constructs a puzzle, it performs the following com-
putation:

ga0 D gt � gai

where gai is randomly selected from GA. We notice that the probability of
a client successfully predicting a puzzle equals 1=qn. When q and n are big
enough, precomputing a puzzle is computationally infeasible in the time period t .

Remark 2. The computational resources consumed by a client to solve a puzzle are
greater than those used by the server to generate a puzzle and verify its solution.

A defending server performs two modular multiplications and three additions to
create a puzzle and obtain the solution.

To produce ga0

, the server performs one modular multiplication:

ga0 D gt � gai .mod p/

To obtain the solution, the server performs one modular multiplication and one
addition:

bs D .wt � ai / � x�1 .mod q/

where wt is computed at the beginning of the current time period.
To generate the search range Œ˛; ˇ�, the server performs two additions:

˛ D bs � r

ˇ D ˛ C l < N
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To verify a solution, the server only needs to make a comparison.

bs
‹D bc

Since we ensure that the sizes of p and q are large enough to resist any attacks on
the DLP, the answer can only be obtained by exhaustively searching the seed range
and performing modular exponentiations until the correct instance that satisfies the
public equation is found. In consequence, to solve a puzzle, a client has to conduct
on average l=2 modular exponentiations and comparisons, which are much more
than the defending server does.

Remark 3. The DLP-based client puzzle scheme is better than the Hash function [4]
and Diffie–Hellman [5] based puzzle schemes.

� The unique solution guarantees that the defending server can perform a simple
comparison to verify puzzle solutions. This is more efficient and effective in
protecting the verification phase against DoS attacks than the Hash function-
based puzzle scheme, in which the defending server is required to perform a
hash function for solution verifications.

� To adjust the difficulty of a puzzle, we exploit a non-negative integer l to control
the length of a search range. The value of l varies according to the strength of a
DoS attack. When the strength of an attack degree is low, l is correspondingly
small and the cost of solving a puzzle is insignificant for a client. If an attack
worsens and l enlarges, a client has to supply more resources to find a solution.
On average, it requires l=2 modular exponentiations to solve a puzzle. Hence, our
scheme is more easily measurable than the Hash function-based puzzle scheme.

� To avoid puzzle iteration, the Hash function-based scheme requires that a record
of the used instances is kept for a long time, and it performs two comparisons in
puzzle construction and verification respectively. However, relying on the time
parameter t , our scheme can always obtain unique puzzles without wasting mem-
ory space and computational time. The items calculated in the preconstruction
phase can also be reused in every new time interval.

� Apart from relying on the outsourcing for puzzle construction, the Diffie–
Hellman based puzzle scheme requires a modular exponentiation to obtain a
correct solution. Note that a modular exponentiation can be divided into many
modular multiplications [19] and a large number of modular additions. Our
DLP-based scheme, on the other hand, only needs two modular multiplications
and three additions to obtain a puzzle and its corresponding solution, which is
more efficient.

� Our scheme is resistant to eavesdropping attacks. As we claimed earlier, no
puzzle construction information is revealed during communication between the
defending server and its clients. In addition, each connection request has a unique
solution, so that eavesdropping is rarely advantageous to an attacker.

� By varying the values of public instances (such as C , h, p) and constant instances
(such as A, GA), distinct web servers can obtain different puzzle schemes. This
is more flexible for the current network servers that possess various capabilities.
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6 System Configuration

In this section, we provide a general configuration for system parameters, which will
enable the defending server to detect DoS attacks and start up the defence system
in time. Our scheme begins with a regular examination to determine whether it is
currently under a DoS attack. A standard parameter for an attack can be the status
of buffer space consumed or the number of TCP connections. Here, we prefer the
status of buffer space consumed as a standard; so let Bf denote the whole buffer
space of a defending server and Csm be the number of buffers consumed. We assume
that there are five values of Csm which reflect the strength of an attack (this can be
adjusted flexibly according to the different web servers), and we call them 1–5.
When less than half of Bf is consumed, the value of Csm is zero, which means there
is no attack alarm for a defending server. When the number of consumed buffers
comes to half of Bf , the value of Csm is increased to 1, indicating that the server
is suspected of being under an attack. From now on, the defending server needs to
construct and send out a puzzle for every client who is applying for a connection
until the alarm is removed again. When the number of consumed buffers increases
to 3/5 Bf , 7/10 Bf , 4/5 Bf , and 9/10 Bf , respectively, the values of Csm are 2, 3, 4,
and 5 correspondingly.

We have another parameter l – the difficulty level of a puzzle, which decides the
length of the search range related to Csm. When Csm is zero, the value of l is also
zero. When Csm is increased to 1, l becomes 10 (the value of l can also be adjusted
according to different web servers). As Csm increases, the value of l appears to grow
exponentially. We describe some variations below:

Csm D 0; l D 0I
Csm D 1; l D 10I
Csm D 2; l D 100I
Csm D 3; l D 1; 000I
Csm D 4; l D 10; 000I
Csm D 5; l D 100; 000I

We can see that the difficulty of a puzzle can be increased from 0 to a figure that
is computationally infeasible as an attack becomes more severe.

We describe the details of our defending system as follows.

1. Csm D 0, which means there is no attack alarm for our defending server.
When a client sends an initial connection request and an enquiry as to whether
the server is under a DoS attack, the server answers “No”. Then, the client and
the server should continue and finish their connection according to a standard
connection establishment protocol such as TCP. The period of validation for this
connection is within a certain time Tv.
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2. Csm � 1, which means our defending server is suspected of being under a
DoS attack.
When a client sends an initial connection request and an enquiry as to whether
the server is under a DoS attack, the defending server constructs a puzzle accord-
ing to the current value of l and sends back “Yes”, together with a set of puzzle
parameters, to the client. The server keeps a correct solution b0si for every con-
nection request i for a specified period Tw. A client uses the puzzle’s parameters
to solve the problem and sends the solution back. The defending server com-
pares the two solutions and then decides whether to proceed or drop this request.
A connection request should be dropped immediately if a solution received from
a client is incorrect, or the time for sending back a solution is beyond Tw.

7 Discussion

In this section, we will discuss some possible attack scenarios and problems that
occur when a defending server implements our trapdoor-based puzzle scheme.

� Discussion 1
If a malicious client floods a defending server with initial connection requests
by using spoofed IP addresses or his “Zombies” (see Fig. 4), how can a server
protect itself? Wasting system resources to construct and send out a puzzle for
every connection request is not an efficient approach for protecting a web server.
The aim of such an attack is to make a defending server perform a large number
of meaningless computations for the construction of puzzles, which may lead to
the possibility of exhausting the server’s resources. Recall that a basic principle
of client puzzles in defending against DoS attacks is to force a client to consume a

Fig. 4 A threat to our trapdoor-based puzzle scheme
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large number of resources before obtaining resources from the defending server.
If we do not comply with this rule, the threat of DoS attacks still exists.
We propose two improved solutions to defeat this threat.

Solution 1. We propose to calculate and obtain the puzzle solution pairs (ga0

,
b0s) in advance, and store them in a secret table on a defending server, before
every new time period t starts. When there is a connection request, the server
does not need to construct a puzzle by calculating the modular multiplication for
ga0

and b0s. The server just fetches a pair of puzzle solutions (ga0

, b0s) from the
table, keeps b0s, and sends the value of ga0

to the client. Hence, the only thing that
the server needs to do, when there is a connection request, is to select a random
integer r to generate the seed range [b0s � r , b0s � r C l] for b0c . The size of the
table can be determined by the capability of the connectivity of the defending
server.

Solution 2. Before describing our second scheme, we make the following as-
sumption for this solution. A malicious client who deploys IP spoofing cannot
intercept all the packets sent from a defending server to the spoofed addresses.
When a defending server receives a connection request, it sends back a sequence
number to determine whether the address is bogus. The aim of this option is to
alleviate an attack via the sequence number in this first step, and then ban it in
the later puzzle verification.
When a client sends an initial connection request and an enquiry as to whether
the server is under a DoS attack, the server returns “Yes” and a sequence number
to the received IP address. If the client is willing to accept the puzzle, he should
return a value that is equal to the sequence number plus one in a strict time period
Ts. After receiving the correct sequence number in a valid time period, the server
generates and sends a cryptographic puzzle to the client. Otherwise, the server
will drop the service request immediately. The sequence number is a filter for
spoofed IP addresses, which works under the above assumption. A legitimate
client has to simply solve a puzzle and send the solution in a given time Tw to
obtain the final service. If the solution is correct, the server will proceed with the
rest of the connection request and distribute the system’s resources to the client.
On the other hand, if the answer is wrong or the time for computation is beyond
the given time Tw, the server will drop this request. If a connection is established,
the period of validation for this connection is within a specified time Tv.

� Discussion 2
Compared with a hash-based puzzle, in which a defending server does not need
to store any client information while a client is solving the puzzle, our scheme
requires a defending server to store a solution b0s . These are two totally different
purposes. The hash approach sacrifices CPU time in the verification process to
avoid any memory becoming exhausted. Our trapdoor-based puzzle conducts a
reverse activity. We note that the final decision should be made by the server
administrators, who are aware of which resources are more valuable for their
own systems.



Efficient Trapdoor-Based Client Puzzle Against DoS Attacks 247

Fig. 5 Using a sequence number against IP Spoofing

� Discussion 3
The main goals of our client puzzle scheme are to defend network servers against
DoS attacks and ensure that legitimate clients gain qualified service as long as
they can solve the puzzles. However, some DoS attacks may aim to take down
clients’ machines, where an attacker may broadcast false puzzles to consume a
client’s resources.
In this case, the current solution (for example, the puzzle scheme proposed by
Aura et al. [4]) is to make puzzles signed by the defending server. When receiv-
ing a puzzle, a client first verifies the signature by using the public key of the
defending server and then computes it. Since the number of puzzles for a legit-
imate client is very small, the cost of public-key verification on the client’s side
is usually acceptable.

8 Conclusion

In this chapter, we have depicted a novel trapdoor-based client puzzle scheme. The
puzzles generated by our scheme can conquer the potential problems of the tradi-
tional ones, such as the complexity of puzzle construction and verification. We have
showed and explained that our scheme is efficient with a low computational cost
and can be deployed in the current existing network protocols. Finally, we have pre-
sented that our scheme is provably secure assuming the hardness of the Discrete
Logarithm Problem(DLP).
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1 Introduction

A wireless sensor network (WSN) comprises a large number of sensors that
collaboratively monitor various environments. The sensors all together provide
global views of the environments that offer more information than those local views
provided by independently operating sensors. There are numerous potential appli-
cations of WSNs in various areas such as residence, industry, military, and many
others. For instance, people can use WSNs to build intelligent house, to gather ma-
chine information for real-time control in factories, and to track enemy movements
in battle fields.
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To collect data from WSNs, base stations and aggregation points [1] are
commonly used. They usually have more resources (e.g., computation power and
energy) than normal sensor nodes which have more or less such constraints. Aggre-
gation points gather data from nearby sensors, integrate the data and forward them
to base stations, where the data are further processed or forwarded to a processing
center. In this way, energy can be conserved in WSNs [2, 3], and network life time
is thus prolonged.

WSNs have some special characteristics that distinguish them from other net-
works such as the Internet. The characteristics, listed as follows, demand careful
considerations for protocol and algorithm designs that can lead to the use of WSNs
in the real world:

� Sensors have limited resources, such as energy, memory, and computation capac-
ity. Light-weight protocols and algorithms are preferred to achieve longer sensor
life.

� Sensors have limited reliability, partially because of the resource constraints.
� WSNs usually have dynamic topologies. Apart from sensors’ leaving the network

for reliability issues, new sensors may be added or activated and join the WSNs.
� WSNs can well have a large number of sensors.
� WSNs are usually centralized in terms of data processing and sometimes control

as well. Data flow from sensors toward a few aggregation points, which further
forward the data to base stations of a fewer number. Base stations could also
broadcast query/control information to sensors.

Among the designs of WSNs, security is one of the most important aspects that
deserves great attention, considering the tremendous application opportunities. This
chapter leads readers to this area by presenting a survey of various potential attacks
and solutions in WSNs. To ease the presentation, we classify the attacks based on
the layering model of Open System Interconnection (OSI) (actually only four layers
are used). We will present the mechanisms and effects of the attacks in four layers
(physical, MAC, network, and application), along with some potential countermea-
sures. A summary discussion is at the end.

2 Physical Layer

The physical layer is concerned with transmitting raw bits of information over
wired/wireless medium. It is responsible for signal detection, modulation, encod-
ing, frequency selection and so on, and is hence the basis of network operations.

2.1 Attacks in the Physical Layer

Many attacks target this layer as all upper layer functionalities rely on it. Adversaries
can do “nontechnical” things such as destroying sensors, or conduct“technical”
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actions such as wiretapping. In general, the following three types of attacks are
categorized as physical layer attacks:

� Device Tampering
� Eavesdropping
� Jamming

2.1.1 Device Tampering

As imaginable, the simplest way to attack is to damage or modify sensors phys-
ically and thus stop or alter their services. The negative impact will be greater if
base stations or aggregation points instead of normal sensors are attacked, since the
former carry more responsibility of communications and/or data processing. How-
ever, the effectiveness of these attacks against physical sensors is very limited due
to the high redundancy inherent in most WSNs. Unless large amount of sensors are
compromised, the operations of WSNs will not be affected much.

Another way to attack is to capture sensors and extract sensitive data from them.
As more complicated attacks (e.g., spoofing and denial of services) are made pos-
sible by this step (based on the sensitive data), such attacks are probably more
threatening.

2.1.2 Eavesdropping

Without senders and receivers’ awareness, eavesdropping [4–6] attackers monitor
the traffic in transmission on communication channels and collect data that can later
be analyzed to extract sensitive information. WSNs are especially vulnerable to such
attacks since wireless transmission is the dominant method of communication used
by sensors. During transmission, wireless signals are broadcast in the air and thus
accessible to the public. With modest equipment, attackers within the sender’s trans-
mission range can easily plug themselves into the wireless channel and obtain raw
data. By and large, the capability of eavesdropping depends on the power of anten-
nas. The more powerful the antennas, the weaker signals attackers can receive, and
thus the more data can be collected. Since eavesdropping is a passive behavior, such
attacks are rarely detectable.

2.1.3 Jamming

Unlike device tampering attacks that are physical, jamming attacks disrupt the avail-
ability of transmission media. The approach is to introduce intense interference to
occupy the channels and bereave normal sensors of the chances to communicate.
With a device jamming its surrounding sensors, adversaries can disrupt an entire
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sensor network by deploying enough number of such devices. The problem of such
attacks is that jamming devices have the risk of being identified, since sensors close
to a jamming device may detect higher background noise than usual.

2.2 Countermeasures in the Physical Layer

Some attacks in the physical layer are quite hard to cope with. For example, after
sensors are deployed in the field, it is difficult or infeasible to prevent every sin-
gle sensor from device tampering. Therefore, although there are some mechanisms
that attempt to reduce the occurrences of attacks, more of them focus on protecting
information from divulgence.

2.2.1 Access Restriction

Obviously, restricting adversaries from physically accessing or getting close to sen-
sors is effective on all the attacks aforementioned. It is good to have such restrictions
if we can, but unfortunately, they are either difficult or infeasible in most cases.
Therefore, we usually have to fall back on another type of restrictions: communica-
tion media access restriction.

A few techniques exist nowadays that prevent attackers from accessing the
wireless medium in use, including sleeping/hibernating and spread spectrum com-
munication [7]. The former is fairly simple as it switches off sensors and keeps
them silent until the attackers go away. However, its effectiveness is at the ex-
pense of sacrificing the operations of WSNs. The latter is more intelligent with
frequencies varying deliberately. This technique uses either analog schemes where
the frequency variation is continuous, or digital schemes (e.g., frequency hopping)
where the frequency variation is abrupt. By this way, attackers cannot easily locate
the communication channel and are thus restrained from attacking. With current
technology, powerful devices are required to perform such functionalities. There-
fore, spread spectrum communications are not yet feasible for WSNs that are usually
constrained in resources. Nonetheless, given the rapid advancement of technologies,
this technique is very promising in the future.

Directional antenna [8–12] is another technique for access restriction. By con-
fining the directions of the signal propagation, it reduces the chances of adversaries
accessing the communication channel. Again, similar to spread spectrum commu-
nication, its production cost is high at present and unsuitable for large-scale sensor
networks, but may be more useful in the long run.

2.2.2 Encryption

In general, cryptography is the all-purpose solution to achieve security goals in
WSNs. To protect data confidentiality, cryptography is indispensable.
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Cryptography can be applied to the data stored on sensors. Once data are en-
crypted, even if the sensors are captured, it is difficult for the adversaries to obtain
useful information. Of course, the strength of the encryption depends on various
factors. A more costly encryption can yield higher strength, but it also drains the
limited precious energy faster and needs more memory.

More often, cryptography is applied to the data in transmission. There are basi-
cally two categories of cryptographic mechanisms: asymmetric and symmetric. In
asymmetric mechanisms (e.g., RSA [13–15]), the keys used for encryption and de-
cryption are different, allowing for easier key distribution. It usually requires a third
trusted party called Certificate Authority (CA) to distribute and check certificates
so that the identity of the users using a certain key can be verified. However, due
to the lack of a priori trust relationship and infrastructure support, it is infeasible to
have CAs in WSNs. Furthermore, asymmetric cryptography usually consumes more
resources such as computation and memory.

In comparison, symmetric mechanisms are more economical in terms of resource
consumption. As long as two nodes share a key, they can use this key to encrypt and
decrypt data and securely communicate with each other. However, the problem of
lacking a priori trust relationship and infrastructure support persists. How to estab-
lish a shared key for two communicating parties is a challenging issue.

For key establishment, some researchers have proposed random key distribution
schemes [16–18], in which each sensor randomly picks a set of keys from a large
pool. As a result, each sensor has a shared key with any of its neighbors with some
probability after deployment. Alternatively, we can have a full pairwise scheme in
which each sensor shares a unique key with any other sensor in the network. Thus,
any pair of sensors is guaranteed to share a key. However, since each sensor needs
to store n � 1 (assuming the total number of sensors is n) keys, this scheme suffers
from a high memory cost of O.n/.

In the peer intermediaries scheme for key establishment protocol (PIKE) [19],
authors use intermediary sensors as trusted parties to establish symmetric keys. Each
node shares a unique key with each of O.

p
n/ nodes1. When nodes i and j need

to communicate but have no common key, they first find out a node k that shares
a unique pairwise key with each of them. A path key will be computed for i and
j through k. This protocol improves the memory cost to O.

p
n/ compared to the

full pairwise scheme, but sacrifices some security due to the possible unreliability
of intermediary sensors.

Another key predistribution scheme is proposed by Du et al. [20], in which multi-
ple key spaces based on Blom’s method [21] are computed off-line, and each sensor
is preloaded randomly with information from one or more key spaces. As long as
two sensors have information from the same key space, they can compute a shared
key. In Blom’s method, a key space is defined by a matrix pair .G; D/, where G is
public while D is private. Each node stores a column of G and a row of A, which
is computed from G and D. To get a shared key, two nodes first exchange their

1 We use the terms “node” and “sensor” interchangeably in this chapter.
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columns of G, then compute the shared key using their private rows of the matrix
A. It allows any pair of nodes to find a secret pairwise key by using �C 1 units of
memory space. Blom’s method has the �� secure property, which means as long as
no more than � number of sensors are compromised, the corresponding key space
remains perfectly secure.

Two in-situ based key management schemes, iKMS and sKMS, have been pro-
posed in the literature [22, 23]. In iKMS, service sensors, with each carrying a key
space, and worker sensors, with no a priori knowledge, are deployed at the same
time. Worker sensors obtain security information through an asymmetric secure
channel from service nodes after deployment and then compute shared key with
their neighbors. In sKMS, homogeneous sensors are preloaded with several system
parameters, and they differentiate their roles as either service nodes or worker nodes
after deployment. Each service node constructs a key space based on Blom’s method
and distributes the key information to a number of worker sensors through a secure
channel established by Rabin’s algorithm. sKMS is “perfect” in against node cap-
ture attack, achieves high connectivity (close to 1) in the induced key-sharing graph,
and consumes a small amount memory in worker sensors.

3 MAC Layer

Sensors rely on Medium Access Control (MAC) layer to coordinate their trans-
missions to share the wireless media fairly and efficiently [24]. In wireless MAC
protocols, typically nodes exchange control packets (e.g., CTS and RTS in IEEE
802.11) to gain the right for data transmission over the channel for a certain period
of time. Node identifications are embedded in the packets to indicate senders and
receivers.

3.1 Attacks in the MAC Layer

Due to the openness of wireless channels, the coordinations between sensors based
on MAC protocols are subject to malicious manipulation. Adversaries can disobey
the coordination rules and produce malicious traffic to interrupt network operations
in the MAC layer. They can also forge MAC layer identifications and masquerade
as other entities for various purposes.

3.1.1 Traffic Manipulation

The wireless communication in WSNs (and other wireless networks) can be easily
manipulated in the MAC layer. Attackers can transmit packets right at the moment
when legitimate users do so to cause excessive packet collisions. The timing can
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be readily decided by monitoring the channel and doing some calculations based
on the MAC protocol in effect. The artificially increased contention will decrease
signal quality and network availability and will thus dramatically reduce the net-
work throughput [25, 26]. Besides, in widely used MAC schemes where packet
transmissions are carefully coordinated, attackers can compete for channel usage
aggressively disobeying the coordination rules [27–29]. This misbehavior can break
the operations of the protocols and result in unfair bandwidth usage. In either way,
the network performance is degraded. Eventually, the collisions and unfairness
lead traffic distortion.

3.1.2 Identity Spoofing

MAC identity spoofing is another common attack in the MAC layer [30]. Due to the
broadcast nature of wireless communications, the MAC identity (such as a MAC
address or a certificate) of a sensor is open to all the neighbors, including attackers.
Without proper protection on it, an attacker can fake an identity and pretend to be a
different one. A typical MAC identity spoofing attack is the Sybil attack [31,32], in
which an attacker illegally presents multiple MAC identities.

To gain access to the network or hide, an attacker can spoof as a normal legitimate
sensor. It can even spoof as a base station or aggregation point to obtain unautho-
rized privileges or resources of the WSN. If successful, the entire network could be
taken over.

Spoofing attacks are usually the basis of further cross-layer attacks that can cause
serious consequences. For example, Sybil attacks [31, 32] may expose legitimate
information to the adversary or provide wrong information for routing to launch
false routing attacks (Sect. 4.1.1).

3.2 Countermeasures in the MAC Layer

To counter attacks in the MAC layer, current research focuses on detection. It allows
for many kinds of further actions to stop the attacks, such as excluding the attacking
nodes from interactions. There also exist some prevention approaches, which are
mainly against spoofing attacks.

Many solutions presented below are actually proposed for ad hoc networks. We
believe that they can be easily extended to WSNs.

3.2.1 Misbehavior Detection

Because attacks deviate from normal behaviors, it is possible to identify attackers
by observing what has happened. Various data can be collected for this purpose, and
various actions can be taken after detection.
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In a countering scheme [33] for the IEEE 802.11 protocol, a receiver assigns
and adjusts the backoff values to be used by the corresponding sender. Whenever
detecting the sender’s misbehavior in manipulating backoff value, the receiver may
add some penalty to the next backoff value assigned to the sender. The idea was
applied to ad hoc networks [29] and similarly can also be applied to WSNs.

Another solution uses “watchdogs” [34] on every node to monitor whether or
not the neighbors of a node forward the packets sent out by this particular node.
A neighbor not forwarding packets will be identified by the watchdog as a misbe-
having node. A similar scheme for MANET [35, 36] requires an intrusion detection
system (IDS) on each node. The IDS monitors all the local activities (of users, sys-
tem, and communication) in the neighborhood. If abnormal behaviors are detected,
the IDS will trigger some local actions, for example, alerting the local user. In ad-
dition, the IDS may request neighboring nodes to cooperate for a global intrusion
detection. Each node will propagate its information to its immediate neighbors. If
the majority of such information received by a node indicates intrusions, the misbe-
having nodes can be identified and precluded from the network.

Some other solutions use ratings to distinguish between good and bad nodes.
In CORE [37], the rating is called “reputation” and is evaluated based on each en-
tity’s collaborativeness in communication. Misbehaving nodes will eventually gain a
“bad” reputation and thus be excluded from communication by others. The mobile
intrusion detection system (MobIDS) [38] is a variation of the reputation mecha-
nism. The MobIDS on each node overhears the forwarded packets by its next hop
and checks whether its neighbor sensors faithfully forward the packet or not. In
addition, an iterative probing mechanism is used: when sending a packet, a sensor
encrypts an intermediary node id in the packet head; when receiving the packet, the
corresponding intermediary node, if normal, is supposed to decrypt the packet head
and sends back a reply to the sender. During the overhearing and probing, observa-
tions between Œ�1; 1� are generated. A positive value represents a positive behavior
while a negative value indicates otherwise. With these observations, a node has a lo-
cal rating of its neighboring nodes. The rating is securely distributed to neighboring
nodes with a signature. After a node collects enough local ratings for a certain node,
it will average these ratings and generate a global rating for that node. Based on the
global rating, that node may or may not be excluded from the communication.

Game theory has also been used for misbehavior detection. These approaches
assume that misbehaving nodes take greedy actions to gain better performance,
such as higher share of bandwidth, and leverage the optimal point called “Nash
equilibrium”. Konorski [39] proposes a misbehavior-resilient backoff algorithm for
ad hoc networks in which all nodes can hear each other. By adjusting the backoff
value, the network may reach a fair equilibrium for bandwidth allocation. Cagalj
et al. [40] considers those selfish nodes that reduce the contention window size in
CSMA/CS ad hoc networks to gain higher throughput/bandwidth. At the operating
point of “Nash equilibrium”, all the nodes with similar traffic constraints and the
same contention window size should get similar throughput. Based on this assump-
tion, each node measures the throughput of all nodes at the point of equilibrium.
If a node is observed to have a different throughput from others, it could well be a
misbehaving one.
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Note that the ideas presented above, such as using watchdog, rating nodes, or
comparing nodes’ behavior at “Nash equilibrium,” can also be used to develop
misbehavior detecting techniques in other layers, as long as attackers’ misbehav-
ior deviates from normal. Nonetheless, considerations have to be given based on the
layer-specific features, for example, how and what to watch, what metrics are used
to rate nodes, and what behavior is abnormal at “Nash equilibrium”, and so on.

3.2.2 Identity Protection

Identity can be treated as yet another kind of information whose legitimacy needs to
be guaranteed. Therefore, cryptography-based authentication can be used to prevent
identity spoofing. Since most authentication schemes are designed for the network
layer and the application layer, we will postpone the discussion of authentication
schemes to Sect. 4.2.1. Readers should keep in mind that the authentication tech-
niques discussed there can also be applied to identity protection in the MAC layer.

In addition to authentication, other security measures also exist for this problem.
Most of them are for false identify detection, as presented in the following:


 Radio resource testing was proposed to counter Sybil attacks [31]. It assumes that
attackers consume more channel resources but can only use one single channel
each time. By assigning different channels to neighboring nodes, the verifier can
identify Sybil attackers through unused assigned channels.

� Position verification can be used to detect immobile attackers. If different iden-
tities appear at the same position, the node at that place can be identified as an
attacker.

� Code attestation is based on the assumption that the code running on attackers or
compromised nodes is different from that running on normal nodes. Therefore,
attackers can be identified by validating the code running on them, for example,
by verifying the memory content. One technique to verify the code running in
a remote embedded device is proposed in SWATT [41]. Its design ensures that
the result returned by the embedded device can be correct only if the memory
contents are correct. The verifier first sends a challenge to the embedded device,
for which the latter computes a response through the verification procedure. After
that, the verifier locally computes the answer to the challenge. By checking the
two answers, the embedded device can be verified.

� Sequence checking is the method to check the sequence number in the header of
802.11 frames. First, a pattern of legitimate sequence number activity for each
MAC address is established. If the behavior of a node deviates from its sequence
pattern, this node can be identified as an attacker.

� Identity-key association [32] can also help reduce false identities. The key idea is
to associate the node identity with keys used by the node in communication. An
attacker can impersonate a node in front of another only if the communication
key shared by them is cracked.
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4 Network Layer

In the network layer, the key issues include locating destinations and calculating the
optimal path to a destination. By tampering with routing service, such as modifying,
routing information and replicating data packets, attackers can fail the communica-
tion in WSNs.

4.1 Attacks in the Network Layer

As in most other networks, sensors collaborate for routing in WSNs. However, the
collaboration between sensors are susceptible to malicious manipulation in WSNs.
Adversaries can gain access to routing paths and redirect the traffic, or distribute
false information to mislead routing direction, or launch DoS attack against routing
(such as flooding packets in order to block/interrupt the traffic in the network), acting
as black holes to swallow (i.e., to receive but not forward) all the received messages,
selectively forwarding packets through certain sensors, etc.

4.1.1 False Routing

As the name suggests, false routing attacks [42] are launched by enforcing false
routing information. There are three different approaches of enforcement [42]:

� Overflowing routing tables.
� Poisoning routing tables.
� Poisoning routing caches.

Overflowing Routing Tables. If the routing table of a normal network node over-
flows, the node will have to discard and thus ignore later incoming routing
information. Therefore, attackers can inject a large volume of void routing in-
formation into the network. The injected information will eventually occupy the
majority of the routing table space on normal nodes and cause overflow.
As an example, in the network of Fig. 1a, node 13 (‘S’) is the source, node 12

(‘D’) is the destination, and node 11 (‘A’) is the attacker. If A was a normal node,
the routing table of it would be as shown in Fig. 1b. S would then be able to
communicate with D. However, as an attacker, A keeps sending into the network
wrong routing information about nonexistent nodes. The routing table of S will
hence become the one in Fig. 1d, and the network will be visioned by S as in
Fig. 1c. The visioned network does not contain any paths between S and D, and
restrains S from communicating with D.

Routing table poisoning. In this type of attacks, compromised nodes inside the
network modify route update packets before sending or forwarding them out, that
is, make “poison”. Such modifications result in wrong routing tables of all nodes
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Fig. 1 A Network before and after the attack of overflowing routing tables

inside the network. For example, in a network (Fig. 2a) with a compromised node
(node 11) ‘A’, a source (node 13) ‘S’, and a destination (node 12) ‘D’, without
poisoning, the routing table of S is as in Fig. 2b. With poisoning, it may become
one in Fig. 2d, giving a wrong vision of the network (Fig. 2c) to S.
Poisoning routing tables will direct traffic onto wrong paths and may result in
congestion or even collapse of networks. It may also lead to further attacks by
putting attackers into the desired route.

Route Cache Poisoning. The third kind of false routing attacks can be achieved
by poisoning the cache. Some on-demand routing protocols [43] require each
node to maintain a cache with the most recent route information. This cache can
be poisoned by the adversary by using a technique similar to the attack used for
poisoning the routing table.
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Fig. 2 A network before and after the attack of poisoning routing tables

In summary, there are three types of false routing attacks. A false routing attack
can be used to place the adversary in its desired route to divert route traffic from one
part of the network to another, to restrain traffic on certain paths, and to bring down
a part of or the entire network.

4.1.2 Packet Replication

In this type of attacks, attackers resend (replicate) packets previously received from
other nodes. The packets can be broadcasted to the entire network (called flooding
attack) or to a particular set of nodes. They can also resent irrespective of whether
the sender is sending any new packets or not. With large amount of packets replayed,
both the bandwidth of the network and the power of the nodes are consumed in vain,
which leads to the early termination of network operations.
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4.1.3 Black Hole

The black hole attack is one of the simplest routing attacks in WSNs. In a black
hole attack, the attacker swallows (i.e., receives but does not forward) all the mes-
sages he receives, just as a black hole absorbing everything passing by. By refusing
to forward any message he receives, the attacker will affect all the traffic flowing
through it. Hence, the throughput of a subset of nodes, especially the neighboring
nodes around the attacker and with traffic through it, is dramatically decreased.

Different locations of the attacker induce different influences on the network.
If the attacker is located close to the base station, all the traffic going to the base
station might need to go through the attacker. Obviously, black hole attacks in this
case can break the communication between the base station and the rest of the WSN
and effectively prevent the WSN from serving its purposes. In contrast, if a black
hole attacking node is at the edge of the WSN, probably very few sensors need it to
communicate with others. Therefore, the harm can be very limited.

4.1.4 Sinkhole

Sinkhole is a more complex attack [44] compared with black hole attack. Given
certain knowledge of the routing protocol in use, the attacker tries to attract the
traffic from a particular region through it. For example, the attacker can announce a
false optimal path by advertising attractive power, bandwidth, or high quality routes
to a particular region. Other nodes will then consider the path through this attacker
node better than the currently used one and move their traffic onto it.

Since affected nodes depend on the attacker for their communication, the sink-
hole attack can make other attacks efficient by positioning the attacker in busy
information traffic. Many other attacks, such as eavesdropping, selective forwarding
and black holes, etc., can be empowered by sinkhole attacks.

4.1.5 Selective Forwarding

Selective forwarding attacks include two cases. In one case (Message Selective For-
warding), the attacker selectively sends the information of a particular sensor; in the
other case (Sensor Selective Forwarding), the attacker sends/discards the informa-
tion from selected sensors. The former attack is considered as the application layer
attack and will be discussed in Sect. 5.1.2, while the latter attack is considered as in
the network layer and is the focus of this subsection.

Obviously, this attack can take place only when the attacker is on the route of
packet transfer in a multi-hop network [45]. If the attacker happens to be on the
route, it can just discard the packets from some selected nodes at its will. Otherwise,
before the attack can be launched, it needs to position itself in the routing path using
other attacks such as the Sybil attack, sinkhole attack, and routing table poisoning
attack.
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4.1.6 Wormhole

A wormhole attack [46] requires two or more adversaries. These adversaries have
better communication resources (e.g., power, bandwidth) than normal nodes, and
can establish better communication channels (called “tunnels”) between them. Un-
like many other attacks in the network layer, the channels are real. Other sensors
probably end up adopting the tunnels into their communication paths, rendering
their output under the scrutiny of the adversaries.

4.2 Countermeasures in Network Layer

Since the functionalities of the network layer require the close collaboration of many
nodes, all these nodes have to be enclosed for security consideration. It is therefore
relatively difficult to mitigate attacks. Nonetheless, some countermeasures are avail-
able as follows:

� Routing Access Restriction.
� False Routing Information Detection.
� Wormhole Detection.

4.2.1 Routing Access Restriction

Routing may be one of the most attractive attack targets in WSNs, as we saw in the
previous subsection. If we can exclude attackers from participating in the routing
process, that is, restrict them from accessing routing, a large number of attacks in
the network layer will be prevented or alleviated.

Multipath routing is one of the methods to reduce the effectiveness of attacks
launched by attackers on routing paths [47–49]. In these schemes, packets are routed
through multiple paths. Even if the attacker on one of the paths breaks down the
path, the routing is not necessarily broken as other paths still exist. This alleviates
the impact of routing attacks, although does not prevent these attacks.

A general way is to use authentication methods [50–54]. With authentication, it
can be easily determined whether a sensor can participate in routing or not.

Authentication can be either end-to-end or hop-to-hop [52]. In end-to-end au-
thentication, the source and destination share some secret and can thus verify each
other. SEAD [55] and Ariadne [56] are two secure routing protocols based on end-
to-end authentication. When a node receives a routing update, it will always verify
the sender of the update before accepting the update. In hop-to-hop authentication,
each message in transmission is authenticated hop-by-hop. Therefore, the trust be-
tween the source and the destination is built upon the trust on all the intermediate
nodes in the path. It is not as secure as end-to-end authentication, but is not so expen-
sive as it does not require every pair of nodes shares some common secret. Binkley
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and Trost [51] designed a link-level authentication mechanism for ad hoc routing in
which IP and MAC addresses are used for hop-by-hop verification. Zhu et al. [53]
propose an interleaved hop-to-hop authentication scheme that provides t � security:
the injected false data packets can be detected when no more than t nodes are com-
promised. In this scheme, each sensor ui associates itself to the sensor uj that is
t C 1 hops closer to the base station. ui is called the lower association node of uj ,
and uj is called the upper association node of ui . Data are authenticated hop-by-hop
between associated nodes until they reach the base station.

Hop-to-hop authentication can be combined with multipath routing and result in
multipath authentication [52]. The paths can be physical, meaning that messages are
routed through multiple physically different communication paths. The paths can
also be virtual, if they are actually on the same physical path, but are differentiated
by other means such as encryption keys. Multipath authentication offers a tradeoff
between resource constraints and security and provides an in-between security level.

4.2.2 False Routing Information Detection

Sometimes attackers do have chances to send false routing information into the net-
work, for example, during route discovery stages. If the false information does
not lead to network failure such as broken routes, we really cannot do much
about it. Otherwise, we can apply the idea of misbehavior detection discussed in
Section 3.2.1.

For example, watchdog [34] or IDS [35, 36, 38] may find that some node fails
to route messages along the routing path due to the wrong information it keeps.
This anomaly of route failure may trigger out an alarm. Nodes can start to trace
the source of false routing information. Reputation [37, 38] can also be maintained,
depending on whether nodes are providing valid routing information. Nonetheless,
how to trace the source of routing information can be a very difficult problem.

4.2.3 Wormhole Detection

Wormhole attacks are difficult to deal with because the information they inject into
the networks is real. The most recent research work on the countermeasures focuses
on the following techniques:

� Using synchronized clocks [57]. With the assumption that all nodes are tightly
synchronized, each packet includes the time at which it is sent out. When receiv-
ing the packet, the receiver compares this value to the time at which it receives
the packet. With the knowledge of transmission distance and consumed time, the
receiver is able to detect if the packet has traveled too far. If the transmission
distance is far beyond the maximum allowed travel distance, probably it is under
wormhole attacks.

� Using directional antennas [8]. Directional antenna is used to discover neighbor-
ing nodes identified by zone. The zones around each sensor are numbered 1 to
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N oriented clockwise starting with zone 1 facing east. After receiving signals
from unknown nodes, a node can get approximate direction information based
on received signals and identify the unknown node by zone. After that, it cooper-
ates with its neighboring nodes to verify the legitimacy of the unknown node, for
example, by checking whether the unknown node is known by the neighboring
nodes.

� Using Multidimensional Scaling–Visualization of Wormhole (MDS-VOW) [58].
MDS-VOW first constructs the layout of the network. If there exist worm-
hole attackers, the shape of the constructed network layout will show some
bent/distorted features.

5 Application Layer

The application layer implements the services seen by users. Two examples of im-
portant applications in WSNs are data aggregation and time synchronization, where
data aggregation sends the data collected by sensors to base stations, and time syn-
chronization synchronizes sensor clocks for cooperative operations.

5.1 Attacks in the Application Layer

Attacks in this layer have the knowledge of data semantics and thus can manipulate
the data to change the semantics. As the result, false data are presented to appli-
cations and lead to abnormal actions. In this section, the following attacks will be
discussed:

� Clock Skewing
� Selective Message Forwarding
� Data Aggregation Distortion

5.1.1 Clock Skewing

The targets of this attack are those sensors in need of synchronized operations (e.g.,
[59–61]). By disseminating false timing information, the attacks aim to desynchro-
nize the sensors (i.e., skew their clocks).

For example, in IEEE 802.11 (which can be applied to WSNs), nodes are required
to be synchronized with the access point. Beacon packets are broadcasted by the
access point periodically. The packets contain timing information to be used by
nodes for clock adjustment. Attackers can send false beacon packets with wrong
timing information [59, 62]. Once nodes adjust their clocks based on the wrong
information, they will be out of synchronization with the access point. Although
true beacon packets later can bring them back to synchronization, the nodes will
oscillate between the two states and be unstable.
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5.1.2 Selective Message Forwarding

For this attack, the adversary has to be on the path between the source and the
destination and is thus responsible for forwarding packet for the source. The attack
can be launched by forwarding some or partial messages selectively but not others.
Note that the attack is different from the other selective forwarding attack in the net-
work layer (Sect. 4.1.5). To launch the selective forwarding attack in the application
layer, attackers need to understand the semantics of the payload of the application
layer packets (i.e., treat each packet as a meaningful message instead of a monolithic
unit), and select the packets to be forwarded based on the semantics. In comparison,
the selective forwarding attack in the network layer only requires attackers to know
the network layer information, such as the source and destination addresses. Attack-
ers decide whether to forward packets according to those kinds of information only
and therefore operate at coarse granularity (Fig. 3).

5.1.3 Data Aggregation Distortion

Once data are collected, sensors usually send them back to base stations for process-
ing. Attackers may maliciously modify the data to be aggregated them and make the
final aggregation results computed by the base stations distorted. Consequently, the
base stations will have an incorrect view of the environment monitored by the sen-
sors, and may take inappropriate actions.

Data aggregation can be totally disrupted if black hole or sinkhole attacks
(Sect. 4.1.3) are launched. In this scenario, no data can reach the base stations. How-
ever, for those attacks, only the network layer knowledge is required. Therefore, they
are categorized as network layer attacks.

ATTACKER{"HELLO"}

{"HELLO"}

{"HELLO"}

{"HELLO,230C,1222jj34"}

{"HELLO,230C,1222jj34"}

BASE STATION

DESTINATION

{"HELLO"}

SOURCE

Fig. 3 A selective message forwarding example
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5.2 Countermeasures in the Application Layer

As presented above, attacks in the application layer rely on application data
semantics. Therefore, the countermeasures focus on protecting the integrity and
confidentiality of data, no matter whether it is for control or not.

5.2.1 Data Integrity Protection

In general, authentication can be used to protect any data integrity. As discussed
in Sect. 4.2.1, nodes can use end-to-end, hop-to-hop, or multipath authentication
depending on the cost they can afford and the security level they desire.

When authentication is not adopted, for example, for feasibility reasons, or when
data integrity is somehow compromised, the misbehavior detection techniques as
discussed in Sect. 3.2.1 can be applied. The differences lie in the data to be observed
in order to collect proofs of anomalies. Taking the clock skewing attack as an exam-
ple: to detect such attacks, timing information in synchronization packets should be
watched.

When readings (the data collected by sensors about the monitored environment)
are considered, some specific detection mechanisms have been proposed and are re-
ferred to as false reading detection. With an assumption that the faulty/compromised
sensors produce readings remarkably deviated from the normal condition, an outlier
detection algorithm [63] can locate such sensors by comparing their readings with
those of their neighbors. In the online deviation detection scheme [64], an estimation
of the data distribution is computed through the input data stream of the WSN. If the
current reading of a sensor remarkably deviates from the data distribution (namely
the normal readings in the WSN), this sensor will be detected as an outlier. There
is also a centralized approach [65]. Base stations launch marked packets to probe
certain sensors and try to route packets through them. If a sensor fails to respond,
the base stations may conclude that this node is dead.

5.2.2 Data Confidentiality Protection

Encryption is an effective approach to prevent attackers from understanding cap-
tured data. Similar to authentication, the principles of encryption do not change for
use in different layers. Readers are referred to Sect. 2.2.2 for the detailed discussion
of encryption in WSNs.

6 Discussion

Although we discuss the attacks separately in this chapter, the attacks in fact are
often launched in combination. The combination can be cross-layer, in which mul-
tiple attacks in different layers are launched in a collaborative way. For example,
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the Sybil attack (in the MAC and network layer) provides identity spoofing for
adversaries to do the wormhole attack (in the network layer). The combination can
also be intra-layer, in which multiple attacks in the same layer occur simultaneously.
For example, in the network layer, a wormhole attack can be launched to lure traffic
to a compromised node that does sinkhole attack. Such combinations complicate the
situation of WSN security and demand further research on countermeasures.

Besides, the same kind of attacks may be present in multiple layers, although
they use different techniques. For instance, denial of services (DoS) attacks exist in
physical layer, MAC layer, and network layer [27]; Sybil attacks exist in both MAC
layer and network layer [32]. For each kind of such attacks, since their fundamentals
are the same, our discussion on their characteristics is usually more detailed in one
layer than in others.

We also notice that not only the same kind of attacks but also the same kind of
countermeasures can appear in multiple layer. For example, misbehavior detection
techniques can be applied to almost all the layers we discussed. Again, we usually
discuss these techniques in more details in one layer than in others.

7 Conclusion

In this chapter, a survey is given on existing and potential attacks in WSNs. The
attacks are classified according to the OSI stack model. For each layer of physics,
MAC, network and application, we have discussed several typical attacks that ex-
ploit the characteristics of that layer. We have also covered the countermeasures
and potential solutions against those attacks, and mentioned some open research is-
sues. Hopefully by reading the chapter, the readers can have a better view of attacks
and countermeasures in WSNs and find their way to start secure designs for these
networks.
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