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Preface

The International Conference on Cloud Computing and Big Data (CloudComAsia) is
an international conference aimed at providing an exciting platform and forum for
researchers and developers from academia and industry to exchange information
regarding advancements in the state of the art and practice of cloud computing and big
data, as well as to identify emerging research topics and define the future directions of
cloud computing and big data.

This year CloudComAsia 2015 received 106 submissions from authors in 14
countries/regions. The papers were reviewed by a 51-member Program Committee,
with 24 members from mainland China, seven members from USA, and the rest from
Norway, UK, Australia, Taiwan, Romania, Spain, Hong Kong, India, Singapore, and
Ireland. Each paper received three to five reviews. Based on a total of 348 reviews, the
program co-chairs accepted 29 papers for the LNCS proceedings. The acceptance rate
is 27.4 %.

For the conference, we had invited two distinguished keynote speakers:

– “Business Transformation with the Cloud and Big Data,” by Hui Lei (IBM T.
J. Watson Research Center, USA)

– “Emerging Memories Advancing Big Data,” by Nong Xiao (National University of
Defense Technology, China)

We would like to thank all the authors of submitted papers for their work and their
interest in the conference. We would like to express our sincere appreciation to all
members of the Program Committee. Of the 369 reviews we assigned, 348 (94 %) were
completed. From these reviews we identified a set of submissions that were clear,
relevant, and described high-quality work in cloud computing and big data. Hundreds
of authors received objective and often detailed feedback from a diverse group of
experts.

In addition, we would like to thank the general chairs, Drs. Hai Jin and Chunming
Rong, and the Steering Committee members, Drs. Martin Gilje Jaatun, Thomas
J. Hacker, and Guolong Chen, for their invaluable advice and guidance as well as
Alfred Hofmann, executive editor, and Anna Kramer of the LNCS editorial office for
their prompt and patient response to our questions and requests. The conference pro-
ceedings would not have been possible without the support of these individuals and
organizations. In closing, it is our hope that all of these efforts have helped to improve
and promote cloud computing and big data in China, other Asian countries, the US, and
beyond.

July 2015 Weizhong Qiang
Xianghan Zheng
Ching-Hsien Hsu
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Business Transformation with the Cloud
and Big Data

Hui Lei

IBM T.J. Watson Research Center, New York, USA

Cloud computing and big data are transforming the business operations in many
enterprises. Until recently, it was commonly recognized that there were two distinct
classes of enterprise applications: namely Systems of Record and Systems of
Engagement. While Systems of Record are traditional enterprise systems that maintain
core business data such as those related to transactions, user demographics, and pricing,
Systems of Engagement leverage new mobile and social networking capabilities to
support loose and ephemeral interactions across employees and customers. With the
advent of cloud computing, it is possible to integrate Systems of Record and Systems
of Engagement at an unprecedented scale and speed. Key business insight can be
generated from such integration, which can then be exploited to transform the way
enterprises conduct their business. This has led to a new class of emerging, high-value
enterprise applications called Systems of Insight. In this talk, I will discuss several
examples of Systems of Insight developed at IBM Research, including novel business
solutions that make use of social analytics and telematics analytics. I will also present a
common platform for System-of-Insight as a Service, which addresses some key
challenges in managing Systems of Insight throughout the lifecycle of development,
deployment, and runtime.



Emerging Memories Advancing Big Data

Nong Xiao

National University of Defense Technology (NUDT), China

Big data challenges existing methods of data management and current computer
design. As a foundation part of computer systems, storage plays a critical role in
advancing big data applications, typically like data and knowledge analytics, compu-
tational scientific discovery and so on. However, compared to the fast development of
computing technologies like multicore, multi-thread etc., the performance of storage
evolves much more slowly and has become the bottleneck of the entire computer
systems. With flash memories gaining popularity and other emerging non-volatile
memories such as PCM, STT-RAM and RRAM etc. appearing, storage media has
potentials to reshape systems for data storing and accessing, likely filling the gap
between computing and storing.

In this talk, I will discuss typical emerging memories and expose their character-
istics to storage system design. I will then highlight flash memories and provide some
scenarios where they can be used regarding our research and experience of optimizing
computer architecture and systems in the past. Additionally, since mersisters have been
attracting much attention, I will introduce some work we have done based on them. At
last, I will predict storage development with a focus on storage class memories that
may potentially unify memory and storage.
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Guarding Fast Data Delivery in Cloud:
An Effective Approach to Isolating Performance

Bottleneck During Slow Data Delivery

Zhenyun Zhuang(B), Haricharan Ramachandra, and Badri Sridharan

LinkedIn Corporation, Mountain View, CA 94043, USA
{zzhuang,hramachandra,bsridharan}@linkedin.com

Abstract. Cloud-based products heavily rely on the fast data delivery
between data centers and remote users - when data delivery is slow, the
products’ performance is crippled. When slow data delivery occurs, engi-
neers need to investigate and root cause the issue.

To facilitate the investigations, we propose an algorithm to auto-
matically identify the performance bottleneck. The algorithm aggregates
information from multiple layers of data sender and receiver. It helps to
automatically isolate the problem type by identifying which component
of sender/receiver/network is the bottleneck. After isolation, successive
efforts can be taken to root cause the exact problem. We also build a
prototype to demonstrate the effectiveness of the algorithm.

1 Introduction

Cloud-based products (e.g., Cloud storage productions such as Amazon S3)
involve data transfer between cloud data centers and remote users. For cloud
environments, fast data delivery is critical to ensure high performing data prod-
ucts, as it translates to higher data throughput and hence less response time as
experienced by the users. However, despite many techniques aimed at optimizing
the data delivery through Internet (e.g. web page optimization, network acceler-
ation), a critical problem we have continuously experienced is slow data delivery.
This problem has two forms: (1) data is not delivered; and (2) data delivery is
slow (i.e., taking long time to complete the delivery). For example, a web client
is browsing a web page, and needs to download a jpeg file. The file could either
not be downloaded at all, or the downloading process takes too much time.

When slow data transfer happens, it cripples application performance, and
engineers need to investigate and root cause the issue. There are many possible
causes. For instance, it could be caused by the data sender being overloaded and
hence not sending data; or the network channel is slow; or the data receiver is too
busy to read data from network buffer. Based on our experiences, root causing
the issues is tedious and requires lots of experiences and expertise. Largely,
possible causes of such a problem can be classified into three types: (1) client
application causes; (2) network side causes; and (3) server application causes.

c© Springer International Publishing Switzerland 2015
W. Qiang et al. (Eds.): CloudCom-Asia 2015, LNCS 9106, pp. 3–15, 2015.
DOI: 10.1007/978-3-319-28430-9 1



4 Z. Zhuang et al.

Engineers need to quickly isolate different types of causes, so they can focus
on the particular suspicious component and perform deeper analysis to root
cause. It is a challenging task due to several reasons. First, the data delivery
involves multiple network entities including two machines (i.e., the sender and
receiver) and the networking routes, which is in sharp contrast to the usual
performance issues where only a single machine is involved. Second, the diagnosis
involves multiple layers of information including application layer and transport
layer. To isolate the causes, engineers have to check various places including
client log, server log, network statistics, cpu usage, etc. These types of checking
take much time and efforts, and often times requires experiences and expertise
from the performance engineers. To save time and efforts, performance engineers
are eagerly seeking more intelligent tools to help them quickly isolate root causes.

In this work, we specifically focus on fulfilling such a request: quickly identify
the component that is to blame, be it the sender, the receiver, or the network.
This work presents an algorithm and a prototype to help performance engineers.
The algorithm can automatically isolate the root cause when slow data delivery
occurs. Once the blame part is figured out, successive investigations can be
conducted to nail down the real problem. These will be outside of the scope of
this work, and are part of our future work.

For the remainder of the writing, we present necessary background in Sect. 2,
motivate the problems using three scenarios in Sect. 3. We then present the design
in Sect. 4. Based on the proposed design principles, we describe the solutions in
Sect. 5. We build a prototype and perform evaluation in Sect. 6. We present
related works in Sect. 7 and in Sect. 8 we conclude the work.

2 Background and Scope

Background: TCP Transport Protocol: Transmission Control Protocol (TCP)
is one of the transport-layer protocols that provides ordered and reliable delivery
of streamed bytes. It is the most widely used transport protocol Today. TCP
features flow control to avoid overloading the receiver. The receiver sets up a
dedicated receiver buffer, and the sender sets up a corresponding send buffer.
TCP also have congestion control, retransmission mechanism, etc. to ensure the
reliable and fast data transfer.

Application Protocol: Application protocols such as HTTP are built upon lower
protocols. When application performance suffers, the immediate symptoms typ-
ically are higher latency and lower throughput. Though these two symptoms
are often related, we specifically focus on solving the slow data transfer (i.e.
lower throughput) problem. Depending on application protocols and how appli-
cations are built, application layers may emit additional logs. For instance, data
receiver may log the time stamps of sending data requests, receiving the first byte
of requested data and receiving the last byte of the requested data. Similarly,
the data sender may log the time stamps of receiving the data requests, sending
the first byte of requested data and sending the last byte of the requested data.
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Client Server

Application “Response”PUSH
Model

(a) Push Model

Client Server

Application “request”

Application “Response”PULL
Model

(b) Pull Model

Fig. 1. Push model and Pull model

Scope: To understand the causes of the low performing data delivery problem,
we firstly need to understand the data delivery model which determines the flow
of bytes. For simple presentation, we assume use “client” to denote the data
receiver, while “server” to denote the data sender. This assumption is in line
with today’s web browsing paradigm where web browsers are data receivers and
web servers are data senders.

Generally there are two models of data delivery: pull-based and push-based.
In pull-based model, the client sends a request to the server, and the server sends
back a response corresponding to the client request. In push-based model, the
server pushes data to the client, without the client explicitly asking for that.
Pull-based model is more complicated model, as the data flow of push-based
model is only a subset of that of the pull-based model. In other words, the
only difference between the two models is that pull-based model contains the
additional “data request” phase, as shown in Fig. 1.

Though data downloading can be carried over with various protocols includ-
ing TCP and UDP, most of today’s data are transferred through TCP, given
the dominance of Internet service. Hence, in this work we only focus on TCP-
based data downloading. For easier presentation, we choose Linux platforms to
present our designs and solutions due to Linux’s popularity. However, the rele-
vant designs and solutions will also apply to other platforms.

3 Problem Definition and Motivation Scenarios

Problem Definition: We use C to denote the client which receives data; S to
denote the server that sends back the data. We firstly consider the pull-based
delivery model, where for any data delivery, C sends a request Rq to S first;
after receiving Rq, S will prepare the response data Rs and send back to C.

We assume the time taken in good data delivery scenarios is Tg, and the
maximum of Tg is denoted as Tgmax. The delivery time is calculated as the time
difference between when C’s application sends out Rq and when that application
receives the last byte of the Rs with read() call. The actual data delivery time
is Ta. We say that the particular data delivery is slow when Ta > Tgmax.

Results of Three Motivation Scenarios: To further illustrate the nature of
the problem we are addressing, we setup a simple experiment to demonstrate the
application symptoms as well as the root causes of slow data downloading. In the
experiment, a client (receiver) opens a TCP connection to download a bulk of



6 Z. Zhuang et al.

Fig. 2. Similar symptoms of slow data downloading, but caused by different types of
bottlenecks: Server (a), Client (b) and Network (c)

data from a server. The environment are Gigbit LAN network, where the client
machine and the server machine are directly connected. The RTT (round trip
delay) is at sub-millisecond. Hence, in typical (“good”) data transfer scenarios,
the expected data transmission rate should not be less than 1 MB/s based on
many practices.

For each scenario, we measure the data delivery rate on the client (receiver)
side at application level. The three scenarios differ in where the performance
bottleneck is, namely, the client (receiver), the server (sender) and the network.
Each of these bottlenecks can cause slow data delivery. We plot the accumulated
bytes received by the receiver (from application level) across the time line, which
is in the format of hour:minute:second.

Receiver is the Bottleneck: In this scenario, the receiver application is not reading
fast enough. The downloading progress as measured by the receiver is plotted in
Fig. 2(a). The average throughput is about 3 KB/s.

Sender is the Bottleneck: In this scenario, the sender application is not reading
fast enough. Average throughput is about 3 KB/s, as shown in Fig. 2(b).

Network is the Bottleneck: In this scenario, we introduce packet losses to the
network, and the network protocol is not transmitting fast enough. The average
throughput is about 5 KB/s, as shown in Fig. 2(c).

Summary: We have demonstrated that for all the three scenarios, the data
transfer is slow - it takes up to one minute to download the 200 KB data. Though
the exact throughput vary in three scenarios, the application symptoms are
similar, regardless of the three different bottlenecks.

4 Design

We notice that various issues causing slow data transfer between machines are
largely classified into 3 types based on where the problem is: (1) sender applica-
tion; (2) receiver application; or (3) networking channel. We hope to quickly and
automatically decide which type of problems is causing slow data downloading.

We also notice the pull-model is a super-set of push-model, and the push-
model is exactly the response data delivery part of the pull-model. Hence we
break down our solution into two parts. First, we focus on the push-model and
derive the algorithm based on our observations with some experiments and our
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analysis of network protocols. The solution relies on network-layer knowledge
of network buffer queue size. Second, stepping on the solution of push-model,
we extend the solution to solve the pull-model problem. The solution introduces
a state-machine, and by incorporating the application-layer knowledge, it can
deduct the bottleneck that causes the slow data transfer.

4.1 Design for the Push Model

Considering the data delivery process in push-model, a typical data flow in any
TCP-based data transfer is illustrated in Fig. 3. Five steps with regard to system
calls and network transmissions are as below: (1) at Step-A, the server appli-
cation issues a write() system call and the application data is copied to socket
send buffer. (2) at Step-B, the server’s TCP layer issues send() call and sends
some data to the network; The amount of data is subject to TCP’s congestion
control and flow control. (3) at Step-C, Network will route the data hop-by-hop
to the receiver; IP routing protocol is in play in this part. (4) at Step-D, The
client’s TCP layer will receive the data with recv() system call. The data are
put in receive buffer. (5) at Step-E, The client application issues read() call to
receive the data and copy to user space.

During this course, there are could be 3 types of problems: (1) Server-
application bottleneck. The server application may not have the data ready, this
could be caused by multiple reasons. For instance, the server machine may be
over-committed (e.g., running multiple applications), hence the particular appli-
cation does not get chance to write(); the server application may have too many
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threads running and hence the write() thread is not being scheduled on cpus; the
application’s data-preparation business logic is slow, etc. (2) Client-application
bottleneck. The client application may be too busy to issue read() call. Similar
to server side, possible causes include machine over-commitment, and so on. (3)
Network-side bottleneck. The network (including the TCP protocol) is unable to
delivery data fast enough. Possible causes are poor network channel (e.g., high
losses, low bandwidth) or poor TCP/IP configuration or tunings. Invariably, the
symptom is the data are not being able to pushed through to the receiver side.

After careful analysis of the symptoms and the causes, we propose to isolate
the problem into the above 3 types based on the knowledge of the TCP sockets,
specifically, the queue lengths of the send and receive buffers.

In normal scenarios where data delivery is fast, the receiver’s receive queue
size should mostly be zero, indicating that the receiver is fast enough to con-
sume the data received by copying the data from socket buffer to user space.
The sender’s send queue should be non-zero, indicating the fact that the data are
produced fast enough to supply the consumption. On the other hand, when the
receive queue is non-zero, that indicates client-side bottleneck; when the send
queue is zero, that indicates the server-side bottleneck.

When data transfer is indeed slow, and neither the server application nor
the sender application is the slowing down the data transfer, we can conclude
that the data transmission (i.e., the network) between machines is slow. Such
network-side issue may involve both ends of the transmission. Also note that
this type of issue is not limited to networking or transport protocol themselves
(e.g., TCP/IP), it may be caused by the slowdown of the sender/receiver OS
(e.g., TCP/IP protocol processing).

4.2 Design for the Pull Model

The solution for pull-model is similar to the push-model solution, with the key
difference of added phase of client-request. The server will not send back data
until it receives data request. We illustrate the time line of a typical pull-data
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transfer in Fig. 4. When client needs to do a pull-based data delivery, it firstly
sends out a request at T0; after the network delivered the request to the server
at T1, the server then prepares for the data, followed by sending back the data
at T2 by a sequence of write() calls. The sending completes at T4. After network
transmission, the client begins receiving data at T3, and completes receiving at
T5. Note that though other time stamps are strictly ordered, the ordering of T3
and T4 may vary depending on the exact scenarios. Specifically, for small data
transfer, T4 may precede T3 since a single write() call may suffice. For large
data transfer, T3 typically precede T4.

From the above process, we can see that if the data request failed reach the
server, then the data delivery will not happen, hence not completed. Though the
symptom of this scenario is different from the scenario where the delivery is slow,
we decide to solve both scenarios since the data are not completely delivered.
To provide a complete solution for pull-model problem, we need to distinguish
between various possible failing components (e.g., client/network/server) for the
client-request phase as well.

We propose a state-machine based algorithm in the following. Figure 5 is a
diagram illustrating the states monitored in a state machine according to some
embodiments. The state machine narrows the location of a problem in a data
transfer operation to one of three realms: a sender realm that encompasses the
sender or provider of the data (e.g., a server), a receiver realm that encompasses
the recipient or receiver of the data (e.g., a client), and realm that encompasses
the communication link(s) that convey the transferred data. In Fig. 5, the states
are depicted with or near the component(s) whose action or actions cause a
change from one state to another.

A state engine process is fed the necessary knowledge to monitor or identify
the progress of a data transfer from start (i.e., at state S) for a pull-based
transfer or at state C for a push-based transfer C to finish (at state G). This
may require the OS of the two entities (e.g., client and server in Fig. 5) and
the applications that use the data (e.g., client application, server application) to
emit certain types of information at certain times. For instance, the receiver (e.g.,
the recipients OS and/or the application) logs events at one or more protocol
layers, such as generation and dispatch of a data request, transmission of the
request from the receiver machine, receipt of a first portion of data, and receipt
of the last portion of the data. Similarly, the data provider (e.g., the providers
OS and/or the application) logs events at one or more protocol layers, such as
receipt of a data request, preparation of the data, dispatch of the first portion
of the data, and dispatch of the final portion of the data.

5 Solution

Our proposed algorithm aggregates the information from the sender and the
receiver nodes. For each node, the information from both the application layer
and transport layer are collected and utilized. The heart of the algorithm is the
Bottleneck Determination Engine (BDE). Internally, the algorithm maintains the
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current state of the data transfer and performs state transition when appropriate,
which is handled by the State Transition Engine (STE). The state transition is
based on the information collected by the Information Collection (IC), which
collects and aggregates the information from both ends of the data transfer.

The algorithm we present has the following key design principles: (1) Distrib-
uted information aggregation. The solution utilizes both client and server knowl-
edge in order to identify the causes; (2) Cross-layer information aggregation. The
solution utilizes both application layer knowledge (e.g., the various types of appli-
cation logs) and transport layer knowledge (e.g., the send queue and receive queue
sizes); and (3) State-machine based expert system. The state transform is triggered
by the aggregated knowledge from different machines and different layers.

5.1 Collecting Queue Size Information

In order for the algorithm to identify the bottleneck, it needs to gather informa-
tion about queue sizes at transport layer on both sender and receiver sides. There
are many ways to collect such information. In this work, we list two examples of
these tools/utilities, namely netstat and ss. These two utilities can be issued on
the hosts as commands. (a) netstat (network statistics) is a command-line tool
that displays network connections (both incoming and outgoing) and network
protocol statistics. For the purpose of this work, we utilize the sizes of the send
queue and the receive queue for the TCP/IP sockets. This tool is available in
many OS including Unix and Windows. (b) ss command is used to show socket
statistics. It can display stats for TCP as well as other types of sockets. Similar
to netstat, ss can also display the send and receive queue sizes, which can be
used by our algorithm.

When utilizing these tools/utilities to collect information about transport
level queue sizes, the collection process is desired to meet the following require-
ments. First, the queue size collection process should continuously output the
queue sizes for interested TCP/IP sockets during the duration of the slow data
transfer. If the collection tools (e.g., netstat and ss) can only display the instan-
taneously values of that time point, they need to be invoked repeatedly to gather
multiple data points during the data transfer course. The collection process is
desired to be long enough to contain multiple data points to avoid false alert
and ensure certain degree of confidence about the collected information.

5.2 State Transitions

A pull-based data transfer begins in state S when client (e.g., application) issues
a data request. When the client (e.g., application protocol, transport protocol)
logs queuing of the request, the data transfer transitions from state S to state A
(the request has been queued in the clients send buffer). When the clients send
buffer is empty or there is some other indication that the request was transmitted
from the client, the data transfer transitions from state A to state B (the request
has been transmitted on communication link(s)). When receipt of the request
is logged by server (e.g., application protocol, transport protocol), the transfer
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transitions from state B to state C (the server application has received the
request). A push-based data transfer may be considered to start at state C.

After the server prepares and sends a first portion of the data to be trans-
ferred (e.g., the first byte, the first packet), the data transfer operation transi-
tions to state D (the data response is underway). Progress of the data transfer
may now depend on the amount of data to be transferred and the speed with
which it is conveyed by communication link(s).

Note that it could be that there are more than a single bottleneck exist at the
same time. For example, both client and server can be bottlenecks. As another
example, at first half the data transfer, the client is the bottleneck, while at
the second half the data transfer, the network is the bottleneck. Though it is
possible to handle these complicated cases easily by splitting the time duration
into smaller units and output the algorithm output for all these smaller units,
for simpler presentation, we choose to focus on the scenarios where only a sin-
gle bottleneck exists. However, the presented algorithm/solution can be easily
converted to accommodate the above more complicated scenarios.

The determination regarding which component is the bottleneck when the
state is stuck at States of D/E/F/G/H depends on the transport layer informa-
tion. Specifically, below is the table illustrates all the three scenarios and the
information needed to make the corresponding the decision. Specifically, if the
Receive Queue on the client is not zero, then the client application is the bottle-
neck. If the Send Queue on the server is zero, then the server application is the
bottleneck. If the client’s Receive Queue is zero and the server’s Send Queue is
non-zero, then the network component is the bottleneck.

6 Evaluation

6.1 Prototype

We implemented the proposed algorithm with a prototype in Python. The pro-
totype works in off-line mode, and it can be used to determine the bottleneck
during a specific time duration where the data transfer is slow. The prototype
includes a netstat-based information collection script (i.e., “netstat -Ttp”) to
repeatedly output the TCP connection information on both the sender and
receiver hosts. A random delay period is injected into two succeeding netstat
invocations, with the average delay value being 2 s. The output of each netstat
invocation is prefixed by a time stamp in the granularity of 1 ms.

Table 1. Three scenarios in push model

Bottleneck Recv. Que. Send Que. Notes

Client Non-zero Any Blocked receiving

Server Any Zero Blocked sending

Network Zero Non-zero Blocked delivery
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(a) Send queue (b) Receive queue

Fig. 6. Client is the bottleneck

The prototype firstly takes the user input of a configuration file. The file defines
the directional data transfer connection, the information source and the time dura-
tion. The directional data transfer connection is defined by tuple of (src host, src
port, dst host, dst port). Note that unlike common definitions of TCP connections
which are bidirectionally, the definition of connections here is directional, as the
slow data transfer has the notion of direction. The information source is a local
directory which contains the netstat output from both ends. The time duration is
defined by the beginning time stamp and the ending time stamp (Table 1).

The prototype also takes user input of an “input” directory, where the net-
stat outputs are stored. Since data transfer is directional, the prototype treats
each TCP connection as two directional data transfer connections. Thus, each
extracted TCP data transfer is recorded in a separate csv file. Each csv file
contains lines of tuples in the format of (time-stamp, recv-queue, send-queue).
One special treatment about the processing is the handling of time zones. It is
possible for the two hosts of the sender and receiver to be in different time zones.
Because of this, the output of the netstat might be mis-aligned if not treated
accordingly. To accommodate the possible differences in time zones, the configu-
ration file allows the user to specify time zones for the two end hosts. Internally,
the prototype will perform time zone conversion to align the csv data.

Based on the user input in the configuration file, the prototype only extracts
the interested directional data transfer connections. Furthermore, only the inter-
ested time periods are extracted based on the user-input. Given a particular
directional data transfer connection which needs to diagnose, the prototype
determines the bottleneck based on the rules presented earlier.

To reliably determine the bottleneck, the prototype also filters out some spike
values which might cause false alert. Specifically, the decision about whether a
queue size is zero or non-zero has to persist for at least certain number of invo-
cations and at least certain amount of time duration. For instance, in one debug-
ging case, with the average netstat invocation of 2 s, in order for the prototype
to conclude that the client side is the bottleneck, the receive queue size needs to
be zero for at least 10 s.
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6.2 Results

We evaluated the built off-line prototype. The usage scenario is as follows. After
the user noticed slow data transfer during some time period in the form of
beginning time stamp and ending time stamp, the user runs the prototype to
diagnose the issue and determine the bottleneck.

We have used this prototype to identify bottlenecks in the following LinkedIn
production investigations/issues: (1) Databus [1] bootstrapping; where a client
receives bootstrapping events from the server using TCP/IP protocol; (2) Volde-
mort [7] cluster expansion; where data receivers fetch data from data senders
using TCP/IP protocol. We have found that for the first scenario, the Databus
server (i.e., the data sender) is the bottleneck; while in the second scenario, the
networking part is the bottleneck.

To demonstrate all the three scenarios where each of the scenarios has a
different type of bottleneck (e.g. sender/receiver/networking), we designed a set
of experiments using the a custom-build workloads. The workload can mimic
the three types of bottleneck based on user inputs. For each of the scenarios, a
single separate TCP connection is created.

Client is Slowly Receiving: We force the receiver (i.e., the client) to slow down
the data receiving by injecting delays between the calls to read() in application
code, which represents a scenario where the client is the bottleneck. As shown
in Fig. 6, the client side (receiver side) has certain RecvQ buildup, which is
indicated by the non-zero values. These non-zero values last for a while, so that
the algorithm can conclude that the client is the bottleneck.

Server is Slowly Sending: We force the sender to slow down the data sending. We
inject delays between the calls to write() in application code, which represents a
scenario where the sender is the bottleneck. As shown in Fig. 7, the server side
has zero SendQ values. The lasting period is significant to allow the algorithm
to conclude the sender bottleneck. Note that there is a spike about the SendQ.
Since the spike does not persist for long enough period, it is internally filtered
out by the algorithm.

Network is Slowly Transmitting: We created a scenario where TCP is slowly
transmitting the data. Specifically, we inject delays and latencies to the network

(a) Send queue (b) Receive queue

Fig. 7. Server is the bottleneck
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(a) Send queue (b) Receive queue

Fig. 8. Network is the bottleneck

path, such that TCP can only transmit at a very low throughput. As shown in
Fig. 8, the SendQ values are non-zero, while the RecvQ is zero. These values of
typical of a fast data delivery. Since we see very low data transfer, the algorithm
conclude that it must be networking problem.

7 Related Work

Networking protocol is a critical component of distributed system. Many proto-
cols and algorithms [5,6,8] are proposed to ensure and improve high transmission
rate in various scenarios. To estimate the available bandwidth of a link or path,
various methods have been proposed, each with different tradeoffs between accu-
racy and intrusiveness [4].

Many works have been done to diagnose computer performance problem, but
most of them focus on the performance of a specific component, for instance, sys-
tem performance bottleneck about a particular OS (e.g., Linux kernel 2.6.18 [3])
or a particular protocol (TCP Reno [2], etc.). Though there are scattered knowl-
edge/experiences about debugging the targeted slow-data-transfer problem, to
our best knowledge, we have not seen any algorithm or prototype that is equiva-
lent to our proposed algorithm/prototype. For the overall problem of slow data
transfer, all sources we can find only rely on performance extertise/experience,
and there is no single algorithm or resource to achieve the same as our algorithm
does. Moreover, we did not find any automated prototype/tool for that purpose.

8 Conclusion

We proposed and implemented an algorithm to automatically determine the
bottleneck component along the data transfer path. It reduces the efforts when
diagnosing the problem and eventually root-causing the problem.
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Abstract. Most cloud workflow scheduling algorithms assume that
resources are charged under an ideal pay-as-you-go model, which may
not be the case in real production cloud systems. Currently, most IaaS
cloud providers charge users on billing cycle basis. If a resource is ter-
minated before one billing cycle, the payment is still rounded up to one
cycle. To address this problem, we firstly formalized it using bin-package
method. Then, we propose a DAG schedule compaction algorithm of IC-
�-SC, which compacts schedules generated by already exist algorithms
to reduce resource requirement. Based on the compaction idea, we also
propose a deadline constrained DAG scheduling algorithm of IC-SC. We
compare our algorithms with state-of-the-art algorithms of IC-PCP and
IC-PCPD2, and use 2 well-known scientific workflow applications for
evaluation. Experimental results show that our algorithms reduce mon-
etary cost drastically.

Keywords: Schedule compaction · IaaS cloud · Workflow scheduling ·
Deadline

1 Introduction

Many applications consist of a number of cooperative tasks which typically
require more computing power beyond single machine capability. An easy and
popular way is to describe complex applications using high-level representation
in workflow method. As a single workflow can contain hundreds or thousands of
tasks, the ever-growing data and computing requirements of workflows demand
a higher-performance computing environment in order to execute the workflow
in reasonable amount of time.

Traditional HPC systems are mostly dedicated and statically partitioned per
administration policy. Owning a HPC system is inefficient in adapting to the
surge of resource demand. With the development of cloud computing, workflow
applications find a new way to solve this problem. Cloud computing targets
at providing computing as service. With the IaaS cloud becoming mature, the
long dream of providing computing service as the 5th utility [1] (after water,
electricity, gas, and telephony) is gradually turning into reality.

c© Springer International Publishing Switzerland 2015
W. Qiang et al. (Eds.): CloudCom-Asia 2015, LNCS 9106, pp. 16–28, 2015.
DOI: 10.1007/978-3-319-28430-9 2



Schedule Compaction and Deadline Constrained DAG Scheduling 17

In IaaS cloud environment, resources are served in a pay-per-use model and
provisioned dynamically. Therefore, resources are provisioned on demand. To
satisfy different QoS requirement of users, resource providers offer heterogeneous
resources with various processing capabilities and prices. Usually, fast resource
costs more money than that of slow resource. Thus, the cost/time trade-off
problem becomes a hot topic in the literature. Ideally, users want to run their
applications as fast as possible with minimum cost. If applications are not time-
critical, a little delay can be tolerated for cost saving.

There are already algorithms concerning both time and monetary cost for
cloud computing environment. However, most of them thought that leased
resources can be completely utilized, and they are charged in an ideal pay-as-
you-go model. This is not the case in real production system. As the Amazon
EC2 cloud for example, they charge resources by hour. If a resource is terminated
before one hour, the cost is still rounded up to one hour.

2 Related Works

The workflow scheduling problem has been studied extensively over the years.
Kwok et al. [2] and Yu et al. [3] surveyed workflow scheduling on Multiproces-
sor system and distributed environments respectively. And Wieczorek et al. [4]
focused on the taxonomies of the multi-criteria grid workflow scheduling algo-
rithms. Most of them focus on decreasing the schedule length, which are classified
as best-effort scheduling.

In contrast to best-effort scheduling, QoS constrained workflow scheduling is
sometimes more close to that of real world application’s requirement. In [5], Chen
et al. studied the workflow scheduling problem with various QoS requirements
and presented an Ant Colony Optimization (ACO) based approach. The target of
their algorithm is to find a schedule that meets all QoS constraints and optimizes
the user-preferred QoS objective.

Among all QoS constrained workflow scheduling problems in service oriented
environment, deadline-constrained scheduling is one primary problem in the liter-
ature. DTL [6], DBL [7], and DET [8] are three heuristics that solve the deadline
constrained workflow scheduling problem. Their basic idea is to distribute dead-
line over task partitions. Abrishami et al. [9,10] presented Partial Critical Path
based scheduling algorithms, which distribute deadline in PCP-wise manner.

Motivation: To the best of our knowledge, there are few researches concerning
about improving utilization of free time slots generated by task dependencies
and billing cycle charged resources. In [11], they proposed a two-stage schedule
compaction for duplication-based DAG scheduling. However, their target is to
reduce resource number, which can not be directly applied to IaaS cloud sys-
tem. In this paper, we address this highly unexplored aspect of DAG scheduling
in IaaS cloud, and proposed a schedule compaction algorithm and a deadline
constrained DAG scheduling algorithm in the following sections.
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3 System Model and Definitions

3.1 System Model

A workflow is modeled by a directed acyclic graph (DAG): G = (T , E), where T
consists of a set of tasks {t1, t2, ..., t|T |} and E consists of a set of directed edges
{ej

i |(ti, tj) ∈ E}. Each task ti is associated with a certain amount of computation
workload wli. And each edge ej

i carries dj
i size of data send from task ti to task

tj . Given a task graph, a task without any parent is called an entry task, and
a task without any child is called an exit task. Without lose of generality, two
dummy tasks tentry and texit are added to the begin and end of G. These dummy
tasks have zero computation workload and zero-data dependencies to the actual
entry or from the exit tasks.

There are theoretical unlimited resources provisioned by cloud providers and
charged on a pay-as-you-go basis. The service provider offers several computa-
tion resource types RT = {rt1, rt2, ..., rt|RT |} to satisfy various QoS require-
ments of users. Each resource type rtk is associated with a two-tuple information of
< ECU, price >, where ECU denotes the processing capability, and price denotes
the monetary cost per charging unit. In general, scheduling task on faster resource
costs more. In this paper, we assume a single cloud, where all resources are con-
nected by a homogeneous network. The communication startup time (delay) L for
each resource and communication bandwidth BW between any two resources are
the same.

Hence, the execution time of a task on a resource is calculated as: ET rl
ti =

ET
rt(rl)
ti = wli

rt(rl).ECU ;1 the data transmission time from task ti to task tj is

calculated as: TT
tj
ti = L + dj

i

BW . If two tasks are assigned to a same resource,
the transmission time is zeroed. The monetary cost of network transmission is
not considered in this paper. This assumption is reasonable as most popular
commercial IaaS cloud providers charge users according to their leasing times
for computing resources only.

3.2 Schedule Definition

Based on this system model, a schedule is defined as: S =< R,M,makespan,
cost >. R = {r1, r2, ..., r|R|} is a set of used resources. M consists of all mappings
of task to resource, with mrl

ti =< ti, rl, ST rl
ti , FT rl

ti >, where ST rl
ti is the start time

of task ti on resource rl and FT rl
ti is the finish time of task ti on resource rl. Then,

the start time st(rl) and termination time ft(rl) of a resource rl are calculated
as: st(rl) = min

m
rl
ti

∈M
{ST rl

ti }, ft(rl) = max
m

rl
ti

∈M
{FT rl

ti }. And, the rounded up lease

time lt(rl) for rl is set with the minimal integer multiples of billing cycle length τ :
lt(rl) = � ft(rl)−st(rl)

τ � × τ .

1 rt(rl) is the resource type of resource rl.
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For a generated schedule S, the makespan is the overall schedule length.
And the total cost C is the overall monetary payment. They are calculated as:
makespan = max

m
rl
ti

∈M
{FT rl

ti }, C =
∑l=|R|

l=1
lt(rl)

τ × rt(rl).price.

3.3 Bin-Package Problem Formalization

In this paper, we take the DAG scheduling problem in IaaS cloud as a bin-
package problem, where each resource is taken as a bin, and tasks of DAG are
taken as materials to be packed. However, the times consumed by one task when
assigned to various resource types are different, which makes it a non-traditional
bin-package problem. In order to explain our algorithms, we first make some
definitions as following:

Definition 1. All tasks in T are divided into two parts of already assigned tasks
Ta and unassigned tasks Tu: T = Ta ∪ Tu.

Definition 2. Trl
: It contains all tasks that are assigned to resource rl. An

execution order is imposed on all tasks of Trl
, and a position pos(ti), starting

from 0, is assigned for each task ti.

Definition 3. EST (ti), EFT (ti): The earliest start time of task ti, which is
determined by its immediate parents and the pre-execution task tk if exist.

EST (ti) =

⎧
⎨

⎩

max{ max
tj∈P(ti)

{EFT (tj) + TT ti
tj

}, EFT (tk)}, ∃tk : pos(ti) = pos(tk) + 1

max
tj∈P(ti)

{EFT (tj) + TT ti
tj

}, otherwise

(1)

EFT (ti) = EST (ti) + ET (ti) (2)

P(ti) contains all the immediate predecessors of task ti. Assuming
RT .fastest being the fastest resource type in RT , then the ET is calculated as:

ET (tj) =

{
ET

rl
tj

, ∃rl : m
rl
tj

∈ M
ET RT .fastest

tj
, otherwise

(3)

Definition 4. ST (ti), FT (ti): The start time and finish time of already assigned
task ti. They are set with the earliest start time and earliest finish time on mapped
resource rl. Hence, they can be changed (usually be delayed) with the updating
of EST and EFT .

Definition 5. LFT (ti), LST (ti): The latest finish time of task ti is determined
by its immediate children and position if it is assigned to resource.

LFT (ti) =

⎧
⎪⎪⎪⎪⎨

⎪⎪⎪⎪⎩

min{ min
tj∈C(ti)

{LST (tj) − TT
ti
tj

}, LST (tk)}, ∃tk : pos(tk) = pos(ti) + 1

min{ min
tj∈C(ti)

{LST (tj) − TT
ti
tj

}, st(rl) + lt(rl)}, pos(ti) = |Trl | − 1

min
tj∈C(ti)

{LST (tj) − TT
ti
tj

}, otherwise

(4)
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LST (ti) = LFT (ti) − ET (ti) (5)

C(ti) contains all the immediate successors of ti. To calculate the LFT of
task ti, the min

tj∈C(ti)
{LST (tj)−TT ti

tj } part assures that its immediate children are

able to start no late than the LST of them. If there is a task tk assigned right
behind it, it should finish no late than the LST of tk. If it is the last task of
assigned resource rl, the LFT (ti) should not exceed st(rl) + lt(rl). Otherwise,
the monetary cost of rl will increase.

Definition 6. Insert Operation: A legal insert operation denotes a valid task-
resource mapping for this special bin-package problem. To define a legal insert
operation, we introduce a concept of slot first. A slot is a time fragment in a
resource rl. Assuming the position of slot in resource rl is pos(slot), the start
time st(slot) and finish time ft(slot) are defined as:

1. If Trl
= NULL, meaning rl is a new resource without any task assigned to

it, then st(slot) = 0, ft(slot) = +∞, and pos(slot) = 0;
2. else,

(a) if pos(slot) = 0, then st(slot) = max{LFT (ti)−lt(rl), 0}, and ft(slot) =
LST (tj), where pos(ti) = |Trl

| − 1 and pos(tj) = pos(slot);
(b) else if pos(slot) > 0 and pos(slot) < |Trl

|, then st(slot) = EFT (ti), and
ft(slot) = LST (tj), where pos(ti) = pos(slot)−1 and pos(tj) = pos(slot);

(c) else pos(slot) = |Trl
|, then st(slot) = EFT (ti) and ft(slot) =

EST (tj) + lt(rl), where pos(ti) = |Trl
| − 1 and pos(tj) = 0.

Then, a task ti is able to be inserted into a slot in resource rl, subjecting to: (i)
(max{EST (ti), st(slot)} + ET rl

ti ) ≤ ft(slot); (ii)EFT (ti) ≤ LFT (ti).

Definition 7. Append operation: It is an extension in case 2(c) of insert oper-
ation, except that the ft(slot) is set +∞. And, a legal append operation should
satisfy the same conditions as insert operation.

4 IC-�-SC: DAG Schedule Compaction

In this section, we propose a DAG schedule compaction algorithm named IC-
�-SC. The IC-�-SC algorithm itself doesn’t assign tasks to resources. It works
on schedules generated by already exist algorithms. The symbol of � in IC-�-SC
denotes the algorithm that generates schedules to be compacted.

4.1 The Basis of IC-�-SC

The basic idea of IC-�-SC algorithm is to compact tasks, already assigned to
resources, into fewer resources. As the resources leased from IaaS cloud are
charged in billing cycle unit, the monetary cost can be reduced only if all tasks
that cover a billing cycle are compacted to other leased resources. Hence, we
propose a split-wise DAG schedule compaction algorithm.
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To introduce the conception of split, all resources in R are divided into two
parts of compacted resource (Rc) and scheduled resource (Rs), where Rs is ini-
tialized as R, and Rc is empty at the beginning. Each split is chosen only from
Rs. After compaction, all leased resources are in Rc and Rs is empty.

A split is a set of tasks covering one billing cycle of a resource in Rs. Each
resource rl in Rs is divided into nb split(rl) splits in (6). An index(rl) parameter
is set for every resource rl to record current split position. After compaction of
one split in a resource, it is increased by one and point to the next split. The
split start time and finish time are computed in (7) and (8).

nb split(rl) = �
max

∀ti:m
rl
ti

∈M
{LFT (ti)} − min

∀ti:m
rl
ti

∈M
{EST (ti)}

τ
� (6)

st(split) = max
∀ti:m

rl
ti

∈M
{LFT (ti)} − τ × (nb split(rl) − index(rl)) (7)

ft(split) = st(split) + τ (8)

For each compaction process, a nextSplit() procedure is called to select a next
split. There may be several split candidates from different resources in Rs. The
one with the smallest split start time will be selected. And the more expensive one
is chosen if ties. After a split has been determined, corresponding tasks should be
added to split. For a task ti on selected r(split) (the resource where split from),
it is added into split if the start time and finish time [ST

r(split)
ti , FT

r(split)
ti ]

intersects with (st(split), ft(split)).

4.2 The IC-�-SC Algorithm

The IC-�-SC algorithm consists of two main procedures of latest time updating
and split compaction. The first procedure determines the LST s and LFT s of
tasks on resources they are mapped. The target is to increase intervals between
neighbor tasks on the same resource, which produces larger free time slots
for compaction. The second procedure achieves schedule compaction actually.
Algorithm 1 describes the overview procedure of IC-�-SC algorithm.

For initialization, it sets the LST and LFT for the dummy exit task texit. The
LST is set with a deadline, if required. Otherwise, it is set with the makespan of
the original schedule. After that, the IC-�-SC iteratively calls latest time updating
and split compaction procedures until all candidate splits are processed.

To compute the latest times of all tasks. It tries to move tasks as late as
possible on mapped resources, which can be implemented using a up-wards
breadth-first search method from the dummy exit task texit. The LFT of a
task is calculated using (4–5).

4.3 Split Compaction Procedure

For a selected split, it iteratively tries to insert tasks in the split to other
resources. A success insert operation is defined in Definition 6. The resources
in Rc are selected firstly. If the insertion fails, resources in Rs are selected.
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Algorithm 1. The IC-�-SC Algorithm
Input: S: the schedule to be compacted;

makespan : the makespan of schedule S;
D : the deadline, if required, for G.

Output: S′: a new schedule after compaction of S.
1: if deadline is required then
2: LST (texit) = D
3: else
4: LST (texit) = makespan
5: end if
6: update the LST s and LFT s of all tasks in T ;
7: while has an unprocessed split do
8: split ← nextSplit();
9: call for compact(split);

10: end while

After the insertion attempt of all tasks in selected split, there are 2 cases. If all
insertions succeed, all tasks in r(split) are separated into three parts according
to their positions. Tasks in split are inserted to other resources. Tasks before
split are kept in r(split) and the resource r(split) is moved to Rc. Tasks after
split are assigned to a new resource with the same resource type as r(split), and
this new resource is added to Rs. However, if the insertion fails, it should roll
the schedule back to the point before compaction of split.

Algorithm 2. The compact Procedure
Input: split: the split to be processed.
Output: Stmp: an intermediate schedule after compaction of split.
1: for all ti ∈ split do
2: insert ti to the first-fit resource in R;
3: if insertion succeeds then
4: iteratively update the EST s and EFT s of succ(ti) and the immediate task

following ti on r(split);
5: else
6: break;
7: end if
8: end for
9: if all tasks in split are inserted into other resources then

10: (i) schedule all tasks, if exist, after split to a new resource rk with the same type
as r(split), and add rk to Rs;

11: (ii) move r(split), if there are still tasks assigned to it, to Rc;
12: (iii) update the LST s and LFT s of all tasks in T ;
13: else
14: rollback Stmp to the point before compaction of split;
15: end if
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4.4 Time Complexity

The most time consuming part of the overall IC-�-SC algorithm is the updateLat-
estTime and compact procedures. To update the LFT s, IC-�-SC adopts breadth-
first traverse method from texit. It costs a time complexity of O(|T |+ |E|), which
approximately equals to O(|T |2) for dense workflows with a edge between any
two tasks. As the hole IC-�-SC algorithm compact all tasks in split-wise man-
ner, and there are at most |T | splits, the updateLatestTime contributes |T |3 time
complexity to the IC-�-SC algorithm.

The most time consuming part of the compact procedure is the insert opera-
tions for split tasks. To update the EST s and EFT s for each insertion attempt
at line 3 of Algorithm 2, the time complexity is O(|T | + |E|), approximating to
O(|T |2), in the worst case. Overall, each task will be insert once. Hence, the time
complexity for T tasks of all compact procedure is O(|T |3).

At last, the time complexity of IC-�-SC is O(|T |3).

5 IC-SC: Deadline Constrained DAG Scheduling

To take advantage of the bin-package idea in IC-�-SC algorithm. We propose a
deadline constrained DAG scheduling algorithm that implements the bin-package
mechanism at scheduling time.

5.1 IC-SC Algorithm

Deadline constrained DAG scheduling is a widely studied problem in the liter-
ature [6–10]. IC-PCP [9] and IC-PCPD2 [9] are state-of-the-art algorithms for
billing cycle aware IaaS cloud environment. In order to introduce the IC-SC algo-
rithm, we first make an review of the IC-PCP and IC-PCPD2 algorithms. The
core conception of them is partial critical path(PCP) [9]. The details of PCP
are not repeated here.

There are two main categories of workflow scheduling algorithms: list schedul-
ing and clustering heuristics:

IC-PCP is a clustering heuristic. Two parts, that compose IC-PCP clustering
heuristic, are:

1. Clustering. It determines how tasks are mapped to resources. IC-PCP maps
all tasks in one PCP to the same resource to reduce data transmission times.

2. Ordering. It determines the execution order of all tasks on the same resource.
The IC-PCP algorithm schedules all PCP tasks to a same resource, which is
selected using a monetary cost optimization mechanism defined by them.

IC-PCPD2 is a list scheduling heuristic. It firstly assign subdeadlines to all
tasks using the similar strategy to the IC-PCP algorithm. The actual scheduling
is carried out in list scheduling manner, including two parts:

1. Task selection. It determines which task to schedule next. The IC-PCPD2
algorithm randomly selects a ready task.
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2. Resource selection. It determines which resource the selected task is assigned
to. The IC-PCPD2 algorithm always selects the cheapest resource, either an
existing resource or a new one.

According to Abrishami et al., both IC-PCP and IC-PCPD2 have a promis-
ing performance, with IC-PCP performing better than IC-PCPD2 in most cases.
However, the IC-PCP needs to schedule all tasks on PCP to the same resource.
Moreover, the position of PCP task are limited on assigned resource. To uti-
lize the bin-package idea of IC-�-SC, we propose a deadline constrained DAG
scheduling heuristic, named IC-SC. It also schedules workflow tasks in PCP
manner. But the IC-SC algorithm doesn’t need all PCP tasks to be assigned to
a same resource. Moreover, the position for PCP task is more free.

The main structure of IC-SC is the same as IC-PCP. We don’t repeatedly
explain them here. The most obvious difference with IC-PCP lies in scheduling of
PCP tasks. The IC-SC algorithm schedules each task in current PCP separately.
It first tries to schedule PCP task to an already exist resource. It uses the
insertion mechanism defined by Definition 6. The cheapest already exist resource
that is able to insert the scheduling PCP task is chosen. And the scheduling
PCP task is inserted to the first-fit slot in the chosen resource. If there is not an
already exist resource that is able to insert the scheduling PCP task, two cases
are considered. First, it tries to append the scheduling task to an already exist
resource. The cheapest one that is able to append is assumed to be rl. When
implementing the append operation, we make a restriction that it should not
increase a complete free billing cycle. As there are already 3 billing cycles after
rounded up for example, the 4th billing cycle should be utilized at least partly by
the appended task. Otherwise, this append operation is illegal. Second, it tries to
lease a new resource, assuming to be r′

l, and inserts the scheduling task to it. If rl

exists and rl is cheaper than r′
l, the scheduling task is appended to rl. Otherwise,

it is inserted to a new resource r′
l. The reason behind the append operation is to

utilize the last slot of an already exist resource and reduce communication cost.

5.2 Time Complexity

The first part of the algorithm is to initialize the parameters of each workflow
task, which requires the same time complexity of O(|T |2) as IC-PCP algorithm.
Then the second part of the algorithm is recursively scheduling workflow tasks to
resources. We consider its overall actions instead of entering into details. Overall,
the Parents Assigning procedure schedules each workflow task only once, and
updates the parameters of its successors and predecessors. To schedule a task,
there are three cases in all. First, there are at most O(|T |) slots in all the already
exist resources for insertion. If insertion fails, there are also at most O(|T |)
resources for appending. If a new resource has to be started, there are constant
number of available resource types. Hence, the time complexity to schedule |T |
workflow tasks is O(|T |2). On the other hand, each task has at most (|T | − 1)
successors and predecessors, the time complexity of the updating part for all
workflow tasks is also O(|T |2). Consequently, the overall time complexity of the
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Parents Assigning procedure is O(|T |2), which is also the time complexity of the
IC-SC algorithm.

6 Performance Evaluation

6.1 The Initial Schedule Generating and Comparative Algorithms

We choose two state-of-the-art scheduling algorithms in the literature to gen-
erate initial schedules: IC-PCP and IC-PCPD2. Both of them are designed for
billing cycle charged IaaS cloud. The schedules generated by them meet deadline
constraint. To evaluate the performance of IC-SC algorithm, both IC-PCP and
IC-PCPD2 are also taken as comparative algorithms.

6.2 Experimental Workflows

Figure 1(a) and (b) shows the approximate structures of selected workflows we
choose from [12] to evaluate the performance of our algorithm. They are:

– Montage: astronomy;
– CyberShake: earthquake science.

They developed a workflow generator, which can create synthetic workflows.
Using this workflow generator, they create different sizes for each workflow appli-
cation in terms of total number of tasks. These workflows are available in DAX
(Directed Acyclic Graph in XML) format from their website2, from which we
choose 6 sizes (50, 100, 200, 300, 400, 500) for each workflow.

6.3 Experimental Setup

In our experiments, we assume a IaaS cloud environment offering 9 different
computation services, with different processing capability and prices as shown
in Fig. 1(c). They satisfy that slower resource has higher performance/cost ratio.
The average bandwidth between computation resources is set to 20MBps.

An important parameter of the experiments is the billing cycle. To evaluate
the impact of short and long billing cycles on our algorithms, we consider two
different billing cycles in the experiments: a long one equal to one hour, and a
short one equal to five minutes.

All costs are normalized by the cost of the schedule generate by HEFT [13]
as baseline Cbase. We implement a modified HEFT algorithm for IaaS cloud
environment. It always chooses the resource that finish selected task earliest.
And then, the normalized cost of a schedule is defined as: NC = C

Cbase
.

Finally, to evaluate the impact of slackness degree of a schedule on our com-
paction and scheduling algorithms, we need to assign a deadline to each workflow.
We firstly define the fastest schedule for a workflow be the one get by HEFT
[13]. The makespan of this schedule is denoted by MF . And then, the deadline
of a workflow is set to be α × MF , α ∈ {2.5, 3, 3.5, 4, 4.5}.
2 http://confluence.pegasus.isi.edu/display/pegasus/WorkflowGenerator.

http://confluence.pegasus.isi.edu/display/pegasus/WorkflowGenerator
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(a) Montage

mProjectPP
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(b) CyberShake
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ZipSeis

PeakValCalc
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ZipPSA

(c) Capability and Price

RT ECU price

rt1 1.0 0.12

rt2 1.5 0.195

rt3 2.0 0.28

rt4 2.5 0.375

rt5 3.0 0.48

rt6 3.5 0.595

rt7 4.0 0.72

rt8 4.5 0.855

rt9 5.0 1.0

Fig. 1. The structures of benchmark scientific workflows, and information of available
resource types.

6.4 Experimental Results

Figures 2 and 3 show the average cost of scheduling workflows with IC-PCP,
IC-PCPD2, IC-SC algorithms, the average cost after compaction on schedules
generated by IC-PCP, IC-PCPD2 algorithms. The IC-PCP-SC algorithm com-
pacts schedules generated by IC-PCP algorithm, and the IC-PCPD2-SC algo-
rithm compacts schedules generated by IC-PCPD2 algorithm correspondingly.

We can get that IC-�-SC is able to reduce cost dramatically after compaction
over schedules generated by IC-PCP and IC-PCPD2 algorithms. They also show
that the IC-SC algorithm is able to generate less monetary cost schedules than
IC-PCP and IC-PCPD2 algorithms. With looser deadline constraint, the sched-
ules generated by IC-SC cost even less than IC-PCP-SC and IC-PCPD2-SC.

Fig. 2. Normalized costs of Montage application.

Fig. 3. Normalized costs of CyberShake application.
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7 Conclusion

We developed a novel algorithm to reduce billing cycle charged resource require-
ment for schedules generated by any scheduling algorithm. When applied on a
valid schedule, the proposed IC-�-SC algorithm compacts the schedule to fewer
number of resources without increasing the schedule length or under a deadline
constraint. We also proposed an efficient deadline constrained workflow schedul-
ing algorithm for IaaS cloud. The time complexity is small, which makes it
suitable for large scale workflow scheduling. Experiments on scientific workflows
verified that IC-�-SC algorithm dramatically reduces the resource requirement
of the schedules generated by IC-PCP and IC-PCPD2 algorithms. And, IC-SC
performs better than the state-of-the-art algorithms, especial for workflows with
loose deadline constraint.
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Abstract. Cloud Computing has become a new technical and economic
model within companies. By virtualizing services, it allowed a more flex-
ible management of datacenters capacities. However, its elasticity and
its flexibility led to the explosion of virtual environments to manage.
It’s common for a system administrator to manage several hundreds or
thousands virtual machines. Without appropriate tool, this administra-
tion task may be impossible to achieve. We purpose in this paper a
decision support tool to detect virtual machines with atypical behavior.
Virtual machines whose behavior is different from other VMs running in
the data center are tagged as a typicals. This tool has been validated in
production and being used by several companies.

Keywords: Cloud computing · Virtual machines · Datacenters ·
Clustering · Resource analysis

1 Introduction

In few years, Cloud computing has become a major key point for the societies
development. Based on virtualization technologies, cloud computing allows to
offer services on demand (with payment for use). These services can range from
the provision of online applications (SaaS: Software As A Service) to virtual
machines (IaaS). For the end user (which may be internal to the company), vir-
tual machines (VM) are identical to physical machines. For IaaS service provider,
the interest is both able to deploy VMs in a very short time (compared to
the deployment of a physical server) and to share a same physical machine
(a a host) between several VM. Thereby, virtualization optimize maintenance
and investments costs. Today, IaaS Management systems (Vcenter, CloudStack,
OpenStack) are mature and widely distributed inside data centers. Unfortu-
nately, due to its ease of deployment, the number of virtual machines is growing
exponentially. This virtual machines number explosion requires administrators
to invest in some analysis tools for managing their hundreds to thousands of
VMs. These analysis tools can identify VM with pre-defined behaviors. Typically,
c© Springer International Publishing Switzerland 2015
W. Qiang et al. (Eds.): CloudCom-Asia 2015, LNCS 9106, pp. 29–41, 2016.
DOI: 10.1007/978-3-319-28430-9 3
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a VM consuming any system resources for several months is a VM that can surely
be stopped, freeing disk space and system resources to create a new VM. Tools
such as VCOPS (VMware) and DCScope (Easyvirt) are based on limited pre-
defined behaviors. Without powerful analysis tool, IaaS administrators can not
cope with the ever increasing number of VMs. The main contribution of this
paper is to propose a new VM analysis tool to exploite finely data center capac-
ity. Evaluation of such tool is not so easy. In fact, to evaluate our tool we need
an access to several real execution traces of VM. If some of them are available
for some very large data centers, as those offered by Google, these traces are not
significant in relation to the market reality. Indeed, cross-checking information
in [1,2], we can determine that there are more than 3.8 million datacenters with
25 machines or less, against just over 140 000 datacenters with 200 machines
or more. Thereby, we have collected real traces from several small datacenters.
These reals traces allow to objectively analyze the datacenter activity (virtual
machines and physical servers) during longs periods from one to six months.
They were collected from different types of datacenters, from public to private
cloud for small and large companies. These analysis tool was based on a specific
partitioning algorithm which identifies VMs behaviors. To our knowledge, there
are no tools allow to perform such analysis.

2 State of the Art

The objective of our work is to determine VM with predefined and atypical
behaviors. The first one consists to analyse VM’s activities (mainly processor
and ram) and produce several sets of VM with fixed predefined behaviors. The
second one identify VM whose resources consumption differ from others.

For predefined behaviors, severals solutions has already proposed (cite
VCOPS, DCScope, VM turbo etc.). Theses solutions propose the same set of
predefined behaviors. The first drawback of theses solutions still it remains
difficult/impossible to change settings for each predefined behavior. For exam-
ple, in VCops, a VM is classified idle if its cpu rate does not exceed 10 %. Define
a single fixed percentage to analyze VM running in a heterogenous data cen-
ter where several different physical server coexists is meaningless. The second
drawback of these solutions is that they do not allow to filter the noise of the
data collected. This is essential when you want to analyze hundreds of millions
of data, which is typically our case study.

For atypical behaviors, no predefined filter based solution can not be used.
In our work, a behavior is typical if it’s shared by multiple VM. Our goal is
to group by similarity VM. Atypical VM are those that can not be grouped
with others.This classic approach of data analysis is based on a well-known
technique: Clustering. Clustering involves to group a set of points, characterized
by several dimensions into partitions (or clusters) of similar points. The similarity
is expressed by the use of a distance measure between points. To partition a
set of points, two clustering methods exist. The first is to associate a point to
a single group. The second is to associate a point to several groups according to a
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membership criterion. Our aim is to determine VM with atypical behaviours, so
we chose to study methods for associating a point to a single group. Partitioning
methods can be classified into four classes defined according to the membership
function: a distance, a density, a grid or a hierarchical approach.

The most widely used algorithm, K-MEANS [7], proposes to divide a set
of points in k partitions to obtain a satisfactory similarity for all K partitions.
This iterative approach seeks to determine K centroids, a point in space defin-
ing the center of a partition. The initial choice of K centroid is random. The
algorithm puts points in the closest group (the nearest centroid) and recalcu-
lates the centroid of each group, redefining the position of all K centroids. The
algorithm iterates by replacing points from these new centroids and ends when
any of points doesn’t change group. This algorithm has several problems. It’s
noise sensitive, necessarily not find the optimal configuration and it’s necessary
to define the number of K groups. These problems are blocking for our work
insofar as we search atypical VM. To make better noise resistance, an improved
K-means algorithm was proposed in PAM [6]. It consists to choose centroids
from the set of points to analyze. The initial choice of k points (called medoid)
is also random. The rest of the algorithm is similar to K-means excepted the
new medoid must be a data point and not a space point. However, find new
medoids is very expensive. Therefore, it’s rarely used for large data sizes. This
improvement requires any time to define in advance the number of partitions
you want (the K number).

Algorithms based on density, such as DBSCAN [3], seek to identify partitions,
based on point density. A point is considered neighbor from another if it’s less
than a fixed distance value. A point is considered dense if the number of neighbors
exceeds a certain threshold. The algorithm seeks to merge dense points and thus
consolidate partitions. Initially, the number of partitions is equal to the number
of points. Two partitions merge if a point P of the first partition is connectable to
a point of another partition, i.e. there exists a sequence of points between P and
Q, the distance between them is less than the threshold. This iterative approach
built partitions by merging them in order to obtain the largest. The advantage
of this approach is that it doesn’t require fixing the number of partitions in
advance and it’s relatively efficient in computation time. In contrast, the density
threshold is difficult to determine.

Algorithms based on a grid such as BANG [8] seek to divide the space into
cells then group the closest. This algorithm works similarly to algorithms based
on density. BANG performs dense cells merging hierarchically, starting from the
grid and successively merging neighbouring dense cells whose density difference
doesn’t exceed a threshold. As for density based algorithms, the threshold is
difficult to determine.

Hierarchical algorithms seek either to group points until densest partitions
(agglomeration approach) or start from a partition containing all points and then
divide it into smaller partition (division approach). In the first case, initially
each point represents a group. The algorithm searches the nearest two groups to
combine them. It iterates until N (which can be equal to 1) groups (defined in
advance) are found. The division approach is to divide partitions according to
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an object dispersion criterion. The algorithm iterates until N groups are found
(N being the number of initial points). In both algorithms, the distance between
two groups can be calculated as: the minimum distance between all points of
two groups (single-link), the maximum distance between all points of the two
groups (complete-link), the average of distances between all points of the two
groups (average-link). As previous algorithms, the threshold is difficult to set.

3 Contributions

3.1 Collected Traces

As part of EasyVirt activities, we have been led to make numerous power con-
sumption audits. These audits involved establishing software probes in client
datacenters and archiving datas in a MySQL database. These probes collect sys-
tem resources consumption of the physical servers and virtual machines from
VMware R© VCenter ServerTM. For confidentiality reasons, the companies in
which the data were collected may not be cited. Similarly, we can not distribute
collected raw data. In contrast, analysis can be distributed. EasyVirt has about
thirty traces. For this paper, we selected eight traces among them (some don’t
contain enough informations).

Our prototype monitors datacenter activity using a software probe, devel-
oped in Java, connected to VMware R© VCenter ServerTM. From a read-only
account, the solution recovers various information. Firstly, our solution build the
Datacenter/Cluster/ Server/VM architecture then retrieves static information of
physical servers. Thus, DCScope get data related to the hardware: server model,
CPU model, CPU frequency, cores number, RAM available, etc. Then, the solu-
tion recoveries virtual machine information related to their configuration: vCPU
(virtual CPU) number, allocated memory, reserved memory, VMware R© Tools
status, VMDK size, etc. Following the recovery of these informations, DCScope
monitors physical servers and virtual machines in order to get their consumption
and virtual machines lifecycle. Various resources are monitored: processor, mem-
ory, network and disk. This monitoring is realized every 30 s, without impacting
VMware R© VCenter performance. Data are stored in a classical relational data-
base: MySQL. For performance reason, all data are not stored in a single table.
Each hour, raw data are stored in a specific table named consumption table.
In fact, database response times are dependent to the records number into the
table. Indeed, by performing a ‘select’ query in the table, MySQL browses all
records in order to check if each record meets the requirements (‘where’ clause).
Create indexes in the table reduces the computation time, but given the volume
of data processed, the indexing mechanism is not sufficient. Figure 1 represents
MySQL database size and consumption records number for the eight datacenters
of this study. With the aim to optimize disk space used by our database, we have
developed various scripts that automatically and periodically analyze, consoli-
date and purge collected data. Thus, information stored in each consumption
table are consolidated into a new abstract table. Data for each element (physical
servers and VM) are stored in only one record in the new table. This allows a
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Fig. 1. Infrastructures

possible database purge by deleting consumption tables already summarized in
order to free some disk space.

For this work, we focused on the RAM and CPU consumption. In fact, these
two criteria are most relevant for our study and are the contention resource in a
data center. Figure 2(a) to (h) show a graphical representation of VM behavior.
In these graphics, each point represents the CPU and RAM average consumption
for each VM. In Abscissa average RAM used and average CPU used in ordinate.
Graphics are small, but we can observe for all collected traces, similarity between
datacenters activities profiles. Indeed, we notice the presence of a very large set
of VM close to the origin (dense masses). Around these dense masses, several
VMs have a completely different activity. In third contribution, we will focus on
these VMs called atypical VM.

3.2 Pre-determined Behaviour

DCScope solution developed by Easyvirt, can analyze in real time on a given
time slot, pre-determined behavior. Behaviors are derived from VMware R© spec-
ifications and recommendations as well as customer returns. Six behaviors are
pre-defined:

– idle (without activity): if during a given time slot, 100 % of CPU and RAM
consumption values are less than Y%. The activity rate (Y) being directly
dependent on the CPU ability of the server where virtual machines are hosted.

– lazy (with unusual activity): if during a given time slot, a R resource (CPU
or RAM) has consumption peaks (>30 %) during less than 10 % of audit time
and idle during the remaining time.

– undersized : if during a given time slot, 100 % of CPU and RAM consumption
values exceed 70 %.

– busy : Same as undersized except that the threshold is 90 %.
– oversized : if during a given time slot, 100 % of CPU and RAM consumption

values are less than 30 %.
– ghost (off): if during previous and last analysed time slot, VM is off.
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Fig. 2. Collected traces

However, in order to obtain a more robust VM detection than VMware, we
have upgraded these pre-defined behaviors by adding a notion of noise. Indeed,
in basic definitions, described previously, VM detection is strict. 100 % of points
must be above or below a given threshold (according to the behavior). But, a
machine always has an activity (peaks of activities) even if it is not used. This
activity could result from the OS activity (updates) or an application with a
temporary activity (anti-virus for example). Therefore, we modify predefined
behaviors definitions in order to manage this particular activity that we call
noise. Thus, for each pre-defined behavior, we vary the percentage of points
following 4 thresholds: 100 %, 99.99 %, 99.9 % et 99 %. This factor of ten between
our thresholds is related to classical high availability datacenter thresholds.

3.3 Atypical Behaviour

The state of the art has led us to develop our own multi-criterias, multi-resources
and insensitive to noise partitioning algorithm. Our algorithm, based on a dis-
tance measure is multi-resources (CPU, RAM, Disk, Network etc.). It’s also
multi-criteria insofar each analyzed resource can itself be divided into criterias.
Here, we define a criteria as a statistic. Available statistics are the first quartile
(25 % of points are below this threshold), the median (as many points below and
above this threshold), the average, the third quartile (75 % of points are below
the threshold), the minimum value and the maximum value for each resource.
Thus, it’s possible to consolidate VM based on one or more criterias.

The distance used in our algorithm is calculated using a “rate of similarity”,
adjustable, allowing to define the minimum and maximum limits of statistical
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Algorithm 1. searchGroup method
Input: listVM : VM list, listCriterias : criterias list, currentgroup : the current

VM group
Result: The group of VM having the best VM number for selected criteria

1 c1 = first criteria into listCriterias;
2 bestgroup = a new empty VM group;

3 while maximum interval value is not reached do
4 tmpgroup = We search the best group of VM from listVM, having a close

similarity for the criteria c1 –> call to searchGroup method;
5 if tmpgroup.size > currentgroup.size then
6 if listCriterias isn’t empty then
7 tmpgroup = searchGroup(listVM, listCriteria, tmpgroup);
8 if tmpgroup.size > bestgroup.size then
9 bestgroup = tmpgroup;

10 end

11 else
12 bestgroup = tmpgroup;
13 end

14 end
15 interval is incremented;

16 end
17 return bestGroup;

values ranges. Thus, both VM have a strong similarity if for one or more given
criterias, they belong to the same intervals. Our algorithm recursively searches
the best group, comprising more VM depending on the similarity rate and criteria
selected until all VMs belong to a group. A VM has an atypical behavior if it’s
alone in its group or the VM number in the group is less than or equal to an
arbitrary value.

4 Evaluation

4.1 Pre-determined Behaviour

Our evaluations was realized on an Intel(R) Core(TM) i7-2760QM @2.40 GHz
with 4 GB of RAM. Operating system used is Ubuntu 13.10 64 bits with kernel
3.11.0-26-generic, Java 1.7.0 45 (Oracle R© version) and MySQL server 5.5.37.
Computation time depend on records number into the database. For information,
on a small database (DC01) the computation time is 2.40 s and 72.96 s on a large
database (DC08).

Figures 3, 4 and 5 show percentages of VM with pre-defined behaviors for 8
data centers selected in this paper. Analysis are performed by one-hour time slot,
within a time range of one week to twelve months. Figure 4 represents results
obtained for busy, oversized and undersized behaviours. Busy VM investigation
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Fig. 3. Idle VM

Fig. 4. Busy, oversized, undersized VM

Fig. 5. Lazy VM
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is important insofar as they are a very high activity. We don’t know if this activ-
ity is normal or not but it permit to alert the administrator on the state of
these VM (vigilance point). It is the same for undersized behavior. VM with this
behavior are VM with high activity (superior to 70 %). Undersized VM can be
overloaded, which will impact performance. In this way, undersized VM inves-
tigation informs the administrator before an eventual performance degradation
and allocate additional resources. Conversely, looking for oversized VM allows
the administrator to better allocate resources of virtual machines and potentially
save system resources. Figure 3 shows results obtained for idle behaviour. As a
reminder, idle VM is a virtual machine whitout activity. 100 % of points must be
above a certain threshold (2 %, 5 % et 10 %). Trying to find idle VM permits to
the administrator to shutdown or delete these VM with the aim to free system
resources and optimize storage used. Figure 5 shows results obtained for lazy
behaviour. It’s a particular behaviour. Indeed, a virtual machine is tagged lazy
if it is idle at least during 90 % of its running time and has peaks of activities
superior to 30 % during 10 % of remaining time. Here we are looking for VM with
a non-negligible activity during a short time (less than 10 % of running time).
These VM look like idle VM but their profile need a more detailed analysis of
the administrator.

By observing results of the various tables, we show the relevance of taking into
consideration the noise in our analysis. For some behaviors as busy or undersized,
the percentage of VM is not very different from 100 % to 99 %. This result is
coherent insofar as it’s rare to find one or more overloaded virtual machines
in datacenters. In contrast, the result is different for oversized behaviour. The
average percentage of VM obtained for 99 % is 5 times superior to the average
percentage of VM obtained for 100 %. Similarly, the average percentage of VM
for idle virtual machines with a threshold at 10 %, during 100 % is 1.36 % whereas
it’s 11.58 % during 99 % (multiplication by 8).

4.2 Atypical Behaviour

To validate our atypical VM algorithm, we analyzed partitioning methods results
on real collected data by our prototype on thirty datacenters. For privacy rea-
sons, companies may be cited and collected raw datas can’t be distributed. For
the sake of compactness, we have chosen to focus us on eight representative dat-
acenters and compare our approach to K-MEANS partitioning algorithm. For
this, we used R tool. R is a programming language for process, organize and
rapidly represent large data sets. R also has a wide variety of clustering func-
tions. In our experimentation, we used the ‘boxplot’ function (in order to obtain,
from raw consumption data, the first quartile, the median, the average, the third
quartile, the minimum value and the maximum value for each virtual machine)
and the ‘kmeans’ function (in order to compare ‘kmeans’ function results and
ours). In addition, all graphical representations presented in this paper were
performed with R.

To compare K-means algorithm with our algorithm, we determined the
groups number K by a first iteration of our algorithm. In these exemples, we
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Fig. 6. K-MEANS partitioning algorithm

Fig. 7. Our partitioning algorithm (Color figure online)

take points on a two-dimensional space: CPU and RAM average for each VM.
The horizontal axis is the average RAM usage and the vertical axis is the aver-
age CPU usage. In these graphs, each VM group is represented by a color and a
symbol. Figure 7(a), (b), (c), (d), (e), (f), (g) and (h) describe the partitioning
produced by our approach: a group with an important VM number and several
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small groups (1 to 3 VM). On Fig. 6(a), (b), (c), (d), (e), (f), (g) and (h) we can
observe K-means algorithm. Each datacenter are partitioned into a large number
of small groups, fairly consistent point number, little usable in our case.

To obtain these results, raw data stored in the database are initially exported
in CSV then treated with R to calculate statistical values for each virtual
machine. These statistical data are stored into files to be refilled and avoid
multiple database access. Statistical informations of each VM are used by our
algorithm to build the VM consumption model. Then, it calls the partition-
ing feature based on selected criteria. Groups obtained by our algorithm are
graphically represented with R. Graphs obtained for K-MEANS are results of
the ‘kmeans’ function implemented in R. Computation times for data process
(excluding CSV export) and graphically represent our algorithm partitioning
results and K-MEANS results are around the second (1.7 s on average).

For each case, we find 2 or 3 atypical VM. We recall that we define a VM with
atypical behavior, a VM that doesn’t have the same profile as others. Graphically,
these VM are represented by separated points. To illustrate this fact, taking for
examples Fig. 7(b), (c), (d), (e) and (h). We notice a highly isolated point. These
are points with coordinates (165,395) for DC02, (152,561) for DC03, (866,169)
for DC04, (677,160) for DC05 and (0,998) for DC08. Here, we have atypical VM,
not belonging to any group. To compare with the K-means algorithm, let’s look
Fig. 6(b), (c), (d), (e) and (h). Regarding DC04, the K-means algorithm returns
the same result that our algorithm. That is to say it has also isolated the same
point (the atypical VM). In contrast, for DC02,DC03, DC05 and DC08, the
K-means algorithm has included these virtual machines in groups. By observ-
ing these groups carefully, there are points (VM) having different consumption
profiles. For example, in DC05, the virtual machine that we consider as atyp-
ical (coordinates 677,160) is in a group of VM whose CPU usage is extended
from 300 to 700 permil. It’s the same for DC03, the virtual machine that we
consider as atypical (coordinates 152,561) is combined with another VM (coor-
dinates 234,277). We also see this result for DC02. This shows that K-means
algorithm is sensitive to noise, that is to say that it seeks to consolidate isolated
points with others, although these points are distant. This sensitivity is due to
the number k. Conversely, the K-means algorithm cut into smaller groups dense
masses (blue and red masses on our results). This division is useless because VM
in dense masses have similar profiles. These VM must be in the same group. This
behavior is particularly visible on Figs. 6(b)–7(b) and 6(h)–7(h). The observa-
tions presented in this paper shows the effectiveness of our algorithm to look
for atypical VM (separated points), unsensitive to noise, establishing groups of
similar virtual machines.

5 Conclusion

This paper presents our work on cloud workload traces to exploite finely data
center capacity. The three mains contributions of this paper are to collect real
datacenter traces, to extend predefined VM behaviors, and to identify atypical
virtual machines.
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First, we have collected real traces from more than thirty datacenter and
selected height. We have realized a simple analyses and show that VM in a real
datacenter don’t consume lot of resources. Many of them consume less than 5 %
of the cpu.

The second contribution concerns the noise resistance addition in pre-
determined behavior definitions. Behaviors are derived from VMware R© spec-
ifications and recommendations. Six behaviors were defined:

– idle (no activity): 100 % of CPU and RAM consumption values are less than
10 %.

– lazy (with unusual activity): if a R resource (CPU or RAM) has consump-
tion peaks (>30 %) during less than 10 % of audit time and idle during the
remaining time.

– undersized : 100 % of CPU and RAM consumption values exceed 70 %.
– busy : Same as undersized except that the threshold is 90 %.
– oversized : 100 % of CPU and RAM consumption values are less than 30 %.
– ghost (off): if during previous and last analysed time slot, VM is off.

This noise resistance is importante because a machine always has an activity
(peaks of activities) even if it is not used. This noise can be due to an anti-
virus activity for example. So, we have decided to change above definitions in
order to remove some activity peaks. For each pre-determined behavior, we vary
the percentage of points following 4 thresholds: 100 %, 99.99 %, 99.9 % et 99 %.
Results for eight datacenters shown the importance of taking into account the
noise resistance in pre-determined behaviors.

Finally, we have developed a specific algorithm to identify atypical Virtual
Machines. A virtual machine has an atypical behaviour if its consumption profile
differs from others. We proposed in this paper a noise insensitive partitioning
algorithm and shown the effectiveness of it on eight representative datacenter
workloads by comparing our approach to K-MEANS partitioning algorithm. K-
means algorithm is sensitive to noise. It seeks to consolidate isolated points with
others, although these points are distant. Unlike it, our algorithm recursively
searches the best group (the group with the higher VM number) until all VM
belong to a group. So, for each datacenter profile, our algorithm has found 2 or
3 atypical VM.
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Abstract. Cloud is the computing paradigm which provides computing
resource as a service through network. The client can use computing resource in
a convenient and on-demand way, just like the water and the electricity we use
daily. The mapping between virtual machine and physical machine is the key of
the VM scheduling problem. Nowadays we advocate low-carbon life. It calls for
the green cloud computing solutions whether protecting the environment or
saving the cost of cloud suppliers. The proposed VM placement algorithm is
energy-efficient, and considers the multi-dimentional resource constrains, such
as CPU, memory, network bandwidth, and so on. The experimental results show
that the proposed algorithms not only contribute a lot to energy saving, but also
try best to meet the quality of service (QoS). Therefore, we make significant
savings in operating cost and make full use of various resources in the cloud
data center. The algorithm has promising prospect in application.

Keywords: Cloud resource scheduling � Energy-efficient � VM placement �
Cloud data center � VM live migration

1 Introduction

Cloud computing is a new business computing paradigm and service model which is
following after the parallel computing, distributed computing and the gird computing.
In terms of the computing resource providing, cloud computing is a computing para-
digm that provide the computing resource to the users as a service through the network.
The client can use computing resource in a convenient and on-demand way, just like
the water and the electricity we use daily. Cloud computing technology has become a
hot issue in recent studies. Many large IT companies such as IBM, Amazon, Google,
Microsoft and so on, all have made their own cloud computing system framework and
provide the cloud service.

Cloud computing resource services providing is divided into three levels from the
perspective of the specific application, that is Software as a service (SaaS), Platform as
a Service (PaaS) and Infrastructure as a Service (IaaS). The three levels focus on
different applications, but contain the same problem, namely resources, task scheduling
problem. This paper focuses on the infrastructure as a service (IaaS).
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Virtual machine scheduling problem is directly related to the stability, efficiency of
resource, users’ satisfaction and operating costs of cloud services. The data centers that
share resources in the granularity of VM not only have high resource utilization, but
also have better isolation of the application. In conclusion, the study of cloud com-
puting data center virtual machine scheduling problems is very important.

With the expending scale of the cloud data centers, energy consumption has
become an important part of the operating costs. For cloud providers, the full utilization
of resources, maximizing profit is the main goal of their pursuits. It is critical to allocate
quantitative resource efficiently according to the requirement of the application for the
cloud system performance. That is the mapping of virtual machines and physical
machines.

The contribution of this paper is a set of energy-efficient virtual machines place-
ment algorithms for cloud data center, taking the multi-dimensional resource con-
straints into account, such as CPU, memory, network bandwidth, and so on. Two basic
steps for virtual machine placement problem, the initial static allocation and dynamic
migration algorithms are proposed. The experimental results show that our proposed
algorithm can make full use of the resources of cloud data centers, while saving energy
as much as possible and meeting the quality requirements of service (QoS).

The rest of this paper is organized as follows, the Sect. 2 of the paper is the
discussion of the related study, and the analysis of relevant research work. The Sect. 3
describes the system model and the energy model used herein, laying the groundwork
for the latter proposed algorithms. The Sect. 4 describes two specific algorithms and
analyzes the relationship and the scheduling process between the two algorithms. In the
Sect. 5, we conducted simulation experiments to demonstrate and analyze our results.
And finally in Sect. 6, we summarize our research conclusions and discuss the future
research.

2 Related Work

Research on the virtual machine placement has been the key of cloud resource
scheduling, many scholars have carried out a lot of work, and put forward their own
solutions for this problem. Here, we selected a small part of the solution as repre-
sentatives, to make a brief summary and analysis.

Song et al. [4] proposed a virtual machines allocation mechanism based on
two-layer on-demand resource for data center. The proposed local and global resource
allocation algorithms with feedback optimize the allocation of resources. Li et al. [5]
presented multiple objective genetic algorithms with the application service level
objectives, to develop a framework for the virtual machine placement strategy.

In [6], they propose heuristic virtual machine placement algorithm. The loads on
the physical machine balance the objectives of maximizing the number of served
applications and minimizing the cost of migration. This work focuses on scalability, but
in the case that all of the virtual machines can be placed, and the minimization of power
and migration cost are the goals, there is no effect on the placement of virtual machines
on a physical server.
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Ardagna et al. [9] propose the VM placement solutions based on SLAs to maximize
the profits of the cloud computing system. The issues they raised consider only the soft
contract service level agreements.

The several solutions above are from the perspective of improving service, with
emphasis on meeting the quality of service (QoS). As for the virtual machine placement
algorithms, they use different strategies, basically focusing on the improving resource
utilization without violating SLAs. However, these programs do not consider the
energy consumption. Energy consumption has become an important part of operating
costs, thus energy-efficient virtual machine placement algorithm is a critical research.

Cardosa et al. [11] studied the energy-aware virtual machine allocation method in
virtualized enterprise computing environments, using a priori objective function. This
method can effectively reduce energy consumption, but not for cloud computing data
centers.

Verma et al. [12] studied the relevance between the CPU utilization and applica-
tion, they put forward power and migration costs aware application layout in the
virtualization system. The program only considers the CPU constraint, and the algo-
rithm is complex and runs slowly.

Buyya et al. [13] put forward an energy-aware consolidation technique to reduce
the total energy consumption of cloud computing systems. They describe a simple
heuristic algorithm to integrate cloud computing systems processing work, but the
algorithm can only be used for very small input.

Beloglazov et al. [8] investigate the principles of cloud computing architecture
based on energy efficiency, and propose energy-efficient resource allocation strategy
and scheduling algorithm. But they only consider one-dimensional limit, CPU
resources, without considering the optimization of the network topology, nor opti-
mizing the energy consumption of the refrigeration system and hot spots.

Li et al. [7] propose two algorithms respectively for the virtual machine placement
and dynamic management initialization. With respect to literature [8], they take mul-
tiple dimensions resource limitations into account, but the quality of the service
(QoS) has been neglected.

Katsaros et al. [10] have proposed the energy-aware virtual machine management
framework, unlike the literature [7, 8] which use projected energy consumption model
to estimate power consumption, they use a sensor device to measure the energy con-
sumption. They measure the energy consumption more accurately, but introduce the
additional hardware cost. So this solution is not practical.

3 The System Model

The resource cloud computing services provided is divided into three levels, namely
software as a service (SaaS), Platform as a Service (PaaS) and Infrastructure as a
Service (IaaS). This work focuses on infrastructure as a service (IaaS). In cloud
infrastructure as a service (Infrastructure as a Service, IaaS), the cloud infrastructure
providers allocate computing resources for Internet application. They sign and comply
with the service level contract (Service Level Agreement, SLA). Service level contract
contains one or more service level objectives. Service level objectives mean that
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Internet application providers ensure application performance to network users. Cloud
infrastructure providers should allocate appropriate resources to meet application ser-
vice level objectives, improve resource utilization and reduce unnecessary overhead.

3.1 The IAAS System Model

In the cloud computing data center, infrastructure as a service (IaaS) model of the
system is shown in Fig. 1. Users submit applications through their terminals, cloud
service suppliers provide the required computing resources to users in the unit of virtual
machine. Users rent these resources and pay the provider according to the amount of
occupied resources and the length of occupied time. IAAS package the hardware
equipment and other basic resources as a service to users. In IAAS environment, users
can do almost anything they want to do, but they must consider how to make multiple
machines work together. The biggest advantage of IAAS is that it allows users to
dynamically apply or release nodes, bill according to usage. The number of running
server in IAAS reaches as much as hundreds of thousands, so that the resources users
can apply for is almost unlimited. Meanwhile IAAS is shared by the public, which has
a higher efficiency of resource usage.

3.2 System Model

The system model we use in the paper is shown in Fig. 2. The scheduling of virtual
machine in the cloud data center is divided into two levels, the first one is the assignment
of the virtual machine, we need to convert the users’ demands into the resources
demands, then allocate the computing resources to the applications. The second part is

Fig. 1. The IAAS system model
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the placement of virtual machines, that is, we place the virtual machines onto the
physical machines, to complete the mapping of VMs and PMs.

Clearly, the focus of our study is the second layer. We put the virtual machines to
physical machines through resource dispatch center. It mainly consists of two steps, the
initial placement of virtual machines and live migration of virtual machines. Our
algorithm is for these two steps, the energy efficiency is an important goal of this
article. We save the energy through turning more physical machines to be idle (or
letting idle physical machine into hibernation). User submits application requests, we
complete the mapping between virtual machines and physical machines according to
the virtual machine that the application request for.

Fig. 2. The system model
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3.3 Energy Model

There are many factors that affect energy consumption. Generally, the main cost of
each node is decided by CPU, memory, hard disk capacity and network bandwidth. In
these resources, CPU utilization has a top priority. CPU consumes a major portion of
the energy. We assume that the physical machine of the cloud data center has three
modes: idle mode, active mode and sleep mode. Numerous documents show that the
average energy consumption of idle physical machine is 70 % of that running at full
speed. Thus, in order to reduce the overall energy consumption, we need to convert the
idle physical machine into sleep mode. The CPU utilization has a classical linear
relationship with the workload of the entire system. That is to say, the CPU utilization
is on behalf of energy efficiency to some extent. Based on this fact, we use the same
energy model in the Ref. [8], as defined in Eq. (1) in the following.

PðuÞ ¼ k � Pmax þð1� kÞ � Pmax � u ð1Þ

Pmax represents the maximum power of the server with the peak workload, k
denotes the proportion of the power the idle server consumed, then 1−k represents the
consumption proportion server with workload, and u is the CPU utilization.

E ¼
Zt1

t0

PðuðtÞÞdt ð2Þ

The CPU utilization may change over time and load. Thus, the CPU utilization is a
function of time, so we use u (t) to represent. Therefore, the total energy E of a physical
node can be defined as a integral of the energy consumption function over a period of
time, as shown in Eq. (2).

4 The Scheduling Algorithm

With the development of virtual technology, the key of the resource scheduling for
cloud data center is the scheduling of virtual machines. We allocate computing
resources reasonably depending on the application performance requirements. At the
same time, we can integrate the virtual machine onto fewer physical machines. So we
can switch the idle physical machine into hibernation, which can greatly reduce energy
consumption. The VM placement mainly consists of two steps, the first one is the initial
placement of virtual machines, to determine which physical machines the virtual
machines were arranged on. The second is the live migration of virtual machines to
reduce the number of active physical machines. The process includes when to migrate
VMs, which virtual machines to migrate, and which physical machines to migrate.

Arranging the virtual machines to the appropriate physical machines is a funda-
mental step. The key is how to choose the appropriate physical machines. Our proposed
algorithm is based on energy efficiency, and thus the energy consumption is one of our
selection criteria. However, in addition to energy reduction, we also hope that our
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algorithm can meet the multi-objective optimization. Thus, we also consider the
multi-dimensional resource constraints, while we introduce the balanced utilization as
one of the selection criteria. Before presenting our algorithms, we need to define some
of the parameters we used, as shown in Table 1.

The overall average utilization of the physical machine i is defined as follows, as
shown in formula (3), taking the average utilization of CPU, memory, network
bandwidth.

IRu
i ¼

CPUu
i þMEMu

i þNETu
i

3
ð3Þ

The definition of unbalanced multi-dimension utilization of the physical machine i,
we refer to Ref. [7], as the following Eq. (4) shown

IUVi ¼ ðCPUu
i � IRu

i Þ2 þðMEMu
i � IRu

i Þ2 þðNETu
i � IRu

i Þ2
3

ð4Þ

The roughly steps we mentioned in the virtual machine placement selection algo-
rithm are: (1) Select physical machines which can be set, i.e. CPU, memory and
network bandwidth can meet the physical requirements of the virtual machine; (2) se-
lect the most appropriate physical machines can be set in accordance with the energy
and standard balanced utilization. Therefore, the selection criteria is very important, we
choose two factors here, the balanced utilization and the energy consumption to define
the selection criteria, as shown in the Eq. (5).

SMi ¼ w1 � IUVi þw2 � PiðuÞ ð5Þ

Table 1. Parameter description

Parameters Meaning

rci Computing capacity of a physical sever i
rmi Memory capacity of a physical sever i
rni Network capacity of a physical sever i
rciR The remaining computing capacity of a physical sever i
rmiR The remaining memory capacity of a physical sever i
rniR The remaining network capacity of a physical sever i
rc Computing capacity of the VM which is going to be placed
rm Memory capacity of the VM which is going to be placed
rn Network capacity of the VM which is going to be placed
CPUu

i Average CPU utilization of a physical sever i
MEMu

i Average CPU utilization of a physical sever i
NETu

i Average CPU utilization of a physical sever i
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In Eq. (5), w1;w2 represent the power imbalance rate and energy consumption
values, the values must meet w1 þw2 ¼ 1. For example, we set that w1;w2 equal to 0.5,
representing the same weight of the unbalanced utilization and energy consumption.

The specific algorithm is shown in the following Table 2:

The EVMP algorithm is only the first part of the VM placement. Then we need to
do the optimization of the current VM allocation. We should decide the VMs which to
migrate and where to migrate them. To determine which VMs should be migrated, we
need to introduce the node utilization threshold.

We set two thresholds, the upper and lower utilization thresholds for the servers. If
the resource utilization of the server is higher than the upper thresholds, some VMs
should be migrated from the server to reduce the utilization. Due to the fact that the
migration of VM cost time and need additional resource to store the data, we should
migrate the VMs as few as possible. If the utilization falls below the lower thresholds, all
of the VMs on the server should be migrated. After all of the VMs migrated to other
PMs, the server should be switched to the sleep mode to reduce the power consumption.

We propose a energy-efficient minimization migration algorithm for the opti-
mization of the current VM allocation. The specific algorithm is shown in Table 3.

Table 2. Energy-efficient virtual machine placement (EVMP)

Algorithm 1  energy-efficient virtual machine placement(EVMP)
Input: a new VM, a list of servers S-list in the cloud data center
Output: a VM-PM match
SM=max
for each server in the S-list 
if the server i has enough resource for the VM then

calculate the selection criteria value of the server i in Eq(5)

if( iSM
<SM) then 

SM= iSM

Assign the VM to the server i

Table 3. Energy-efficient minimization migration algorithm (EMMA)

Algorithm 2   energy-efficient minimization migration algorithm (EMMA)

Input: a list of servers S-list in the cloud data center, the upper and lower thresholds vector
Output: a VM migration list
for each server in the S-list 
if the utilization of server i exceeds the upper thresholds then

migrate the minimum number of VMs
if the utilization of server i falls behind the lower thresholds then 

for each VM in the server i
migrate the VM through EVMP

turn the server to sleep mode
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5 Simulation Result

In this section, we perform simulated experiments to evaluate our proposed algorithms
described in last section. In our experiments, we use some metrics to evaluate the
performance. The first metric is the total power consumption of the data center. The
second metric is the imbalance utilization value of the resources in the cloud data
center. For that the different types of applications require different resources, which
inevitable results grate differences in the utilization of resources as the time went. The
third metric is the SLA violation percentage, which is defined as the percentage of SLA
violation events relatively to the total number of the processed time frames. The metric
is directly related to the quality requirements of service (QoS). We assume that the
cloud provider pays for the penalty in the case of SLA violation.

We have simulated a data center consisting of 200 heterogeneous physical
machines. These PMs has three types, as shown in Table 4.

In our simulated experiments, there are four different types of VMs. The parameters
of the VMs are described in Table 5.

In this paper, we conduct our experiments by comparing to the algorithms in [7, 8].
They are called E&E and M&M. The simulation results are presented in Fig. 3.

Figure 3a shows the relationship between the energy consumption and the IUV of
resources. It shows that the energy consumption increases with the imbalance utilization
value of the cloud data center. This is due to that the higher the imbalance utilization
value of the cloud data center is, the more PMswill be operate to support the applications.

Figure 3b shows the relationship between the energy consumption and the IR of
resources. We can see that an increase of the integrated resource utilization leads to a
decrease of energy consumption. Therefore it is necessary to improve the integrated
resource utilization.

In Fig. 4, we compare the power consumption of different algorithms. The results
show that theM&Mpolicy in [8] consume theminimum energy in the case of fewerVMs,

Table 4. Types of heterogeneous physical machines

Types CPU/MIPS Memory Network/(Mbit �s−1)
1 1000 8 50
2 2000 16 100
3 3000 24 150

Table 5. Types of virtual machines

Types CPU/MIPS Memory Network/(Mbit �s−1)
1 100 1 10
2 200 1 20
3 300 2 10
4 400 4 40
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our proposed algorithms, EVMP & EMMA save power in the case of bigger workload.
This is because in [8], the power consumption is the only criteria to place the VMs.

Figure 5 shows the unbalance utilization value of the different policies. The results
show that the E&E policy in [7] has the lowest unbalanced utilization value. This is due
to that the unbalanced utilization value is the only criteria to place the VMs.

a

b

Fig. 3. (a) Relationship between the energy consumption and the IUV of resources.
(b) Relationship between the energy consumption and the IR of resources

Fig. 4. The power consumption in the data center
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In this paper, we consider multi-objectives, so we make a trade-off among the
objectives. The experiments show that, our proposed algorithms have good perfor-
mance in both the reduction of power consumption and the balance utilization of
different resources. We compare the SLA violation of the different policies, the results
are shown in Fig. 6. From the presented results we can conclude that our policies have
the lowest SLA violation.

The simulation results show that the two algorithms EVMP & EMMA have good
performance in the three metrics, that is the total power consumption, the imbalance
utilization value of the resources and the SLA violation percentage in the cloud data
center.

6 Conclusion

In this paper, we propose VM placement algorithms, which are energy-efficient, and
consider the multi-dimentional resource constrains, such as CPU, memory, network
bandwidth, and so on. The experimental results show that the proposed algorithms not

Fig. 5. The imbalance utilization value of the resources in the cloud data center

Fig. 6. The SLA violation in the cloud data center
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only contribute a lot to energy saving, but also try best to meet the quality of service
(QoS). Therefore, we make significant savings in operating cost and make full use of
various resources in the cloud data center. The algorithms have promising prospects in
application.

However our proposed algorithms did not consider other part of the energy con-
sumption, such as the cooling power consumption. The energy model in the paper does
not capture the energy consumption accurately. Besides, we neglect the cost of
migration, which may lead the additional pay to the consumers.

In the future research, we will make our best to overcome the shortcomings of the
algorithms. We will improve the energy model to achieve higher accuracy in the
measurement of the power consumption. Furthermore, we will conduct our experi-
ments on the real cloud platform, and leverage our own technologies.

Acknowledgment. This work was supported in part by the Fujian province Education Scientific
Research Project of Young and middle-aged teachers under Grant JA13356.
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Abstract. With the rise of Big Data, the challenge for modern multidimen-
sional data analysis and visualization is how it grows very quickly in size and
complexity. In this paper, we first present a classification method called the 5Ws
Dimensions which classifies multidimensional data into the 5Ws definitions. The
5Ws Dimensions can be applied to multiple datasets such as text datasets, audio
datasets and video datasets. Second, we establish a Pair-Density model to
analyze the data patterns to compare the multidimensional data on the 5Ws
patterns. Third, we created two additional parallel axes by using pair-density for
visualization. The attributes has been shrunk to reduce data over-crowding in
pair-density parallel coordinates. This has achieved more than 80 % clutter
reduction without the loss of information. The experiment shows that our model
can be efficiently used for Big Data analysis and visualization.

Keywords: Multidimensional data � Big Data � 5Ws dimension � Parallel
coordinate � Pair-density � Shrunk attribute � Big Data visualization

1 Introduction

Big Data is considered to be structured or unstructured data that contains texts, images,
audios, videos and other forms of data collected from multiple datasets, which grows
rapidly in size and complexity. Big Data comes from everywhere in our life, and so is
too big, too complex and moves too fast for us to analyze using traditional methods. For
example, posting statuses or pictures on Facebook; uploading and watching videos on
YouTube; sending and receiving messages through smart phones; broadcasting viruses
over the Internet – all those activities collected by different datasets count as Big Data.

Based on Gartner’s 3Vs definition [1], Big Data has three main characteristics:
Volume, Velocity and Variety. The volume represents how datasets are extremely large
and easily reach terabytes of information. The velocity describes how fast datasets are
being produced. The variety illustrates the complexity of the datasets, including both
structure and unstructured data which contains thousands of different attributes in
multiple dimensions. Our approach establishes the analytic model for large scale
multidimensional data.

Multidimensional data normally contains a large amount of noise data in different
dimensions. Most current approaches try using different techniques to detach those
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noise data, including data reduction, data integration and data clustering [5, 7]. Data
reduction shrinks the data size to separate the noise data; data integration merges
multiple data dimensions into coherent data attributes; and data clustering classifies the
data into different groups which eliminates the noise data.

Data clustering plays a main role in multidimensional data analysis, which classifies
the data dimensions into different groups, such as social media data clustering [8],
airline flight data clustering [9], and petrol data clustering [10]. The cluster methods
vary depending on the data structure, such as k-means cluster method [11], hierarchical
cluster method [12] and density cluster method [13].

In this paper, we have further developed our previous works [6, 20] to classify the
multidimensional data into the 5Ws dimensions based on their data behaviours, and
then introduce 5Ws patterns crossing multiple datasets. Second, we establish
pair-density patterns for analyzing the multidimensional data; four pair-density patterns
are introduced to measure the different topics and patterns. Third, we created two
additional parallel axes by using pair-density patterns in parallel coordinate
visualization.

The paper is organized as follows; Sect. 2 illustrates the 5Ws dimensions and its
patterns. Section 3 demonstrates the Pair-Density model. Section 4 shows the results of
implementation. Section 5 describes related works, and Sect. 6 summarises our
achievements and future works.

2 5Ws Dimensions

Multidimensional data contains texts, images, audios, videos and other forms of data,
which occur every day in our lives. These include Facebook images, Twitter com-
ments, YouTube videos or email contents. These multidimensional datasets grow very
fast in size and complexity, which makes them hard to analyze using traditional
database tools. Here, we analyze these data attributes and classify its behaviours into
the 5Ws dimensions.

2.1 Multidimensional Data and Attributes

Assume that the first data incident, known as a data node, contains attributes

d11; d12; d13; d1j; . . .; d1m
� �

;

where j indicates the jth dimension, an attribute d1j illustrates the 1st data incident of
the jth dimension. Therefore, the whole dataset can be illustrated as in (1) where
j ¼ 1; 2; 3; . . .m indicates the number of dimensions and i ¼ 1; 2; 3; . . .n indicates the
number of incidents. The total number of attributes n� m in the dataset can reach
millions, even billions, in size.
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D ¼

d11 d12 d13 � � � d1j � � � d1m
d21 d22 d23 � � � d2j � � � d2m
d31 d32 d33 � � � d3j � � � d3m
..
. ..

. ..
. ..

. ..
.

di1 di2 di3 � � � dij � � � dim
..
. ..

. ..
. ..

. ..
.

dn1 dn2 dn3 � � � dnj � � � dnm

8>>>>>>>>>><
>>>>>>>>>>:

9>>>>>>>>>>=
>>>>>>>>>>;

ð1Þ

For example, during the 2014 FIFA World Cup Final between Germany and
Argentina, there were 280 million Facebook interactions including posts, comments
and likes across 88 million Facebook users [2]. Assume those interactions contained 5
dimensions, the total attributes in the entire dataset was 280� 5 ¼ 1:4 billion.

2.2 5Ws Behaviour Pattern

We classify the multidimensional data into the 5Ws dimensions based on its beha-
viours. The 5Ws dimensions are defined in this paper as; When the data occurred,
Where the data came from, What the data contained, How the data was transferred,
Why the data occurred, and Who received the data. Therefore, the dataset D can be
demonstrated through the 5Ws pattern as

When;Where;What;How;Why;Who

D ¼

d1T d1P d1X d1Y d1Z d1Q
d2T d2P d2X d2Y d2Z d2Q
d3T d3P d3X d3Y d3Z d3Q

..

. ..
. ..

. ..
. ..

. ..
.

diT diP diX diY diZ diQ

..

. ..
. ..

. ..
. ..

. ..
.

dnT dnP dnX dnY dnZ dnQ

8>>>>>>>>>>>>><
>>>>>>>>>>>>>:

9>>>>>>>>>>>>>=
>>>>>>>>>>>>>;

ð2Þ

where T = {t1, t2, t3,…,} represents when the data occurred, P = {p1, p2, p3,…,}
represents where the data came from, X = {x1, x2, x3,…,} represents what the data
contained, Y = {y1, y2, y3,…,} represents how the data was transferred, Z = {z1, z2, z3,
…,} represents why the data occurred and Q = {q1, q2, q3,…,} represents who received
the data. A data incident di can be illustrated as a node using the 5Ws pattern as di{t, p,
x, y, z, q}. The dataset D therefore can be defined as

D ¼ d1; d2; d3; . . .; dnf g ð3Þ

We use a parallel axis to illustrate a dimension in the 5Ws behaviours pattern, in
order to create the 5Ws parallel coordinates for visualization. Parallel coordinates are a
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popular information visualization tool for high-dimensional data introduced by Alfred
Inselberg and Bernard Dimsdale [4]. Each parallel axis represents a dimensional data
and polylines are drawn between independent axes at appropriate values. The data
examined using the axes shows the data frequencies and the data relationships.

Figure 1 shows an example using the 2014 FIFA World Cup Final between
Germany and Argentina. Overall, Twitter users sent 618,725 messages per minute at
the moment of Germany’s victory [2]. Let us assume that the particular dataset contains
the team names x1 = “Argentina Team” and x2 = “Germany Team”, which were posted
through iPhone, and that countries which received the data were q1 = “Beijing”,
q2 = “London”, q3 = “New York” and q4 = “Sydney”. These particular data incidents
can be illustrated in the 5Ws parallel coordinates.

2.3 Dimension Clustering

The 5Ws dimensions can also be explored by clustering if necessary. For example, we
want to explore the locations for who received the data by the countries and by the
cities, Fig. 1 has, then be changed as Fig. 2 which shows clustering relationship
between Q1 and Q2.

2.4 Shrunk Attributes

Each dimension contains hundreds, even thousands, of attributes, which can lead to the
overcrowding of polylines in the pair-density parallel coordinates. To reduce this
polyline cluttering, we create Shrunk Attributes (SA) to collect the attributes that are
not displayed in each parallel axis, Fig. 3 shown the example given.

Fig. 1. Example of 5Ws parallel axes
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In Fig. 3, P_SA collects the attributes that are not displayed in the P axis, X_SA for
X axis, Y_SA for Y axis, Z_SA for Z axis and Q_SA for Q axis.

Figures 1, 2 and 3 have all clearly illustrated the 5Ws behaviours patterns, but it has
also raised an important issue: how do we compare between these patterns on What the
data contained, How the data was transferred and Why the data occurred? To solve this
issue, we established pair density to measure the 5Ws behaviours pattern.

3 Pair-Density Model

In this section, four Pair-Densities have been established, which are Sending Density
via Receiving Density; Sending Density via Purpose Density; Sending Density via
Transferring Density and Sending Density via Content Density. We will use Sending
Density via Receiving Density to demonstrate the pair-density model.

Fig. 2. Example of clustered 5Ws parallel axes

Fig. 3. Example of 5Ws parallel axes with SA
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3.1 Sending Density via Receiving Density

Based on (2) and (3), the sending pattern, which measures where the data came from
for a particular attribute d{t, p, x, y, z}, is defined as a subset of D(t, p, x, y, z)

D t; p; x; y; zð Þ ¼

dt dp dx dy dz d1Q
dt dp dx dy dz d2Q
dt dp dx dy dz d3Q

..

. ..
. ..

. ..
. ..

. ..
.

dt dp dx dy dz diQ

..

. ..
. ..

. ..
. ..

. ..
.

dt dp dx dy dz dmQ

8>>>>>>>>>>>>><
>>>>>>>>>>>>>:

9>>>>>>>>>>>>>=
>>>>>>>>>>>>>;

¼ d 2 D j d t; p; x; y; z;Qð Þf g

ð4Þ

Q = {q1, q2, q3,… qm} represents who received the particular attribute d{t, p, x, y, z}.
The subset D(t, p, x, y, z) collects all data that has the same attribute, regardless of who
received it. For example, Fig. 2 shows two sending patterns, {x = “Argentina Team”}
and {x = “Germany Team”}, regardless of which country or city receiving them.

The Sending Density (SD) measures the sender’s pattern during data transferal.
Based on (3) and (4) for particular attributes {t, p, x, y, z}, the Sending Density is
defined as SD(t, p, x, y, z).

SDðt; p; x; y; zÞ ¼ jD t; p; x; y; zð Þj
jDj � 100% ð5Þ

The receiving pattern measures who received the data for particular attribute d{t, x,
y, z, q}, which is defined as a subset of D(t, x, y, z, q)

D t; x; y; z; qð Þ ¼

dt d1P dx dy dz dq
dt d2P dx dy dz dq
dt d3P dx dy dz dq

..

. ..
. ..

. ..
. ..

. ..
.

dt diP dx dy dz dq

..

. ..
. ..

. ..
. ..

. ..
.

dt dmP dx dy dz dq

8>>>>>>>>>>>>><
>>>>>>>>>>>>>:

9>>>>>>>>>>>>>=
>>>>>>>>>>>>>;

¼ d 2 D j d t;P; x; y; z; qð Þf g

ð6Þ

P = {p1, p2, p3,… pm} represents where the particular attribute d{t, x, y, z, q} came
from. The subset D(t, x, y, z, q) collects all data that has the same attribute no matter
where the data came from. For example, Fig. 2 shows eight receiving patterns;
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{x = “Argentina Team”, q = “Australia”}, {x = “Germany Team”, q = “Australia”},
{x = “Argentina Team”, q = “China”}, {x = “Germany Team”, q = “China”},
{x = “Argentina Team”, q = “UK”}, {x = “Germany Team”, q = “UK”},
{x = “Argentina Team”, q = “USA”}, {x = “Germany Team”, q = “USA”}.

The Receiving Density (RD) measures the receiver’s pattern during data transferal.
Based on (3) and (4) for particular attributes {t, x, y, z. q}, the Receiving Density is
defined as RD(t, x, y, z, q)

RDðt; x; y; z; qÞ ¼
jD t; x; y; z; qð Þj

jDj � 100% ð7Þ

The dataset D which illustrates the incidents summary represents the volume and
velocity of Big Data. The 5Ws density SD(t, p, x, y, z) and RD(t, x, y, z, q) demonstrates the
variety of Big Data utilising the patterns for sending and receiving.

3.2 Noise Data

The noise data is defined in this paper as the unknown or undefined attribute in the 5Ws
density algorithm methods. We define the unknown attributes in P dimension as u_p; in
X dimension as u_x; in Y dimension as u_y; in Z dimension as u_z; and in Q dimension
as u_q. A subset for any unknown attribute is defined as

DðuÞ ¼ f d 2 D j d t; p; x; y; z; qð Þ; p ¼ u p _ x ¼ u x _ y ¼ u y _ z ¼ u z _ q ¼ u q g
ð8Þ

If the subset D(u) collects all the unknown attributes in the 5Ws pattern, then this
improves the accuracy for the density algorithms. The SD(t, p, x, y, z) and RD(t, x, y, z, q)

should then be re-defined as

SDðt; p; x; y; zÞ ¼ jD t; p; x; y; zð Þj
Dj j � jD uð Þj � 100% ð9Þ

RDðt; x; y; z; qÞ ¼ jD t; x; y; z; qð Þj
Dj j � jD uð Þj � 100% ð10Þ

SD(t, p, x, y, z) and RD(t, x, y, z, q) now represents the sender’s and receiver’s known
patterns, which significantly improves the accuracy for Big Data analysis because both
densities have avoided noise data.

3.3 Pair-Density Parallel Axes

Here, we create two additional axes by using SD() and RD(). The value of each axis is
arranged by alphabetical order, which ranges from 0 to 9, A to Z and a to z.
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Five Shrunk Attributes, SAs, p_sa, x_sa, y_sa, z_sa and q_sa, collect the attributes
that are not illustrated in each axis. The Sending Density and Receiving Density for SA
are defined as

SDðSAÞ ¼ jD t; p sa; x sa; y sa; z sað Þj
Dj j � jD uð Þj � 100% ð11Þ

RDðSAÞ ¼ jD t; x sa; y sa; z sa; q sað Þj
Dj j � jD uð Þj � 100% ð12Þ

We will use Facebook interactions during the 2014 FIFA World Cup Final between
Germany and Argentina [2], as our example to show the pair-density parallel coordi-
nates. Let us assume that SD(“Facebook”, “Germany Team”, “iPad”, “Like”) = 40 %,
SD(“Facebook”, “Argentina Team”, “iPad”, “Like”) = 35 %, RD(“Germany Team”, “iPad”, “Like”,

“Germany”) = 20 %, RD(“Argentina Team”, “iPad”, “Like”, “Argentina”) = 18 %,
SD(Others) = 25 % and RD(Others) = 62 %. The pair-density parallel coordinate is shown
in Fig. 4.

In Fig. 4, “Others” represents the SA that collect the other attributes for
p ≠ “Facebook”, x ≠ “Argentina Team” or “Germany Team”, y ≠ “iPad”,
z ≠ “Like”, q ≠ “Argentina” or “Germany”.

In Fig. 4, 40 % of Facebook senders supported the “Germany Team” compared to
35 % of senders who supported the “Argentina Team”. 20 % of Facebook receivers are
located in “Germany” compared to 18 % of receivers in “Argentina”. 62 % of data
goes to “others” countries and 25 % of data came from sources other than
“Facebook”.

The axes SD() and RD(), which were closest to axes P and Q, have demonstrated
senders and receivers patterns which significantly improves measurement for multi-
dimensional data. The pair-density parallel axes, combined with the alphabetical axes
and numerical axes, provide the most analytical method for Big Data analysis and

Fig. 4. Example of SD-RD parallel coordinates with SA
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visualization. It also explores the particular data patterns that enable multidimensional
data analysis and visualization to be very efficient since it can contract or expand as
required.

3.4 Clustering in Pair-Density Parallel Axes

The clustering axis in pair-density parallel coordinates can be assigned as several data
types or topics. It will lead the values of SD() and RD() to change because a dimension
in the 5Ws subset has been added. For example, after adding dimension P1 as the
clustered axis which contains attributes P1{text, image, video, etc.}, the subset has been
changed to {T, P, P1, X, Y, Z, Q}. The value of SD() and RD() changes as well as a
result. The clustered pair-density parallel coordinate is shown in Fig. 5.

3.5 Other Pair-Densities

Sending Density via Purpose Density. Based on (9) and (10), Sending Density (SD)
and Purpose Density (PD), which measures where the data came from and why the data
occurred, are defined as

SDðt; p; x; y; qÞ ¼ jD t; p; x; y; qð Þj
Dj j � jD uð Þj � 100% ð13Þ

PDðt; x; y; z; qÞ ¼ jD t; x; y; z; qð Þj
Dj j � jD uð Þj � 100% ð14Þ

Fig. 5. Example of clustering in SD-RD parallel coordinates where P1 is clustered axis P.
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SD() measures where the data came from for particular attribute {t, p, x, y, q} regardless
of why the data occurred. PD() measures why the data occurred for particular attribute
{t, x, y, z, q} regardless of where the data came from.

Sending Density via Transferring Density. Sending Density (SD) and Transferring
Density (TD), which measures where the data came from and how the data was
transferred, are defined as

SDðt; p; x; z; qÞ ¼ jD t; p; x; z; qð Þj
Dj j � jD uð Þj � 100% ð15Þ

TDðt; x; y; z; qÞ ¼ jD t; x; y; z; qð Þj
Dj j � jD uð Þj � 100% ð16Þ

SD() measures where the data came from for particular attribute {t, p, x, z, q}
regardless of how the data was transferred. TD() measures how the data was transferred
for particular attribute {t, x, y, z, q} regardless of where the data came from.

Sending Density via Content Density. Sending Density (SD) and Content Density
(CD), which measures where the data came from and what the data contained, are
defined as

SDðt; p; y; z; qÞ ¼ jD t; p; y; z; qð Þj
Dj j � jD uð Þj � 100% ð17Þ

CDðt; x; y; z; qÞ ¼
jD t; x; y; z; qð Þj
Dj j � jD uð Þj � 100% ð18Þ

SD() measures where the data came from for particular attribute {t, p, y, z, q}
regardless of what the data contained. CD() measures what the data contained for
particular attribute {t, x, y, z, q} regardless of where the data came from.

4 Implementation

We have tested our pair-density model by using six sample datasets from ISCX2012
network dataset [3], an example of Big Data with 20 data dimensions which contains
906,782 data incidents. The summary of these six sample datasets are shown in
Table 1. Unknown traffics in those six datasets are traded as unknown nodes which are
calculated and illustrated in the graph. We designed two stages to test our model for
implementation. The first stage shows how 5Ws dimension works across 6 datasets.
The second stage shows how the pair-density works with SA.
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4.1 5Ws Parallel Coordinate

The first test stage is shown in Fig. 6. The dimension P axis represents the source IPs
which represented where the data came from. There were 1,948 attributes in the P axis.
P = “0.0.0.0” indicates that the source address was invalid.

The dimension X axis represents the data content, including “Normal” traffics,
“Attack” traffics and “Unknown” traffics. The dimension Y axis represents the appli-
cations which describe how the data was transferred. There were 105 attributes in the
Y axis. The dimension Z axis represents the protocol which illustrates why the data
occurred. There were 6 attributes in the Z axis. The dimension Q axis represents the
destination IPs which denotes who received the data. There were 24,374 attributes in
the Q axis and Q = “0.0.0.0” means that the destination address was invalid. In total,
64,393 5Ws patterns are displayed in the graph from 906,782 data incidents. A lot of
overlapping polylines and over-crowded attributes are shown in the P and Q axes as in
Fig. 6.

Table 1. Six sample datasets from ISCX2012

Dataset Jun12 Jun13 Jun14 Jun15a Jun15b Jun15c

Network traffic node 133,193 275,528 171,380 101,482 94,911 130,288
Unknown TCP traffic 2 13,568 1,077 11,149 2 3
Unknown UDP traffic 254 414 6,172 36,149 20 36
Attacks 0 20,358 3,771 0 0 37,375
Source Ips 44 44 448 1,611 33 36
Destination Ips 2,610 2,645 7,959 15,067 2,164 1,656
Application names 21 85 95 69 19 19

Fig. 6. 5Ws parallel coordinates without the pair-density algorithm where P axis contains 1,948
attributes, Y axis contains 105 attributes, and Q axis contains 24,372 attributes
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4.2 The SD() via RD() Parallel Coordinate with SA

SA has been implemented on two axes; P axis and Q axis in order to reduce the
attributes over-crowding in Fig. 7. We define SA for each subnet as “00x.xxx.xxx.xxx”,
“0xx.xxx.xxx.xxx”, “1xx.xxx.xxx.xxx”, and “2xx.xxx.xxx.xxx” for where SD(p) < 1.0 %
or RD(q) < 1.0 %. In another word, p or q = “1xx.xxx.xxx.xxx” including all IPs in the
range of {100–255. 1–255. 1–255. 1–255} while SD(p) < 1.0 % or RD(q) < 1.0 %. For
example, in P axis, if two attributes SD(p = 111.111.111.111) < 1.0 % and
SD(p = 123.123.123.123) < 1.0 %, those two attributes will be shrunk into one attribute in
the parallel coordinate as SD(p = 1xx.xxx.xxx.xxx) < 1.0 %.

In Fig. 7 after implementing SA, axis P contained 51 items, down from 1,948
attributes and axis Q had 24,372 attributes shrunk down to 200. The cluttering poly-
lines and over-crowded attributes have been significantly reduced from 64,393 to
8,030. Cluttering has therefore been reduced by over 85 % without the loss of any
information, which is a significant achievement. The attributes in each axis are rep-
resented as different topics such as “Attack” in X axis, or “tcp_ip” in Z axis. The data
types can be extracted, such as “http” in Y axis. This provides comparisons between
the different topics and types vital for business, government and organizational needs.

4.3 The SD() via PD() Parallel Coordinate with SA

SA has been applied on three axes; P axis, Y axis and Q axis, in SD() via PD() parallel
coordinate shown in Fig. 8. Axis P contains 29 attributes shrunk from 1948. Axis Q has
been reduced to 52 attributes from 24,374. To analysis “Attack” patterns, SA has been
assigned as “Other-Apps” for attribute not containing “Attack”. The attributes in
Y axis shrunk to 81 from 105.

Fig. 7. SD() via RD() parallel coordinates with SA on P and Q axis where P axis remains 51
attributes and Q axis remains 200
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In Fig. 8, the pattern “Attack” has been clearly illustrated between the X and Y axis.
“Normal” attribute in X axis points to “Other-Apps” on Y axis as a result of using SA
on the Y dimension. The cluttering polylines and over-crowded attributes have been
significantly reduced from 64,393 to 3,404 after implementing SA.

4.4 Reduction of Polylines Cluttering

We have measured the polylines from the original 20 dimensions to our 5Ws
dimensions in the parallel coordinates, and found out that the 5Ws parallel coordinates
has significantly reduced the cluttered polylines and over-crowded attributes by more
than 78 % shown in Fig. 9. This is a significant boost in the analysis of Big Data as it
provides ease of access and clarity to our analysis.

Fig. 8. SD() via PD() parallel coordinates with SA on P, Y and Q axis where P axis remains 29
attributes, Y axis has 81 attributes, and Q axis remains 52 attributes
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Figure 10 shows the reduction of different SA between datasets. It has not only
reduced polylines over-crowding in graphs, but also significantly reduced the data
processing time for Big Data analysis and visualization – another major advantage of
our model.

5 Related Works

The multidimensional data analysis requires tools to explore the relationship between
these dimensions. One powerful visual tool that explores multidimensional data is the
parallel coordinate which is widely used for multidimensional data visualization.
However, it has a problem while deals with large scale multidimensional data: the
polylines clutter and over-crowd each other.

Xiaoru Yuan et al. [14] scattered points in parallel coordinates to combine the
parallel coordinates and scatterplot scaling, which reduced data over-crowding.
Matej Novotny and Helwig Hauser [15] grouped the data context into outliers, trends
and focus, and set up three clustered parallel coordinates to reduce the data cluttering
issues. Yi Chen et al. [23] used the parallel coordinates and enhanced ring (PCER) to
explore the statistical results for students’ scores to reveal any trend. Geoffrey Ellis and
Alan Dix [16] developed three methods: raster algorithm, random algorithm and lines
algorithm for measuring occlusion in parallel coordinates plots to provide tractable
measurement of the clutter.

Most approaches for multidimensional data analysis and visualization are practiced
on a single dataset such as text dataset, audio dataset, and image dataset. Xiaotong Liu
et al. [17] developed a visual search engine based on CompactMap to stream the text
data for visual analytics. Seunggwoo Jeon et al. [18] transformed unstructured email
texts into a graph database and visualized them. Richard K. Lomotey and Ralph Deters
[19] extracted the topics and terms from unstructured data by using the TouchR2 tool
they created.
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Researchers have tried to reduce multidimensional data in their visual approaches.
Zhenwen Wang et al. [21] introduced ADraw for grouping the same attribute value
nodes. Then they created virtual nodes to group the same attribute value nodes toge-
ther. The different groups are separated by different colours in the visualization.
Zhangye Wang et al. [8] clustered large-scale social data into users groups by using the
information of user tag and user behaviour. The K-means algorithm has been deployed
in their approach. Daniel Cheng et al. [22] proposed the Tile-Based Visual Analytics
(TBVA) to explore one billion pieces of Twitter data. TBVA created tiled heat maps
and tiled density strips for Big Data visualization. Quan Li et al. [24] proposed Pat-
ternTrack to detect visual patterns for multidimensional data, and mapped all dimen-
sion axes in concentric circles to integrate three level concentric groups: data values,
patterns and gradient circles.

To the best of our knowledge, no previous work has used the 5Ws dimensions to
classify the multidimensional data behaviours, nor has any work created two additional
axes by using the pair-density in the parallel coordinate visualization. Common visu-
alization methods trade each data as a node in visual graphics, and then find visual
patterns to analyze the data. We have classified the data dimension first to obtain the
5Ws patterns, and then visualized those data patterns. Our method has significantly
reduced the data processing time and the data cluttering for Big Data analysis and
visualization.

6 Conclusions and Future Works

Pair-density model, a novel approach for multidimensional data analysis and visual-
ization, has been introduced in this work. We have demonstrated the 5Ws patterns
across multiple datasets, established the pair-density for Big Data analysis, and created
two additional axes in pair-density parallel coordinates to reduce data over-crowding
without the loss of any information. The shrunk attributes applied in each dimension
axis enables the attributes to be contracted or expanded for better visualisation as
necessary. The dimension clustering in pair-density parallel axes provides a clear view
of visual structures and patterns for better understanding of Big Data.

The pair-sending not only measures multidimensional data patterns, but also pro-
vides comparisons for multiple datasets between different topics and data types. This
provides more analytical features for Big Data analysis. Our model has reduced data
over-crowding by at least 75 % in our testing. Even more, the pair-density pattern with
shrunk attributes has reduced data cluttering by nearly 98 % based on our density
algorithm. It has also significantly reduced the data processing time for Big Data
analysis.

In the future, we plan to develop our pair-density model and deploy it in more areas
and different datasets such as financial datasets and Facebook datasets. The combi-
nation of pair-density parallel coordinates and Treemaps is our next stage for Big Data
analysis and visualization.
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Abstract. It is a huge challenge to deploy a cloud computing system in
large-scale data centers. In order to help resolve this issue, we propose an
automatic cloud system deployment approach with the characteristics of
reliability, availability, and load balance. Specifically, we use workflow to
deal with the dependencies among the automatic deployment processes
of a cloud system. We also design a failover mechanism to avoid the
single point failure of the deployment server. Besides, we adopt a load
balancing algorithm to solve the bottleneck problem of deploying a cloud
system.

We implement a prototype, and evaluate it with 16 physical nodes as
well as a virtualized environment with 160 virtual machines. Experimen-
tal results show that the average deployment time under our approach
is lower than that with traditional deployment methods. In addition, it
achieves a cloud system deployment success ratio of up to 90 %, even in
the high-concurrency environment.

Keywords: Data center · Cloud computing system · Deployment
server · Reliability · Load balance

1 Introduction

Cloud computing, often referred to as simply “the cloud”, is the delivery of on-
demand computing resources over the Internet on a pay-for-use basis. It relies
on the sharing of resources to achieve coherence and economies of scale, similar
to a utility (like the electricity grid) over a network. With immense success and
rapid growth within the past few years, cloud computing has been established
as the dominant paradigm of the IT industry. To meet the increasing demand of
computing and storage resources, cloud infrastructure providers are deploying
planet-scale data centers across the world, consisting of hundreds of thousands,
even millions of servers, which significantly increases the level of effort in deploy-
ing cloud computing management systems in these data centers. That is, it is
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DOI: 10.1007/978-3-319-28430-9 6



AutoCSD: Automatic Cloud System Deployment in Data Centers 73

a huge challenge to deploy such system in large-scale data centers, because it is
time-consuming and requires a lot of human labor.

Generally, the deployment of a cloud computing system involves hardware
resources (e.g., physical hosts), software resources (e.g., operating systems, cloud
computing middleware or databases), network resources, and storage resources.
Much effort has been made to improve the efficiency of operating system deploy-
ment on physical nodes including, systemimager [1], Kickstart [2], etc. Currently,
existing work on the deployment of the cloud system, e.g., DevStack [3], mainly
focuses on system deployment automation. However, it ignores the reliability
of system deployment, which results in a negative impact on the deployment
progress of the cloud system.

In order to deploy the cloud system automatically in a data center, as well
as guaranteeing the reliability of system deployment, we propose an approach of
automatic cloud system deployment (AutoCSD) in data centers with the charac-
teristics of reliability, availability, and load balance. Specifically, we use workflow
to deal with the dependencies among the automatic deployment processes of the
cloud system and we design a failover mechanism to avoid the single point failure
of the deployment server which contains the installation files of the operating
system and cloud middleware. Besides, we adopt a load balancing mechanism to
solve the bottleneck problem of deploying the cloud system in a large-scale data
center.

We implement a prototype, and evaluate it in a physical environment with
16 nodes as well as a virtualized environment with 160 virtual machines (VMs),
respectively. Experimental results show that the average deployment time under
our approach is lower than that with a traditional deployment method. In addi-
tion, it achieves a cloud system deployment success ratio of up to 90 %, even in
the high-concurrency environment.

The contributions of this paper are two-fold:

– We propose an AutoCSD approach in data centers, which contains the
workflow-based automatic deployment, failover mechanism, and load balanc-
ing mechanism.

– We implement a prototype, and evaluate it in a physical environment with 16
nodes as well as a virtualized environment with 160 VMs, respectively.

The rest of the paper is organized as follows. In Sect. 2, we present the
background and motivation. In Sect. 3, we present our approach, including the
overview, workflow, and major techniques of the cloud system automatic deploy-
ment. We evaluate our results in Sect. 4, and discuss some key issues and future
work in Sect. 5. In Sect. 6, we discuss the related works. Finally, we provide
concluding remarks in Sect. 7.

2 Background and Motivation

In this section, we first present the background to cloud computing and system
deployment in a data center. Then, we discuss our motivations.
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2.1 Background

With the rapid development of computing and storage technologies and the
extreme success of the Internet, computing resources have become more powerful,
cheaper, and more ubiquitously available than ever before. This technological
shift has enabled the realization of a new computing paradigm called cloud
computing. Technically, cloud computing is a large pool of easily accessible and
readily usable virtualized resources, such as hardware, development platforms,
and services that can be dynamically reconfigured to adjust to a variable load in
terms of scalability, elasticity, and load balancing, and thus allow opportunities
for optimal resource utilization.

Fig. 1. The basic components of cloud platform

According to the National Institute of Standards and Technology’s (NIST’s)
definition [4], the five essential characteristics of cloud computing are on-demand
computing service, broad network access, resource pooling, rapid elasticity, and
measured service. The architecture of cloud computing systems typically involves
multiple cloud components communicating with each other over a loose coupling
mechanism such as a messaging queue.

Typically, the main components of a cloud system are shown in Fig. 1, and
are described as follows.

– Database Component. This contains all the data structures and information
of the cloud platform.

– Request Manager Component. This exposes interfaces (e.g., XML-RPC),
which can be used to call any components of the cloud platform.

– VM Manager Component. This component is responsible for managing VMs,
e.g., creating, pausing, resuming, rebooting, shutting down, and destroying
VMs.

– Virtual Network (VN) Manager Component. This component is responsible
for creating and managing the VNs.

– Host Manager Component. This manages and monitors all physical hosts in
the data center.
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– Driver Component. A cloud system usually has a set of pluggable adaptors
to interact with specific middleware, e.g., virtualization hypervisor. These
adaptors are called drivers.

– Physical Resource Component. This mainly includes storage resources, net-
work resources, and computing resources.

Due to the growing demands on the cloud computing service, a huge number
of cloud computing platforms around the world are emerging, including public
and commercial clouds (e.g., Amazon EC2 [5]) and private clouds which are built
based on the open-source cloud systems, such as OpenStack [6] and Eucalyptus
[7]. Actually, it is a huge challenge to deploy such systems in large-scale data
centers, because it is time-consuming and requires much human labor.

2.2 Motivation

Cloud providers must be able to deploy cloud systems in large-scale data centers
very quickly and very easily. Automatic deployment is an effective way of sim-
plifying the complexity of such work in a data center and several projects aim
to provide solutions for deploying cloud systems automatically.

For example, DevStack [3], which is an OpenStack community production to
deploy OpenStack automatically, has evolved to support a large number of con-
figuration options and alternative platforms and support services. This evolution
of DevStack has grown well beyond the original intention and the majority of
configuration combinations are rare. However, DevStack is not a general Open-
Stack installer and was never meant to be everything to everyone. Besides, it
does not consider the reliability of cloud system deployment. Therefore, how to
deploy the cloud system automatically in data centers as well as guaranteeing
the reliability of system deployment has become a topic in current research work.

Motivated by these challenges, we aim to propose an automatic cloud system
deployment approach, with the characteristics of reliability, availability, and load
balance, which will be described in the following sections.

3 Automatic System Deployment

In this section, we present our AutoCSD approach in data centers. Specifically,
in Sect. 3.1, we provide an overview of AutoCSD and then in Sect. 3.2 we show
how AutoCSD works. Finally, in Sect. 3.3, we discuss the major techniques used
in our approach.

3.1 The Overview

As discussed in Sect. 2.2, the existing approaches mainly focus on automating
the deployment of the cloud system. In contrast, our AutoCSD approach consid-
ers the automation, reliability, availability, and load balancing of cloud system
deployment at the same time.

As shown in Fig. 2, our AutoCSD consists of multiple loosely-coupled modules
as follows:
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Fig. 2. The components of AutoCSD

– Wake-on-local area network (LAN) module. This is used to wake up the bare-
metal nodes in the data center.

– Deployment module. This module automatically sets the configuration files
and installs the system including the operating system and cloud middleware.
Meanwhile, it is able to monitor the deployment progress of the cloud system.
The functions of this module can be implemented by extending the open-
source automatic installation software, e.g., Kickstart [2].

– Disk Fault-tolerant module. This module uses the RAID software technique
[8] to turn the disks of the compute nodes into RAID, and mount them onto
the compute nodes automatically.

– Network Bonding module. This provides a method for aggregating the multi-
ple network interface cards (NICs) of the compute node into a single logical
bonded NIC, and is able to switch the behavior of the single logical bonded
NIC between load balancing (round-robin) mode and fault-tolerant (active-
backup) mode. These functions can be implemented by extending the open-
source bonding technique, e.g., Linux Bonding [9].

– Heartbeat module. This module automatically configures the heartbeat mech-
anism [10] of the nodes, which is used to realize the failover of the cloud system
deployment server.

– Test module. This module is responsible for verifying the cloud system instal-
lation on the compute nodes, including the correctness of the configuration
files, etc.

– Display Global Information module. This is used to demonstrate the relevant
information of system deployment to the administrator of the data center.

3.2 The Workflow of System Deployment

The AutoCSD in the cloud data center can be divided into two parts: The
first is to deploy the cloud system, including the operating system and cloud
middleware, on the bare-metal nodes and the second is to test the cloud system
deployed in the data center.
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The workflow in cloud system deployment in a data center is shown in Fig. 3.
When the bare-metal nodes to be installed and the storage devices are ready, the
workflow wakes the nodes in the states of standby or shutdown. After that, these
awakened nodes acquire the installation files of the operating system from the
deployment server, then build an operating system and begin to configure the
network, followed by the cloud middleware installation in the compute nodes.
Finally, it starts the cloud system.

Fig. 3. The workflow of automatically deploying cloud system

Figure 4 gives the sequence chart of deploying the cloud system in the data
center, which is described as follows:

– The node to be installed is woken up by the PXE (Pre-boot eXecution Envi-
ronment) network card. Then it requests an IP from the LAN DHCP server.

– The DHCP server allocates an IP to this node and sends the IP information
of the TFTP server as well as that of the cloud system deployment server to
it.

– The node obtains the operating system installation files from the TFTP server,
and starts an operating system on the disk.

– The operating system on the disk of the compute node obtains the cloud
system installation packages from the deployment server.

– The cloud system is installed on the compute node. After the configuration
files of the cloud system have been set, the cloud system is started.

When the cloud system is installed, our approach will test the cloud platform
including the correctness of the configuration files, etc. As shown in Fig. 5, the
test module will use APIs provided by the cloud system to check the cloud
platform components of the database and request the manager, VM manager,
virtual network manager, host manager, and driver.
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Fig. 4. The sequence chart of deploying cloud system, which contains the installation
of operating system and cloud computing middleware on each compute node.

Fig. 5. The processes of test module

3.3 Major Techniques

Based on the workflow techniques and the open-source software, including Kick-
start, software RAID, Linux Bonding, Heartbeat, etc., we implement a prototype
of our AutoCSD.

In this section, we introduce the major techniques and strategies used in
our approach. In order to improve the efficiency of cloud system deployment,
we adopt automatic deployment workflow and Kickstart, which are described as
follows.

– Workflow. This is the series of activities that are necessary to complete a
task, i.e., in this paper, deploying a cloud system. As shown in Fig. 3, the
deployment of a cloud system in a large-scale data center can be divided into
five steps, each of which can be taken as an activity in workflow. Each step
in a workflow has a specific step before it and a specific step after it, with
the exception of the first step. In a linear workflow, the first step is usually
initiated by an outside event. It is the core of our automatic cloud system
deployment approach.

– Kickstart. In order to automatically install an operating system on machines,
Red Hat created the Kickstart installation method. Using Kickstart, a sys-
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tem administrator can create a single file containing the answers to all the
questions that would normally be asked during a typical installation. Kick-
start files can be kept on a single-server system and can be read by individual
machines during the installation. This installation method can support the
use of a single Kickstart file to install Red Hat Enterprise Linux on multiple
machines.

Generally, the problem of load balancing occurs in the TFTP server, which
stores the operating system installation files, and the deployment server, which
contains the cloud system installation files. In order to solve the bottleneck
problems of the TFTP server and deployment server in large-scale data centers,
we use the strategy of multiple deployment servers and multiple TFTP servers,
and adopt a load balancing mechanism (i.e., Domain Name System (DNS)-based
load balancing) for these servers. Specifically, with the load balancing strategy,
bare-metal nodes are allowed to obtain the boot configuration file, the kernel
and the file system image from the multiple TFTP servers at the same time. In
addition, it makes the nodes obtain files, e.g., Kickstart configuration files and
the cloud system installation packages, from the multiple deployment servers
simultaneously.

– Round-robin DNS-based load balancing is often used to load balance requests
between a number of servers (i.e., in this paper, TFTP servers and deploy-
ment servers). Taking the TFTP server as an example, assuming that it has
one domain name and three identical copies of the same service residing on
three servers with three different IP addresses, when one node to be installed
accesses the TFTP service, it will be sent to the first IP address; the second
node, which accesses the TFTP service will be sent to the next IP address,
and the third node will be sent to the third IP address. In each case, once
the IP address is given out, it goes to the end of the list. The fourth node,
therefore, will be sent to the first IP address, and so forth.

In order to keep the availability of the TFTP servers and the deployment
servers, we implement a failover mechanism based on RAID, Linux network
bonding, and Kickstart software. When a disk fails, the read request will be
redirected to the mirror disk based on the technique of RAID1. When an NIC
fails, another NIC will replace it, so that the network connection will not break.
Similarly, when a server fails, another server will replace it, so that the service
will not be disrupted.

– Software RAID. RAID, an acronym for Redundant Arrays of Independent
Disks, is a way to virtualize multiple, independent hard disk drives into one
or more arrays to improve performance, capacity and reliability (availability).
Taking the pure RAID software as an example, RAID implementation is an
application running on the host without any additional hardware. This type
of RAID software uses hard disk drives which are attached to the host system
via a built-in I/O interface or a host bus adapter (HBA). The RAID becomes
active as soon as the operating system has loaded the RAID driver software.
The primary advantage of this solution is its low cost.
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– Linux network bonding. This is the creation of a single bonded interface by
combining two or more Ethernet interfaces. This helps with the high avail-
ability of the network interface and offers performance improvement. The
Linux bonding driver provides a method of aggregating multiple network
interfaces into a single logical bonded interface. The behavior of the bonded
interfaces depends upon the mode. Generally speaking, modes provide either
hot standby or load-balancing services.

– Heartbeat. This is the main software product of the Linux-HA (High-
Availability Linux) project. Specifically, it is a daemon that provides cluster
infrastructure (communication and membership) services to its clients. This
allows clients to know about the presence (or disappearance) of peer processes
on other machines and to easily exchange messages with them.

4 Performance Evaluation

In this section we evaluate our AutoCSD in a physical environment with 16 nodes
as well as a virtualized environment with 160 VMs, respectively. We first describe
the experimental environment in Sect. 4.1, and then present our experiments and
the results in Sect. 4.2.

4.1 Experimental Setup

Experimental platform. There are 18 identical physical nodes (note that two
nodes act as the server to provide the system deployment service) in our platform,
each of which has a quad-way six-core CPU, 16 GB memory, a SCSI disk, and a
Gigabit Ethernet card.

Cloud system. A cloud system called CRANE is used in our experiments,
which is the second generation of the support platform for ChinaGrid [11].

Operating system. The operating system used in our experiments is Red Hat
Enterprise Linux (RHEL) 6. The size of the installation packages is about 3.7
GB.

Experimental classification. We design two experiments in this section, which
are shown as follows.

– The acceleration of system deployment. In order to evaluate the performance
of our AutoCSD in alleviating the bottleneck problem of the TFTP server
and the deployment server, we take two servers (each one stores both the
operating system installation files and the cloud system installation files) as
an example to measure the acceleration of the system deployment.

– The success rate of the deployment system. In order to evaluate the success
rate of system deployment on the compute nodes in a large-scale data center,
due to the limitation of our physical platform, we carried out an experiment
with 160 VMs.
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4.2 Experimental Results

In this section, we carry out two experiments and present the results.

Acceleration of System Deployment. To evaluate the performance promo-
tion resulting from the double servers, each of which is used to provide both
the TFTP service and the cloud system deployment service, we conducted two
groups of experiments. One group has two servers to provide the system deploy-
ment service, and the other has one server to provide this service. In each exper-
iment, we gradually increased the number of nodes (i.e., the degree of concur-
rency), which will be installed in the cloud system at the same time, with a step
of 2.

Figure 6 gives the experimental results. We can see that when the degree of
concurrency is small (e.g., 2, 4, 6, and 8), neither has any effect on the deployment
efficiency of the cloud system on bare-metal nodes.

With the degree of concurrency increasing, the system deployment time in
stand-alone mode (i.e., single-server mode) increases. For example, the average
time for system deployment under the stand-alone mode is 45 min when the
degree of concurrency is 16, while that time is about 35 min when the degree of
concurrency is 2.

Fig. 6. The acceleration of cloud system deployment

It should be noted that the system deployment time under the double-server
mode also increases, but has a slower growth rate. Besides, under the same degree
of concurrency, the performance of the double-server mode outperforms that of
the single-server mode. The main reason is that the double-server mode provides
double the bandwidth of the single-server mode. Therefore, the average deploy-
ment time on the compute nodes under the single-server mode is significantly
higher than that of double-server mode.

Success Rate of Deployment. The deployment success rate is an important
metric in measuring the performance of the cloud system deployment approach.
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Fig. 7. The success rate of system deployment

Since there are insufficient physical nodes for use in our physical platform,
we launched 160 VMs on 16 physical nodes for testing. In the experiment, we
also gradually increased the number of VMs with a step of 2 to evaluate the
success rates of the cloud system deployment on the VMs. Figure 7 shows the
experimental results.

From Fig. 7, we can observe that the deployment success rate under both
modes drops a little when the degree of concurrency is lower than a certain level
(e.g., 8), because the server can afford to meet the requests of system deployment
in time when the number of the deployment requests is small; when the degree
of concurrency exceeds that level, the deployment success rate under the single-
server mode declines rapidly. In contrast, the deployment success rate under
the double-server mode is higher than that of the single-server mode, because
the double-server mode can benefit from the fault-tolerant mechanism of our
AutoCSD, which can mitigate the single point failure of the system deployment
server and thus enhance the reliability of the deployment server and the avail-
ability of the system deployment service.

5 Discussion and Future Work

In this paper, we propose an AutoCSD approach in data centers with the char-
acteristics of reliability, availability, and load balance. Under our approach, com-
pute nodes in a LAN can be installed automatically. However, in many cases,
the nodes of a cross-regional data center are connected by a wide area network
(WAN). In the future, we will extend our approach to such cases.

In the section on performance evaluation, we took two servers as an example
to test our approach. The experimental results show that the double-server mode
outperforms the single-server mode in both system deployment acceleration and
the system deployment success rate on bare-metal nodes. Intuitively, data centers
with different numbers of nodes will need different numbers of servers. The design
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of a method to calculate the numbers of servers for different data centers will
form our future work.

6 Related Work

Cloud computing, which refers to the concept of dynamically providing process-
ing time and storage space from a ubiquitous “cloud” of computational resources,
allows users to acquire and release the resources on demand and provide access to
data from processing elements, while relegating the physical location and exact
parameters of the resources. Cloud computing means scalability on demand and
flexibility to meet business changes, and is easy to use and manage.

As the demands on the cloud computing service have increased, a large num-
ber of public cloud computing platforms have appeared, including Amazon EC2,
Rackspace [12], and Microsoft Azure [13], etc. Google has also published the
Google App Engine [14], allowing users to run web applications and other types
of applications, such as scientific computing applications [15].

Besides, numerous private clouds have also been built based on open-source
cloud systems, such as OpenStack, an open-source project launched in 2010.
It was originally developed by Rackspace and National Aeronautics and Space
Administration (NASA) and is currently maintained by the OpenStack Founda-
tion with contributions from the major players in cloud computing. OpenStack
provides an API and a dashboard to manage pools of computing, storage, and
networking resources. Similarly, Eucalyptus [7] is another famous open-source
project initiated in 2008. It is developed and maintained by Eucalyptus Sys-
tems. Eucalyptus allowed the building of the Amazon AWS-compatible private
and hybrid clouds.

Automatic deployment is an effective way to simplify the complexity of such
work in a data center and some approaches have been proposed, e.g., Ezilla
Toolkit [16]. In addition, some open-source projects have also been presented for
deploying cloud systems automatically. Taking OpenStack as an example, there
have been many automatic deployment solutions, some of which are given below.

– Fuel [17] is now open source and contributed to OpenStack. It undertakes
hardware discovery, network verification, OS provisioning and the deployment
of OpenStack components. Fuel’s distinct feature is its polished and easy to
use Web User Interface (UI) that makes OpenStack installation seem simple.

– DevStack is an OpenStack community production to deploy OpenStack auto-
matically. It has evolved to support a large number of configuration options
and alternative platforms and support services.

However, these automated solutions do not consider the reliability of the
cloud system deployment. Differently, the AutoCSD approach proposed in this
paper considers the reliability, availability, and load balance of the system deploy-
ment in the data center.
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7 Conclusion

With the increasing demands on the cloud computing service (e.g., Infrastruc-
ture as a Service, Platform as a Service, and Software as a Service), the scale of
cloud data centers has become gradually bigger and bigger, significantly increas-
ing the level of effort in deploying a cloud computing system. In this paper,
we have proposed an AutoCSD approach with the characteristics of reliability,
availability, and load balance.

Specifically, we use workflow to deal with the dependencies among the auto-
matic deployment processes of the cloud system, and we design a failover mech-
anism to avoid the single point failure of the deployment server which contains
the installation packages and configuration files of the operating system and
cloud middleware. In addition, we adopt a load balancing algorithm to solve the
bottleneck problem of deploying the cloud system in a large-scale data center.
The experimental results show that the average deployment time under our app-
roach is lower than that with traditional deployment methods. Our method also
achieves a success ratio of cloud system deployment of up to 90 %, even in the
high-concurrency environment.
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Abstract. As cloud computing offers scalability, extensibility, elasticity, flexi‐
bility and cost savings to the customers of cloud service providers, there is a
growing trend towards migrating services to the cloud. Hybrid clouds, which
comprise nodes both in the private cloud and in the public cloud, have emerged
as a new model for service providers to deploy their services. However, to deploy
services in hybrid clouds is a complex task as services are in essence distributed
applications. What is more, there is heterogeneity among hybrid clouds. This
article proposes an autonomous engine for services configuration and deployment
in hybrid clouds. The automation is enabled by the definition of generic infor‐
mation model, which describes all the information relevant to the deployment and
configuration of services with the same abstractions, including the required
resources, service dependencies and business objectives. In addition, to shield the
heterogeneity of hybrid clouds, we define mapping rules for model transforma‐
tion. We also deploy a three-layer architecture application on Openstack and
CloudStack to validate the correctness of our approach.

Keywords: Service deployment · Hybrid clouds · Cloud computing · Model ·
Architecture-based

1 Introduction

In recent years, there is a growing trend towards migrating services to the cloud. This
trend is caused by the rise of cloud computing. Cloud computing offers scalability,
extensibility, elasticity, flexibility, and cost savings to the customers of cloud service
providers. After deploying services in the cloud, the running way of enterprise data
centers is similar to Internet. Thus, the enterprise could allocate resources to required
services immediately and pay the bill according to the actual resource usage. It greatly
reduces the cost of supporting services.
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Nevertheless, a single cloud cannot meet the requirements of service providers. First,
the public cloud and the private cloud each have advantages. The public cloud has strong
processing capability with low cost, whereas the private cloud has a good safety perform‐
ance, which is more suitable for sensitive data. Second, some components of the service
are limited by geographical factors. In this case, there must be multiple clouds distributed
in different geographical position to support the service. Third, the different service compo‐
nents may have different requirements for cloud platforms. Thus, this paper presents a new
deployment way that services are deployed in hybrid clouds. Hybrid clouds are structured
and operated as a network of geographically distributed clouds for extended resource
utilization, workload distribution, fault tolerance, cost effective (e.g., energy efficient),
service/data placement and avoidance of “lock-in” to particular cloud providers.

However, it is not a simple task to automatically deploy services in hybrid clouds.
First, as the service is a large-scale and distributed application system, how to specify the
required resources (such as CPU, Memory, disk space, operating system and middle ware)
and solve service dependencies (the relation between service components or others it
depends on) are key problems. Second, how to automatically generate deployment plans
remains to be solved. Third, there is heterogeneity among hybrid clouds. Due to the above
reasons, it is difficult to deploy services in hybrid clouds in a generic way.

In our previous work [1], we have leveraged architecture-based runtime model for
the management of diverse Cloud resources in a single cloud. An architecture-based
runtime model is a causally connected self-representation of the associated system that
emphasizes the structure, behavior, and goals of the system from a problem space
perspective [2, 3]. It has been broadly adopted in the runtime management of software
systems [4–6]. With the help of runtime models, administrators can obtain a better
understanding of their systems and write model-level programs for management. We
have developed a model-based runtime management tool called SM@RT (Supporting
Model AT Run Time [7–9]), which provides the synchronization engine between a
runtime model and its corresponding running system. SM@RT makes any state of the
running system reflected to the runtime model, as well as any change to the runtime
model applied to the running system in an on-the-fly fashion. And in our previous work
[10], the application runtime environment can be managed.

In this paper, we present an autonomous engine based on architecture for services
configuration and deployment in hybrid clouds. This engine automates the process of
deployment and configuration from design to deployment. We use the demand infor‐
mation model to specify all the information relevant to the deployment and configuration
of services with the same abstractions, including the required resources, service depend‐
encies and business objectives. And the deployment information model is used to
describe deployment plans. In addition, to shield the heterogeneity of hybrid clouds, we
define mapping rules for model transformation. Thus the deployment model could be
correctly transformed to cloud runtime models which abstract the resources of the cloud.
And the changes of cloud runtime models would be applied to the running system.

The article is structured as follows. Section 2 describes the information models in
detail. These information models are used to describe all the information relevant to the
deployment and configuration of services with the same abstractions. Section 3 describes
the mapping rules for model transformation. In Sect. 4, our approach is validated through
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a case study derived from a real scene. And then, some related works are introduced.
Finally, the last section reflects on the explained aspects, focusing on the impact and
potential extensions to this work.

2 Models for Services Deployment and Configuration

In general, services are large-scale and distributed applications which need multiple kinds
of resources. And service dependencies are complexity. To shield the complexity of service
deployment, the process from design to deployment should be automate. In this article, the
automation is enabled by the definition of the generic information model, which describes
all the information relevant to the deployment of the services with the same abstractions,
including the required resources, service dependencies and business objectives.

2.1 Demand Information Model

The demand information model characterizes the services and deployable artifacts that
provide them. It also provides a deployment and configuration perspective of the artifacts
specified by the service provider. The presented abstractions keep the requirements of
services that have been taken into account over the analysis, design, implementation and
testing phases.

A Demand Unit aggregates functionality, such as services, libraries, web interfaces
and business logic components, which will be available when the unit is deployed to the
runtime environment. Figure 1 shows the main elements of the demand information
model. The root element of the model is the Demand Unit, a subclass of Resource
representing each indivisible artifact which provides functionality when provisioned to
the environment. Resource type has two attributes, name and expression. As some
resources are obtained from execution environment, we define expression attribute
which could be composed by variables to describe the resource. (e.g. the ${ip} variable
represents the IP address when the unit is deployed to the environment).

Demand  Unit

id: int
name: string
projectId: string

Resource

name: string
expression: string

Distribution Policy

value: Policy

Policy 

Response Time 
Availability

Dependency

id: int
providerName: string
dependentName: string
dresource: string

Constraint

name: string
argument: string

0...*

1...1

0...*

0...*
Constraints

Dependencies

1...1

1...1

Fig. 1. The Demand Information Model
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Constraints type specifies the required resources of the demand unit ranging from
hardware resources to software resources. And the value attribute is the constraint of
the resource. For example, we specify a resource named memory, and the value of this
resource is 512 MB. It means that, when the unit is provisioned to the environment, the
environment should allocate 512 MB memory to this unit.

Dependencies type specifies the dependency relationships of the services which
would be deployed. The providerName attribute specifies which units it depends on,
while the dependentName is the demand unit itself. And the dresource attribute
specifies the resource contained on the providerName unit. Actually, the resource
provided by the unit which name is providerName is the essential resource the
demand unit depends on.

We use Distribution Policy to describe the character of the demand unit, as each unit
has different requirement to the environment performance. Thus, when we deploy the
unit to the environment, we could select the most suitable cloud platform as the envi‐
ronment. In this article, we define two types of Distribution Policy, Response Time and
Availability.

2.2 Deployment Information Model

The deployment information model describes specific deployment plans to direct service
deployment. In other words, it specifies how deployment units are deployed to cloud
platforms. As shown in Fig. 2, the root element is the Project which is composed by
clouds. And each Project has its own resources to support the service, such as images,
volumes and servers.

Project

Resource

name: string
expression string

Deployment Unit

id: int
name: string

id: string
name: string

VM

name: string
file: string
imageId: string
cpuNum: int
cpuSpeed(MHZ): int
memory(MB): int
storage(GB): int

Cloud

name: stringDependencyID

id: int

0...*

0...*

0...*

0...*

0...*
1...*

0...*

0...*

Fig. 2. The Deployment Information Model

A VM is the base execution platform for the services and modeled as Deployment
Unit. The attributes in VM type are mainly used to specify the required resources to
support the service. The file attribute specifies the required file for provisioning the
functionality of the unit (such as WAR, JAR and EAR JEE deployable files and packaged
SQL scripts). The imageId describes the required operating system and middle ware.
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And it must be consistent with the corresponding information in cloud runtime models
which abstract the resources of the cloud. As well as cpuNum, cpuSpeed, memory and
storage specify the corresponding resources.

The DependencyID type presents the units which depend on the Deployment Unit.
And the id attribute is consistent with the id of the Dependency type in the demand
information model..

Obviously, the information of the demand information model is not enough to
generate a deployment plan. Also the information of each cloud is needed, especially
the information about the characteristics and residual resources of clouds. We use a
XML file to describe the information of clouds mainly including the resources it
contained, available images and some basic information.

3 Model Transformation

Up to this point, we have explained the main elements of the information model, the
contained information and it relationships. However, these concepts are not sufficient
for enabling an autonomic deployment, as there is heterogeneity among hybrid clouds.
How to deploy deployment units to corresponding clouds according to the deployment
information model remains to be solved. To solve the problem above, we define mapping
rules to describe mapping relationships between the deployment information model and
cloud runtime models which abstract the resources of the cloud. And the process of
transformation is completed automatically according to the mapping rules.

3.1 Mapping Rules Definition

There are three types of basic mapping relationships between model elements. They are
one-to-one mapping relationship, many-to-one mapping relationship and one-to-many
relationship. Any other relationship can be demonstrated as a combination of them. One
element in the information model is related to a certain element in the cloud model.
Particularly, the attributes of the elements in the information model are also corre‐
sponding to the ones of related elements in cloud model.

3.2 Model Operation Transformation

Model operations are aimed to monitor some system parameters or execute some
management tasks. There are five basic types of model operations, including “Get”,
“Set”, “List”, “Add” and “Remove”.

In order to deploy deployment units according to deployment information model,
operations on the deployment information model need to be transformed to ones on the
cloud model. Also, for ensuring the correct synchronization between the runtime infor‐
mation model and the cloud model, operations on the runtime information model need
to be transformed to ones on the cloud model. We have defined the model operation
transformation rules, as shown in Table 1.
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Table 1. Mapping Rules of Model Operation Transformation

Mapping Rule

Example A-> B A1.a1-> B1.b1

Get Get A1.a1-> Get B1.b1

Set Set A1.a1-> Set B1.b1

List List*A-> List*B Get A.properties-> Get
B.properties

Add Add*A-> Add*B Set A.properties-> Set
B.properties

Remove Remove*A-> Remove*B

For instance, an element in the information model is mapped to the B element in the
cloud model. Thus, the operation to add, remove or list the A elements is mapped to the
same operation on the related B element. The operation to get or set the value of A’s
attribute is mapped to the same operation on the related attribute too.

In [1], we have implemented a prototype for integrate management of the hardware
and software resources of virtual machines based on OpenStack and Hyperic to validate
the feasibility and efficiency of our approach.

4 Case Study

We implement a three-layer architecture application named WebStore, and deploy it by
our autonomous engine to CloudStack and OpenStack for validating the feasibility and
efficiency of our approach. First, we use the demand information model to specify the
relevant information of the application deployment. Second, the deployment informa‐
tion model is generated automatically according to the demand information model and
cloud information. To achieve the deployment process, the deployment information
model would be transformed to cloud runtime models.

4.1 WebStore Introduction

The WebStore service is composed by 9 components, as shown in Fig. 3. LoadBalancer
is used to forward clients’ request. Customer1 and Customer2 provide same service that
customer could buy goods through the web. The Supplier1and the Supplier2 are similar
with the Customer1 and the Customer2. But they are used for suppliers to sell their goods
through the web. LoadBalancer, Customer1, Customer2, Supplier1 and Supplier2 are
web clients which should be deployed on a web server. And they have high requirements
on response time.
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LoadBalancer

service1: access to customer web
service2: access to supplier web

Customer1

service: provider customer web

Customer2

service: provider customer web

Supplier1

service: provider customer web

Supplier2

service: provider customer web

WebStoreEJB1

service: provider business logic
processing functionality

WebStoreEJB2

service: provider business logic
processing functionality

ServerIP

service: provider database for
LoadBalancer

WebStoreDB

service: provider database for
WebStoreEJB

Fig. 3. The Components of WebStore

The requests from web client would be processed by WebStoreEJB1 and WebStor‐
eEJB2. They are EJB projects which should be deployed on an application server. As
the functionality they provide with compute capability, we should specify more
computing resources to them. In addition, ServerIP and WebStoreDB should be
deployed on a database server, as they both provide the database service. The ServerIP
mainly provide the information of servers for LoadBalancer. And the WebStoreDB is
used to store the clients’ and goods’ information. Thus, we should specify more storage
resource to them, as they are used for data storage. For the above components, the avail‐
ability of the system is more important than the response time. Therefore, we deploy
two groups of components on two type clouds. One cloud is OpenStack with the lowest
response time, while the other is CloudStack which availability is the best.

The cloud runtime model of CloudStack and OpenStack are shown in Fig. 6. Given
the architecture-based meta-models, we also need to identify the changes enabled by the
models [11]. There are hundreds of management interfaces in Cloudstack and Open‐
stack, so we can model them into the Access Model through specifying how to invoke
the APIs to manipulate each type of elements in the models.

Based on meta-models and Access Models, the correct transformation between
the deployment model and running systems and the correct synchronization between
the runtime information models and running systems can be guaranteed by the
SM@RT tool.

4.2 Construction of Demand Information Model

The demand information model mainly describes the basic information as well as speci‐
fies the required resources (such as osType, CPU, memory and storage). Not only that,
the dependency relationship is described. Figure 4 shows an example of demand infor‐
mation model.
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Figure 4 describes the demand information of LoadBalancer unit. This unit provides
two resources when provisioned to the cloud. As IP and port information could be
obtained only when the unit is deployed. We use variables to express first. After the unit
is deployed, those variables would obtain the corresponding value from context.

LoadBalancer is a web client which has a high requirement on response time. Thus,
we specify Response Time as the Distribution Policy. The demand unit has several
constraints on the specified resources, including osType, middleware, cpuNum,
cpuSpeed, memory and required file. Also, this unit depends on five other units. And
the relationship is detailed description in Fig. 4.

Demand      Unit

id: 1
name: LoadBalancer
projectId: 2edc7933

Distribution Policy

value: Response Time

Constraint

name: osType
vlue: Ubuntu12.02

Resource

name: LB/CustomerURL
expression: http://${ip}:${port}
/LoadBalancer/Customer.jsp

Dependency

id: 1
providerName: ServerIP
dresource: ConnectionURL

Dependency

id: 2
providerName: Customer1
dresource: CustomerURL

Dependency

id: 3
providerName: Customer2
dresource: CustomerURL

Dependency

id: 4
providerName: Supplier1
dresource: SupplierURL

Dependency

id: 5
providerName: Supplier2
dresource: SupplierURL

Dependencies

Constraints

Resource

name: LB/SupplierURL
expression: http://${ip}:${port}
/LoadBalancer/Supplier.jsp

Constraint

name: middleWare
vlue: Tomcat8.0.17

Constraint

name: osType
vlue: ubuntu12.02

Constraint

name: cpuNum
vlue: 1

Constraint

name: cpuSpeed(MHZ)
vlue: 500

Constraint

name: memory(MB)
vlue: 512

Constraint

name: file
value: loadbalancer.war

Fig. 4. An Example of Demand Information Model

4.3 Construction of Deployment Information Model

According to the cloud information in Fig. 5 and demand information model, the
deployment information model is generated automatically, as shown in Fig. 6. In Fig. 6,
the dependency relationships between components are presented by dashed arrow. Also,
the dependent resource is shown on the line. For example, the Distribution Policy of
LoadBalancer unit is Response Time. The OpenStack with lowest response time and
enough residual resources is selected. In addition, LoadBalancer unit requires Ubuntu
with version 12.02 as operating system and Tomcat with version 8.0.17 as middleware.
The image belongs to OpenStack and project “2edc7933” which id is “14a95862” is
selected as the operating system and middleware it contained matches requirement of
LoadBalancer demand unit.
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In order to deploy the deployment units to the corresponding clouds, we define mapping
rules between them according to their mapping relationships. According to the mapping
rules, the operations on the element in the deployment information model can be mapped
to the operations on the related element in the cloud runtime models. Figure 7 shows an
example of model operation transformation. According to the deployment information
model, this deployment unit should be deployed in the cloud which name is CloudStack.

Fig. 5. OpenStack Information (down) and CloudStack Information (up)

The CloudStack could be found by querying the cloud information XML file. And
then execute operations on it, which are described as follows:

1. Query: Find the VirtualMachines element whose projectId is “2edc7933”.
2. Add: Create a VirtualMachine element.
3. Set: Assign property values of the VirtualMachine element.

The original operation is mapped to the operation to create a VirtualMachine element
in the Cloudstack runtime model. Model operation transformation is executed instruc‐
tion-by-instruction. For instance, the action to query the DeploymentUnits node is
mapped to the action to query the VirtualMachines node, whose projectId is “2edc7933”.
The action to add a DeploymentUnit node is mapped to the actions to add a VirtualMa‐
chine node. The actions to set the property values are mapped to the actions to set the
values of related attributes too. According to the mapping relationships, the templateId
attribute of related VirtualMachine element should be “130e3ac4”, so there is an extra
action to sign the property value. In the demand information model, we can specify any
value of cpuNum, cpuSpeed, memory and storage. In the cloud runtime model, there is
a customized scheme which allows users to specify a specific value. In this paper, the
ServiceOffering configure cpuNum, cpuSpeed and memory. And the serviceOfferingId
of customized scheme in CloudStack is “30b5690”. The DiskOffering configure the
storage size and the diskOfferingId of customized scheme is “6d174ab”.
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Fig. 6. Deployment Information Model of WebStore and Cloud Runtime Model of OpenStack
(down-left), CloudStack (down-right)

The generated operation file is transferred to the Cloudstack runtime model. When
the operation is executed, changes of the CloudStack runtime model will be applied on
the running system.

5 Related Work

Following the IaaS model that has been dominant in the cloud service market,
approaches in the literatures [12, 13] are geared towards deploying whole application
stacks in virtual machines. While useful in their own right, the lack of separation between
application and middleware components makes such approaches are not suitable for
large-scale and distributed application. On the other hand, tools originating in [14, 15],
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allow for a finer degree of granularity in deploying both application and middleware
components in a flexible manner. However, they require application developers to create
their deployment plans.

In order to shield the complexity of services deployment, some researches provide
the methods which could automate the process of deployment. The works [16, 17] that
have applied model-driven to automate deployment of the enterprise application, they
can be categorized as code generator by automatically generate code based on given
some form of design model, whereas there are works [18] that proposed method auto‐
mate from design to deployment. However, none of works mention above considers
platform on cloud computing as target environment to deploy.

6 Conclusion and Future Work

We propose an autonomous engine for services configuration and deployment in hybrid
clouds. We use information models to abstract the relevant information of service
deployment. The demand information model is used to specify the required resources,
service dependencies and business objectives. The deployment information model is
used to describe the deployment plan which automatically generated according to the
cloud information and demand information model. Not only that, to shield the hetero‐
geneity between deployment information model and cloud runtime models, we define
mapping rules to describe mapping relationships between them. In addition, the process
of transformation is completed automatically according to the mapping rules.

Clouds Information XML File

Name: OpenStack
Attribute: ResponseTime
IPAdress: 218.193.2.2

Name: CloudStack
Attribute: Availability
IPAdress: 218.193.3.2

<operations>

Model Operation Transformation

Deployment Unit

name: WebStoreDB
projectId: 2edc7933
cloud: CloudStack
resource1: ConnectionURL 
imageId: 5bbb7191
cpuNum: 1
cpuSpeed(MHZ): 500
memory(MB): 512
storage(GB): 5

Fig. 7. An Example of Model Operation Transformation
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In this article, we implement the autonomous engine for services configuration and
deployment in hybrid clouds. However, to monitor and manage the services runtime is
also an important problem. In future work, we would consider constructing a runtime
information model which could be synchronized with cloud runtime models for services
monitoring and management.

Acknowledgements. This work was supported by the National Natural Science Foundation of
China under Grant No.61402111, the Fujian Province High School Science Fund for
Distinguished Young Scholars under Grand No. JA12016, the Program for New Century Excellent
Talents in Fujian Province University under Grant No. JA13021.

References

1. Chen, X., Zhang, Y., Huang, G., Zheng, X., Guo, W., Rong, C.: Architecture-based integrated
management of diverse cloud resources. J. Cloud Comput. 3, 11 (2014). Springer, Heidelberg

2. Bencomo, N., Blair, G.S., France, R.B.: Summary of the workshop Models@run.time at
MoDELS 2006. In: Kühne, T. (ed.) MoDELS 2006. LNCS, vol. 4364, pp. 227–231. Springer,
Heidelberg (2007)

3. Blair, G., Bencomo, N., France, R.: Models@run.time. Computer 42(10), 22–27 (2009)
4. Huang, G., Mei, H., Yang, F.: Runtime recovery and manipulation of software architecture

of component-based systems. Automat. Softw. Eng. 13(2), 257–281 (2006)
5. Occello, A., AM, D.P., Riveill, M.: A runtime model for monitoring software adaptation

safety and its concretisation as a service. Models@runtime 8, 67–76 (2008)
6. Wu, Y., Huang, G., Song, H., Zhang, Y.: Model driven configuration of fault tolerance

solutions for component-based software system. In: France, R.B., Kazmeier, J., Breu, R.,
Atkinson, C. (eds.) MODELS 2012. LNCS, vol. 7590, pp. 514–530. Springer, Heidelberg
(2012)

7. Huang, G., Song, H., Mei, H.: SM@RT: applying architecture-based runtime management
of internetware systems. Int. J. Softw. Inf. 3(4), 439–464 (2009)

8. Song, H., Huang, G., Chauvel, F., Xiong, Y., Hu, Z., Sun, Y., Mei, H.: Supporting runtime
software architecture: a bidirectional-transformation-based approach. J. Syst. Softw. 84(5),
711–723 (2011)

9. Peking University: SM@RT: Supporting Models at Run-Time. http://code.google.com/p/
smatrt/

10. Lan, X., Liu, Y., Chen, X., Huang, Y., Lin, B., Guo, W.: A model-based autonomous engine
for application runtime environment configuration and deployment in PaaS Cloud. In: IEEE
6th International Conference on Cloud Computing Technology and Science on CloudCom
(2014)

11. Huang, G., Chen, X., Zhang, Y., Zhang, X.: Towards architecture-based management of
platforms in the cloud. Frontiers Comput. Sci 6(4), 388–397 (2012)

12. Pawluk, P., Simmons, B., Smit, M., Litoiu, M., Mankovski, S.: Introducing STRATOS: A
cloud broker service. In: 2012 IEEE 5th International Conference on CloudComputing
(CLOUD), pp. 891–898 (2012)

13. Zaman, S., Grosu, D.: An online mechanism for dynamic VM provisioning and allocation in
clouds. In: 2012 IEEE 5th International Conference on Cloud Computing (CLOUD), pp. 253–
260 (2012)

14. Nelson-Smith, S.: Test-Driven Infrastructure with Chef. O’Reilly Media, Inc. (2011)

An Architecture-Based Autonomous Engine for Services Configuration 97

http://code.google.com/p/smatrt/
http://code.google.com/p/smatrt/


15. Juve, G., Deelman, E.: Automating application deployment in infrastructure clouds. In: 2011
IEEE Third International Conference on Cloud Computing Technology and Science
(CloudCom), pp. 658–665 (2011)

16. Ruiz, J.L., Dueñas, J.C., Cuadrado, F.: Model-based context-aware deployment of distributed
systems. IEEE Commun. Mag. 47(6), 164–171 (2009)

17. Ceri, S., Fraternali, P., Bongio, A.: Web modeling language (WebML): a modeling language
for designing web sites. Comput. Netw. 33(1), 137–157 (2000)

18. De Sousa Saraiva, J., da Silva, A.R.: CMS-based web-application development using model-
driven languages. In: Software Engineering Advances’s 09 (ICSEA). IEEE (2009)

98 Y. Liu et al.



UNIO: A Unified I/O System Framework
for Hybrid Scientific Workflow

Dan Huang(B), Jiangling Yin, Jun Wang, Xuhong Zhang,
Junyao Zhang, and Jian Zhou

Department of Electrical and Computer Engineering,
University of Central Florida, Orlando, USA

{duang,jyin,jwang,xzhang,junyao,jzhou}@eecs.ucf.edu

Abstract. Recent years have seen an increasing number of Hybrid Sci-
entific Applications. They often consist of one HPC simulation program
along with its corresponding data analytics programs. Unfortunately,
current computing platform settings do not accommodate this emerging
workflow very well. This is mainly because HPC simulation programs
store output data into a dedicated storage cluster equipped with Parallel
File System (PFS). To perform analytics on data generated by simula-
tion, data has to be migrated from storage cluster to compute cluster.
This data migration could introduce severe delay which is especially true
given an ever-increasing data size.

While the scale-up supercomputers equipped with dedicated PFS stor-
age cluster still represent the mainstream HPC, ever increasing scale-
out small-medium sized HPC clusters have been supplied to facilitate
hybrid scientific workflow applications in fast-growing cloud comput-
ing infrastructures such as Amazon cluster compute instances. Different
from traditional supercomputer setting, the limited network bandwidth
in scale-out HPC clusters makes the data migration prohibitively expen-
sive. To attack the problem, we develop a Unified I/O System Framework
(UNIO) to avoid such migration overhead for scale-out small-medium
sized HPC clusters. Our main idea is to enable both HPC simulation
programs and analytics programs to run atop one unified file system,
e.g. data-intensive file system (DIFS in brief). In UNIO, an I/O middle-
ware component allows original HPC simulation programs to execute
direct I/O operations over DIFS without any porting effort, while an
I/O scheduler dynamically smoothes out both disk write and read traf-
fic for both simulation and analysis programs. By experimenting with a
real-world scientific workflow over a 46-node UNIO prototype, we found
that UNIO is able to achieve comparable read/write I/O performance
in small-medium sized HPC clusters equipped with parallel file system.
More importantly, since UNIO completely avoids the most expensive
data movement overhead, it achieves up to 3x speedups for hybrid sci-
entific workflow applications compared with current solutions.

Keywords: HPC · MPI · Data-intensive · HDFS · Data migration ·
Scientific workflow
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1 Introduction

HPC clusters are delivering increasingly finer resolution simulations and corre-
spondingly generating larger datasets than ever before. Moreover, unlike previ-
ous scientific workflows, which are involved in only compute-intensive simulation,
more recent simulations require multiple cycles of data-intensive analysis and/or
visualization to fully understand the simulation results [8,10,11].

Here we formally define Hybrid Scientific Workflow as the specific type
of workflow that cooperatively runs HPC simulations and HPC data analytics
together. In this hybrid scientific HPC workflow, HPC simulations often gener-
ate massive amounts of data, and therefore are compute-intensive. While most
analytic programs spend the majority of time reading, but performing minimal
computational analysis on large data sets [23,24]. Lattice Quantum Chromody-
namics(QCD) [9] + ADAT and FLASH [17] + ParaView [19] are two hybrid
scientific workflow examples studied in this paper. QCD simulation allows us to
understand the results of particle and nuclear physics experiments in terms of
QCD, the theory of quarks and gluons, while ADAT is a quantum chromody-
namics package used for carrying out post production data analysis; FLASH is
a publicly available multiphysics multiscale simulation code capable of handling
general compressible flow problems while ParaView is used to visualize data
generated by FLASH.

This new workflow gives rise to a big challenge of transferring the ever increas-
ingly heavy volumes of data across every level of network connection [2,14].
Existing HPC clusters usually consist of a dedicated compute cluster and a stor-
age cluster as shown in Fig. 1(a). We define Fig. 1(a) as HPC-Traditional (HPC-
Tra). Data migration is required for performing analytics on compute intensive
resources against data stored on HPC Parallel File System. This data migration
can result in prohibitive latency given a limited network bandwidth.

To deal with this data migration challenge, several researchers have developed
successful solutions for HPC-Tra architectures from two aspects. The works in
[12,16,22,33] develop in-situ techniques to reduce the amount of migrated data

Fig. 1. Two Different configurations for running HPC data analytics applications
(simulations +analytics)
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by performing in-memory analytics before data reach the PFS storage. On the
other hand, the works in [15,20,29,30] have made great efforts to improve over-
all I/O throughput such as ORNL’s Jaguar and LANL’s Roadrunner by adding
I/O forwarding server. In summary, both methods can mitigate the data migra-
tion overhead rather than solve the problem from the root. This data migration
issue will not lead to performance bottleneck in a supercomputer because of its
sufficient network bandwidth ensuing from a dedicated high-speed interconnec-
tion network. However, in a small-to-medium sized HPC cluster setting, shared
ethernet network bandwidth could impose data too heavy to move and therefore
result in performance bottleneck. This is especially true when we run hybrid
scientific workflow in a cloud-based HPC cluster.

In this paper, we develop a framework-level solution named UNIO (as
shown in Fig. 1(b)) for hybrid scientific workflow applications that are not in the
PetaFLOPS-scale or ExasFLOPS-scale and run in small to medium sized HPC
clusters.

UNIO co-locates HPC analytics with Data-intensive File Systems (DIFS) as
shared storage rather than with PFS as shared storage for two reasons. First,
most PFS, such as PVFS [28] and Lustre [7], rely on hardware based reliabil-
ity solutions like per I/O server RAID [31]. If one I/O node is disabled, the
PFS storage system becomes inaccessible or very slow. In comparison, a DIFS
DataNode failure will not affect storage performance and will in fact be com-
pletely transparent to the user. Second, DIFS exposes data location information
to analytics program, therefore analytics task can be scheduled to access data
locally, minimizing intra-cluster data transfer.

UNIO leverages the existing DIFS to support the semantics required for sim-
ulation I/O operations. The framework consists of two interlocked modules: (a)
an I/O middle-ware, providing a generic I/O interoperable management inter-
face for both HPC simulation and data analytics to access a unified DIFS; (b)
an I/O scheduler, a leaky bucket read/write management scheme, avoiding I/O
resource contention and balancing both compute and data intensive workloads
on DIFS by preserving process locality.

Due to the budget issue, we conducted extensive experiments on our on-
site cluster but configure with an identical system configuration as in Amazon’s
cluster compute instances (CCIs) [1,35], where physical nodes are allocated in a
dedicated manner. Our experimental results show that UNIO is able to achieve
comparable read/write I/O performance with small to medium sized HPC clus-
ters equipped with parallel file system. Because UNIO completely avoids the
expensive data movement overhead, it realizes up to 3x speedups in terms of
workflow execution time for hybrid scientific workflow compared with current
solutions.

The rest of this paper is organized as follow: In Sect. 2, we detail the UNIO
design which contains an I/O middle-ware and an I/O scheduler. Section 3
presents evaluation methods, experimental results and corresponding analysis
respectively. Section 4 illustrates the existing solutions and their limitations.
Finally, Sect. 5 concludes the paper.
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2 UNIO Design

To begin with, there are two problems to be solved— (a) I/O interface incompat-
ibility: HPC simulation programs can not directly write to DIFS. (b) Resources
Contention: HPC simulations are compute-intensive and normally write massive
amounts of data, whereas HPC analytics spend most of the time in reading and
performing minimal computations on large data sets. By running both simula-
tions and analytics in a unified cluster, a potential problem of resources con-
tention, especially for storage, is created between simulation writes and analytic
reads.

Fig. 2. High level system design

In this section, UNIO is presented to address these two problems and achieve
the following goals:

– Compute-intensive cluster outputs its application results to the data-intensive
resources.

– Analysis is performed on the data-intensive resource (There is no data migra-
tion, no matter how many times the analysis operations are performed.)

The overall design of UNIO is illustrated in Fig. 2, consisting of two major compo-
nents: an I/O middle-ware and an I/O scheduler, each solves one of the problems
mentioned above. They are briefly described below and will be detailed in the
following subsections.

Component I: I/O Middle-ware. A middle-ware is developed to support var-
ious I/O methods adopted by simulation applications. It includes two subtasks:
(a) providing a write interface for HPC simulations to write scientific data sets
to data-intensive file system; (b) offering an interface to convert the exclusive
N − 1 I/O into the concurrent N − N I/O to enable parallel writing in DIFS.
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Component II: I/O Scheduler. A scheduler is developed to balance the I/O
consumption in the situation of co-existence of both simulations (writing result
data sets) and analytics (reading/writing data sets).

2.1 Software Component I: I/O Middle-ware

Design Considerations. In order to demonstrate our approach, we employ the
Hadoop Distributed file system (HDFS) [6] as our DIFS. We develop the I/O
middle-ware as a virtual distributed HDFS software layer (VHDFS) between
MPI-IO library and physical HDFS on the basis of Fuse-DFS [4], which is based
on the Filesystem in Userspace project FUSE [5]. It supports basic I/O opera-
tions such as reads, writes and directory operations through Linux commands
on HDFS. Fuse-DFS is chosen for the following reasons: (a) FUSE is capable of
providing a standard file system interface without editing kernel code; (b) MPI
applications are able to perform I/O operations against HDFS without any code
modification; (c) current Fuse-DFS solutions already support basic I/O opera-
tions such as reads, write and directory operations through Linux commands,
which reduce the whole cycle development effort; (d) Although FUSE introduces
some overhead, our experimental results show that the benefit we gain by saving
data movement can easily exceed the cost of the overhead produced even with
one time run.

Random/Concurrent Write. Random write means that “processes can write
to a random offset of a file at least one time” and concurrent write is that “multi-
ple processes can write to a single file at the same time”. Even with the support
of Fuse-DFS, these two essential MPI/IO writing methods cannot be realized
in HDFS. The main reason lays on the HDFS I/O characteristics, which can
be explained in twofold: (a) HDFS uses append writes, each time the write is
appended to the last saved files/offsets; (b) to simplify the consistency manage-
ment, HDFS chooses exclusive writes/updates strategy which means any file can
only be opened for write/append by one single process which obviously conflicts
with concurrent write/updates. Fuse-DFS, as a translation layer, translates the
applications I/O operations to HDFS I/O operations, however, it is not designed
to incorporate the complicated parallel I/O operations into HDFS.

In light by PLFS [13,18], which utilized the log-structured file systems to
improve the performance of checkpointing [27], we revised the original Fuse-
DFS by adding an abstract layer VHDFS on top of HDFS as shown in Fig. 3 to
support the two parallel writing functions (concurrent and random write). The
basic idea of VHDFS is to create a virtual mapping layer that maps one logic
file (exposed to the upper applications such as MPI simulations) to multiple
physical files (in HDFS) and use index tables to manage and locate the specific
physical files in HDFS.

VHDFS creates a folder on the underlying HDFS for every logical file to
be written. From HDFS point of view, the basic structure of a folder consists of
multiple physical files, transparent to calling applications. All data files are stored
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in HDFS and spread across all the data nodes; meanwhile we adopt a table to
store the index information of the mapping between the calling applications and
the actual HDFS physical files. Since we only need to store metadata information
in the tables which only requires basic database functions, a shared file based
table or a database table is sufficient.

On one hand, when a process performs random writes to a virtual file, as
shown in Fig. 3, the process will send a random write operation to VHDFS,
which will search the metadata table to determine the actual data file and the
actual write offset from the original random write offset. If the actual data file
exists and the actual write offset is zero, the data file will be truncated to zero
and then re-opened to write the new data; if the actual data file does exist
but the actual write offset is non-zero, then the data will be appended to the
actual data file; otherwise the data will be written to a newly created file. At
last VHDFS will update the data extent records stored in the metadata table
to reflect the new data mapping. Through this metadata recording strategy, a
process is able to perform random write to a HDFS file. At the same time, when
a process wants to read a virtual file, VHDFS will read the metadata table first,
map the original read offset to the actual read offset of the actual data file, and
then read the data files with actual read offsets from HDFS.

Another issue to address is the concurrent write. Suppose there are multi-
ple processes trying to write to a same file concurrently, as process 1 through
process N shown in Fig. 3 would write concurrently to FileA. When considering
concurrent write, we must ensure the procedure of updating the same file are
not interrupted by another process which means they should be independent
as much as possible; otherwise there might be conflicts and the contents might
be inconsistent. To tackle this problem, we ensure that every writing process is
engaged to one single file in HDFS and it exclusively writes to that file with
no conflicts with other processes. As illustrated in Fig. 3, when Proc1 wants
to write some bytes to FileA, it would actually write to subFile1 in HDFS and
record the mapping information between original writing information and actual
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writing information in the metadata table. With this one-one write mapping,
UNIO avoids conflicts caused by multiple processes writing to one single file
concurrently.

2.2 Software Component II: I/O System Scheduler

As specified above, the proposed I/O middle-ware creates the chance for dif-
ferent applications to access the DIFS concurrently. However, it introduces an
extra problem that is the I/O resources contention. It is well-known that this
workflow will not only constantly consume an amount of I/O bandwidth for read
operations to satisfy the input of the analytics, but also periodically utilize I/O
resources to perform a burst of simulation writes. As a result, continuous reads
and periodical writes will exhaust I/O resources and give birth to contention.
This situation is similar to network where the bandwidth is limited by burst
traffic flows. In this section, we introduce the leaky bucket algorithm used in
networks to balance the read/write requests from different sources.

Figure 4 is a block diagram of the proposed I/O scheduler, which consists
of three major components: Write/Read pools, I/O Statistics and I/O Leaky
bucket. Two buffer pools for write and read requests respectively are designed for
storing input requests. The I/O Statistics collects the information to re-schedule
the write and read requests, which means it takes charge of the write/read
request statistics and determines the ratio of write/read requests for the input of
the I/O leaky bucket. The leaky bucket is empty by default and it will pass the
requests based on the ratio of write and read if it does not reach the watermark;
otherwise the backpressure is generated to wait for the availability of the bucket.
The balance between write and read requests is the key point of the scheduler,
and the I/O leaky bucket actually executes the I/O requests in the bucket. Hence
the problem becomes to correctly quantify the speed of read/write operations
at all times. We develop an object function that aims to minimize the difference
between the predefined read/write ratio (RS) and actual read/write ratio (RA)
at certain time frame t so that the scheduler can dynamically adjust the write
and read throughput accordingly. The equation is shown as follows.

µ = |RA − RS | (1)

Thus the goal is to minimize µ at each time slot. On one hand, RS can be con-
sidered as a constant number which is able to be retrieved by collecting previous
read/write ratios. On the other hand, RA is obtained by the I/O monitor. On
each data node, consider the “write” and “read” I/O operations as two indepen-
dent queues at the beginning of the time frame. Denote the number of unfinished
write operations in write queue as nw, the number of unfinished read operation
in read queue as nr, the number of incoming write requests during the current
time frame t as mw, and the number of incoming read requests during the cur-
rent time frame as mr. Then the read/write ratio of current time frame can be
calculated as:

RA =
nw + mw − vw ∗ t

nr + mr − vr ∗ t
(2)
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where vw and vr are desired write and read speeds during the adjustment time
period. The constraint is vw + vr ≤ V where V is the maximum I/O through-
put for the data node. As a linear optimization problem, the object function is
easy to solve and the computation overhead is low enough to be ignored in our
experiments. That is

t =
nw + mw − RA ∗ (mr + nr)

vw − RA ∗ vr
(3)

3 Experimental Results and Analysis

We test our proposed UNIO at UCF CASS cluster consisting of 46 nodes at two
racks, one rack includes 15 compute nodes and one head node and the other
rack contains 30 compute nodes, as shown in Table 1. As CASS’s hardware is
different with the supercomputers: each node has internal disks, we split the
cluster into PFS storage part (15 nodes) and integrated data-intensive/compute-
intensive cluster part (30 nodes) by racks. Data-intensive cluster is configured
with Hadoop 0.20.203: one node for the NameNode and JobTracker, one node
for the secondary NameNode with NFS v3.0 installed, and other 28 nodes as
the DataNode/TaskTracker. In the same cluster as compute-intensive cluster,
MPICH [1.4.1] is installed as compute framework. PVFS2 version [2.8.2] is
installed as HPC storage system on the PFS storage part: one node as the meta-
data server for PVFS2, and other 14 nodes as the I/O servers. Most experiments
are using this configuration unless indicated otherwise. Our proposed system is
beneficial to a set of HPC applications with the following main characteristic:
i.e. output data of compute-intensive jobs are large scale and analyzed afterward
in a cluster with limited network resource.
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Table 1. CASS cluster configuration

15 Compute nodes and 1 head node

Make & Model Dell PowerEdge 1950

CPU 2 Intel Xeon 5140, Dual Core, 2.33 GHz

RAM 4.0 GB DDR2, PC2-5300, 667MHz

Internal HD 2 SATA 500GB (7200 RPM) or 2 SAS 147GB
(15K RPM)

Network Connection Intel Pro/1000 NIC

Operating System Rocks 5.0 (Cent OS 5.1), Kernel:2.6.18-
53.1.14.e15

30 Compute Nodes

Make & Model Sun V20z

CPU 2x AMD Opteron 242 @ 1.6 GHz

RAM 2 GB - registered DDR1/333 SDRAM

Internal HD 1x 146GB Ultra320 SCSI HD

Network Connection 1x 10/100/1000 Ethernet connection

Operating System Rocks 5.0 (Cent OS 5.1), Kernel:2.6.18-
53.1.14.e15

Cluster Network

Switch Make & Model Nortel BayStack 5510-48T Gigabit Switch

We conduct two different sets of experiments, including one benchmark (IOR
benchmark) and real applications—Flash with ParaView, in which Flash is typ-
ical HPC simulation applications running over the HPC clusters. To understand
the simulation output, ParaView is usually launched.

FLASH [17] is a modular, parallel multiphysics simulation code capable
of handling general compressible flow problems found in many astrophysical
environments. It uses the MPI library for inter-processor communication. The
HDF5 or Parallel-NetCDF library for parallel I/O is used to achieve portability
and scalability on a variety of different parallel computers. In our experiments,
HDF5 was used as the default parallel I/O library. The data FLASH generates
will then be visualized by visualization software called ParaView [19]. Both
FLASH and ParaView are developed using MPI. Thus this workflow is matched
perfectly with the first configuration of current HPC data analytics architecture
(shown in Fig. 1(a)). In this set of experiments, we compare the total execution
time for the whole workflow between the traditional solution and our solution,
as shown in follows.

TV HDFS = TFlash + TParaV iew (4)
Ttra = T ′

Flash + Tmigration + T ′
ParaV iew (5)
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where TV HDFS and Ttra are the total execution time for our solution and
traditional one, TFlash and T ′

Flash are Flash execution times; TParaV iew and
T ′
ParaV iew are ParaView execution times; Tmigration is the time of data move-

ment from HPC parallel file system to compute resources.

3.1 Evaluating UNIO with Hybrid Workflow

In this section, we will firstly compare the performance of UNIO with/out I/O
scheduler. Then we discuss the overhead of UNIO.

I/O Performance Test Using Mixed IOR and TeraSort/TestDFSIO
Benchmarks. We evaluated the performance of UNIO and also studied how
our I/O scheduler can help improve the I/O performance for hybrid scientific
workflow. We scaled up the number of data nodes in the cluster and compared the
write performance of two host file systems — PVFS2 and HDFS as illustrated in
Fig. 5. During the experiments, we mount HDFS and PVFS2 as local file system
at each data node if MPI processes are spawned on that node. For each node,
three MPI processes are launched to handle I/O requests. We adopt a 64 MB
block size and a 64 KB data transfer size. To mimic a hybrid scientific workflow,
we run IOR as a representative parallel I/O write benchmark in parallel with
two TeraSort and TestDFSIO read benchmarks as example analysis programs.

Figure 5 shows, when analysis programs are running simultaneously with IOR
on HDFS, the IOR write performance without UNIO scheduler is significantly
degraded in comparison to that of IOR on PVFS2. This result is consistent
with our conjecture as discussed in Sect. 2.2. When both simulation and analysis
programs run against the same file system (HDFS), some spiky write requests
are significantly delayed in the outstanding queue by a large number of pre-
ceding read requests from analysis programs. With the assistance of UNIO I/O
scheduler, we steal appropriate I/O bandwidth from preceding read requests by
granting a burst of write requests higher priority. This results in ramping the
write performance on HDFS up to a comparable level on PVFS2. As seen from
the Fig. 6(a), (b), when the UNIO scheduling scheme is applied, the I/O read
request is dynamically adjusted to a lower level (long response time) while a
burst of incoming write requests is given the highest priority. Consequently, this
achieves an average improvement of 30 % in terms of the write performance. The
scheduler scales up well with an increasing number of nodes. With regards to
the write bandwidth at a 45-node configuration, the average write throughput
(30.1 MB/s) per node on HDFS is close to that of PVFS2 (35.8 MB/s).

To better understand how the UNIO I/O scheduler processes write and read
requests effectively, we implemented a monitor placed at every data node (to
intercept the DataInputStream in hdfs/server/datanode/DataXceiverServer.java
& DataXceiver.java). The response time is calculated as a time interval between
receiving InputStream request and acking InputStream close according to the
system function System.currentTimeMillis(). As seen from Fig. 6(c), a majority
of write operations on a single data node without UNIO scheduler have response
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time ranging from 2.2 s to 4.7 s. With assistance of UNIO I/O scheduler, As
illustrated in Fig. 6(d), the response times becomes much shorter, ranging from
1.5 s to 2.8 s. More importantly, the total program execution time for the two
analysis programs are almost the same with or without the I/O scheduler. This
could come from the following reasons. First, when a burst of write operations
are processed together, these data are usually stored into many consecutive phys-
ical sectors on disk. Such a good locality preservation could potentially reduce
the disk seek time for subsequent disk reads as illustrated in Fig. 6(b). Second,
the Hadoop’s task scheduler implements a good I/O load balancing mechanism.
If one node is too long to respond, the map or reduce tasks are rescheduled to
other nodes for execution.

3.2 Real Scientific Applications

In this section, we aim to mimic an in-situ data processing environment. Firstly,
we run the applications over UNIO and traditional HPC architecture, and then
the analytics programs multiple times over UNIO and traditional HPC settings.

FLASH and ParaView. We compared the performance of the workflow
(Paraview after FLASH) in both the data-intensive cluster and the compute-
intensive cluster. For the control experiments, we build this same configuration
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as Fig. 1(a). FLASH is launched in the compute part while PVFS2 is installed
in storage part, in which one node is used for metaserver while the others are
IO servers. In this configuration, FLASH writes its output and checkpoints into
PVFS2 and ParaView is also reading data from PVFS2 for visualization. To
test UNIO, HDFS is configured similarly on 30 nodes storage part. In this con-
figuration, FLASH and ParaView are directly writing and reading from HDFS
using our UNIO framework. Then we compare the completion time under dif-
ferent visualization repetitions. All the experiments were done three times and
our results are based on the average. Specifically, when using UNIO, we launch
MPI processes for FLASH and ParaView with the same order on the 30 nodes
in order to distributively write/read data to/from HDFS.

Figure 7(a) shows the performance comparison of running FLAHS+ParaView
over UNIO and HPC-Tra. The completion time is influenced by the number
of analysis/visualization performed. Moreover, given the increasing number of
repeated visualization operations, the performance gain of UNIO grows expo-
nentially. For example, in an initial setting with one FLASH simulation and one
ParaView visualization, the execution times of UNIO and HPC-Tra over PVFS2
are comparable. When we increase the visualization iteration by 64 times, UNIO
finishes its execution three times faster than the traditional HPC architecture.
As shown in Fig. 7(b), the time breaking down for paraview shows the reason:
with the increasing number of analysis conducted, the time for data migration
in the traditional HPC configuration has increased significantly when (between
compute resource and PVFS2) more analysis repetition times are performed,
which leads to a larger percentage of the whole completion time.

(a) FLASH and ParaView (b) ParaView Execution Time

Fig. 7. ParaView execution time comparison on UNIO and traditional HPC

4 Related Work

With the increasing popularity of HPC data analytics, many researchers have
been aware of these challenges. Specifically, the data movement overhead,
incurred between simulation clusters and analysis clusters, becomes a major con-
tributor to the performance bottleneck. In recent years, various solutions have
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Table 2. Comparison among existing solutions

Working level Representatives Data migration Scalability Portability

Data ISABELA-QA,
Scala-H-Trace

Yes N/A N/A

File system Shim layer No No Yes

Framework Proposed UNIO No Yes Yes

been developed to reduce the data transfer overhead and they are summarized
in different levels according to the modification level, as shown in Table 2.

The most straightforward way is to reduce the transfer overhead by decreas-
ing the data size. Researchers proposed data-level approaches such as sampling,
indexing and data compression. By using these approaches, the systems only
transfer a small amount of the total data set per query, thus reducing the net-
work transfer overhead. For example, random sampling reduces the data size by
abstracting the statistical properties of the data. Bitmap indexing [3] is adopted
by a number of scientific applications [26] because of better indexing compression
rate and fast boolean query operations. The ISABELA-QA project compressed
the data and then created indexing of the compressed data for query-driven ana-
lytics [22]. Wu et al. developed scalable performance data extraction techniques,
and combined customization of metric selection with on-the-fly analysis to reduce
the data volume in root cause analysis [34]. In summary, these approaches alle-
viate the network transfer overhead into a reasonable range for some specific
applications. However, they cannot completely eliminate the overhead as our
proposed framework-based solution.

Tantisiriroj et al. proposed a file system-level approach which implemented
a PVFS shim layer that enabled the Hadoop applications to run on parallel
virtual file system – PVFS2 [32]. By adding functions of preselecting, file layout
and replication via a shim layer into PVFS2, this work allows both simulation
and analytics programs to run on a single PVFS cluster without the any data
movement. However, one major limitation of this shim layer is lack of appropriate
interaction with runtime and other higher level layers in the framework. For
example, experimental results of a recent work [25] show that the performance
(in terms of throughput) degrades considerably when mixing the two workloads
(periodically checkpoint write and consistently analytics read) together. It is
because the two types of workloads are competing same I/O resources and the
resource allocation problem cannot be well-addressed at the file-system level. To
tackle this scheduling problem of contention, Hindman et al. presented Mesos, a
hierarchical scheduling mechanism, to decide the resource allocation for different
frameworks (such as Hadoop and MPI) running on the same cluster [21]. Our
paper provides a a framework level solution to eliminate the data migration
overhead from the root.
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5 Conclusion

In this paper, we have proposed a Unified I/O Framework (UNIO) to address
the data migration challenges imposed by Hybrid Scientific Workflow after
examining the limitations of current HPC architectures and disadvantages of
existing solutions. Our proposed UNIO consists of two major modules, the I/O
middle-ware and the I/O scheduler. The former enables both HPC simulations
and data analytics to run on one unified storage and the later dynamically
balances read/write operations in the cluster to avoid resources contention and
improve the overall performance. Extensive experiments are conducted to prove
the effectiveness of both modules. By experimenting with a real-world scientific
workflow over a 46-node UNIO prototype, we found that UNIO is able to achieve
comparable read/write I/O performance with current small to medium HPC
cluster equipped with parallel file system, and up to 3x speedups for hybrid
scientific workflow compared with current solutions.
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Abstract. Recently, both the academia and industry have initiated research
directed toward the integration of software-defined networking (SDN) tech‐
nologies into the next generation of networking. In this paradigm, SDN trans‐
fers the control function from the traditional distributed network equipment
to the controllable computing devices, which makes the underlying network
infrastructure abstract to network services and applications. In this study, we
survey OpenFlow-based SDN solutions that were recently proposed in both
academia and industry. We consider technical issues, including SDN require‐
ment, OpenFlow-based approach, challenges, and possible approaches. In
addition, security breaches and possible solutions are described. Our survey
is based on recent research publications.

Keywords: OpenFlow · SDN · Network virtualization · Security

1 Introduction

Traditional network architecture faces a few disadvantages [1]. First, protocols tend to be
defined in isolation and solve a specific problem without the benefit of any fundamental
abstractions. This condition has resulted in the primary limitation of traditional networks:
complexity. Second, the complexity of traditional networks makes applying a consistent
set of access, security, QoS, and other policies difficult for IT. Inconsistent policies cause
an enterprise to become vulnerable to security breaches, non-compliance with regulations,
and other negative consequences. Third, the network becomes complex with the addition
of thousands of network devices that must be configured and managed, which makes the
network unscalable. Finally, the vendors are dependent: carriers and enterprises seek to
deploy new capabilities and services in rapid response to transforming business needs or
user requirements. However, equipment product cycles of the vendors hinder their ability
to respond, and these cycles can range from a period of three years or more.

As the next generation of network architecture, software-defined networking (SDN)
technologies have many advantages. From the operator point of view, the core idea of
SDN is the separation of the control plane and forwarding plane, which simplifies the
network structure and layer, and reduces network construction and maintenance costs.
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Centralizing the control of multi-vendor environments reduces complexity through
automation and high innovation rate. Centralizing also increases network reliability and
security, and granular network control.

SDN technologies have greatly improved in recent years. However, these technol‐
ogies are still far from mature. In the promotion of Cisco and other manufacturers, IETF,
IEEE, and other standards organizations removes links to SDN and OpenFlow, and
retains the programmability. Thus, the generalized concept of SDN is extended, which
refers to various basic network architectures based on programmable open-interface
software, and will control forwarding logic separation. Although the data center deploy‐
ment case has had many SDNs, SDN deployment in a large-scale network has not been
considered for the future.

In the following sections, we conduct a survey on SDN. Our survey is mainly based
on a few typical research projects and recent research. In Sect. 2, we introduce the SDN
requirement. Section 3 specifies the key component of OpenFlow-based SDN. Appli‐
cation scenarios are described in Sect. 4. Section 5 introduces challenges and possible
solutions. Conclusions and open issues are presented in Sect. 6.

2 Requirement Statement

In this section, we briefly describe the requirement of SDN systems.

1. Availability, stability, and efficiency. These concepts are the basic requirement at
the system level.

2. Transport requirement. The designed protocol and interaction model should deliver
reliable and efficient data.

3. Network programmable. The routing policy in the control function should be user
definable.

4. Network virtualization. Network virtualization can not only help the administrator
from every new access-domain physical-connection network virtual function, but
can also effectively reduce waste allocation.

5. Centralized control and visualization. The controller must realize enterprise authen‐
tication and authorization, as well as completely isolate each virtual network. The
SDN controller must be able to control the communication rate.

6. Interworking. Interoperability requires an appropriate protocol that both sustains the
SDN communication interfaces and provides backward compatibility with existing
IP routing and multiprotocol label switching control-plane technologies.

7. Security. The security requirement of SDN mainly focuses on the application layer
and control layer; digestion includes application authorization, authentication, and
isolation-policy conflict.

8. Extendibility. The system must also be able to mitigate the effects of broadcast
overhead and growth of network flow table entries.
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3 Software Defined Network

OpenFlow, as a prototype implementation method of SDN, represents the SDN control-
architecture forward-separation technology. OpenFlow-based SDN is different from the
traditional network-distributed architecture and overturns the traditional network oper‐
ating mode.

3.1 System Architecture

SDN architecture is mainly divided into an infrastructure layer, control surface layer,
and application layer, as shown in Fig. 1.

Fig. 1. Structure of OpenFlow switch.

The SDN controller is responsible for maintaining the global network view, and this
controller updates the table information of switches in the flow through southbound APIs
(e.g., OpenFlow protocol [2]) to realize centralized control of the network. The application
layer interacts with the control layer through northbound APIs, which formulate rele‐
vant business rules (e.g., network configurations and application requirements) to realize
network control and service programmability. In theory, SDN network routing considers a
global view. Therefore, SDN has the natural advantage of in-routing decision-making.

3.2 Component Description

1. OpenFlow Switch: OpenFlow switch is responsible for the data forwarding func‐
tion. Main technical details are composed of three parts [3]: flow table, security
channel, and OpenFlow protocol.

2. SDN Controller: The control layer enforces all the policies to the underlying devices
via southbound APIs using a network operating system (NOS). The crucial objective
of NOS is to provide abstractions, essential services, and northbound APIs to
developers. Communications between NOSs are realized through east–west APIs.
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Early SDN technology has received considerable academic attention, such as the
typical work of SDN of ForCES [4], 4D Architecture [5], RCP [6], SANE, [7] and
Ethane [8].

3. Southbound APIs: Southbound APIs [9] are the crucial instrument for clearly
separating control and data plane functionality. However, defining a switch-level
negotiation framework that allows transparent translation among differentiated
switches is necessary because of the interoperability and heterogeneity problem of
existing protocols (e.g. OpenFlow from 1.0 to 1.4, etc.). Moreover, current TCAM
storage (from 4K to 32K entries) is insufficient in a large-scale network (e.g., IDC).

4. Northbound APIs: The northbound interface is mostly a software ecosystem that
translates application requirements into low-level service requests. Existing control‐
lers, [10] such as Floodlight, Trema, Onix [18], and OpenDaylight, have proposed
and defined their own specific northbound APIs. Therefore, the research includes an
investigation of the general northbound framework that supports different types of
currently northbound API and vertically oriented northbound API management.

5. East–West APIs: East–westbound APIs are a key component that includes import/
export data among distributed controllers, algorithms for data consistency models,
and monitoring/notification capabilities, which is important especially in large-scale
networks, such as a data center and wireless networks.

4 Application Scenarios

4.1 Optimized Network Planning and Deployment

The WAN backbone network completely switches to OpenFlow network to plan a path
of flow, which greatly optimizes network traffic. Network bandwidth utilization rate is
greatly improved, the network becomes stable, management is simplified, and cost is
reduced. Traffic engineering for flow control and route planning can clearly provide a
clear picture of what happened inside the network. Traffic engineering will allow enter‐
prises to control new service-need dynamic-service level protocol. Without the need for
capacity expansion, the supplier can better control the quality of services because they
can be completely based on the need to configure and remove network space.

4.2 Highly Extendable and Efficient Data Center

SDN and OpenFlow improve network manageability, utilization rate, and cost effec‐
tiveness of using programming. Since the beginning of 2012, all shaft connections of
Google data centers have been using this architecture, and the network utilization rate
has reached 95 %.

Google summarizes the advantages of SDN as follows: First, the network structure
is unified, which simplifies the configuration, management, and optimization. Second,
centralized traffic engineering achieves efficient use of cyber source. Third, the system
can realize the rapid polymerization of cyber source and average distribution, and some
network behaviors can be predicted.
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OpenFlow protocol is at the early stage of development. Google research results
show that the existing OpenFlow protocol is sufficient to support the development of
many network applications. However, the router and the function of the controller for
identification remains a topic under discussion, and function configuration is a problem
that has yet to be addressed and resolved.

4.3 Good Virtualization and Security Control

To achieve communication between the monitoring of network virtual machine and
network virtual isolation based on SDN, research on VxLAN network virtualization
mechanism needs to be conducted based on multi-tunnel support, and efficient isolation
of virtual machine communication network between multiple tenants needs to be
achieved, as shown in Fig. 2.

Fig. 2. Virtual machine communication monitoring.

On the basis of this observation, SDN realizes an integration network device monitor;
network data-flow sampling statistics, and business user-flow monitoring technology by
designing an SDN virtual machine network sensing system. The OpenFlow statistical
method based on streaming technology facilitates the flow and priority of each data
analysis in real-time virtual machine communication flow. The method can help to
defend against network attacks. It can also be used to conduct network traffic monitoring
of different tenants and applications, determine the current state of network fault diag‐
nosis, address hidden dangers, and adjust the routing strategy in real time.

5 Challenges and Solutions

The existing hardware platform gives rise to a smooth evolution of virtual network
compatibility and long-term coexistence of challenges. The old equipment determines
how the new network can be fitted and ensures the smoothness of the function and
performance, as well as provides support for business challenges.
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5.1 Network Management Challenges

(1) Forged traffic flows
Network elements can be used to launch a DoS attack against OpenFlow switches
(e.g., exhaust TCAMs) and controller resources from attackers.
Solution: Identifying abnormal flows by adopting intrusion detection systems with
support for runtime root-cause analysis could be helpful.

(2) Attack switch vulnerabilities
One single switch could be used to slow down or drop network packets, clone or
tamper network traffic, and even forge requests or inject traffic to overload neigh‐
boring switches or controllers.
Solution: These challenges can be addressed by using mechanisms of software
attestation, such as autonomic trust management solutions for software components
[11], to monitor and detect the behavior of network devices.

(3) Attack control plane communications
The network elements can be used to generate DoS attacks or for data theft. The
TLS/SSL model is not enough to establish and ensure trust between controllers and
switches. This lack of trust guarantees the creation of a virtual black hole network
(e.g., using OpenFlow-based slicing techniques [12]), which allows data leakage
during normal production traffic flows.
Solution: Securing communication with threshold cryptography across controller
replicas [13], oligarchic trust models with multiple trust-anchor certification author‐
ities or the use of dynamic, automated, and assured device association mechanisms
may be considered to guarantee trust between the control plane and data plane
devices.

(4) Attack controller vulnerabilities
Severe threats to SDN are crucial. A common intrusion detection system [14] may
have difficulty in labeling a behavior as malicious through the exact combination
of events that trigger a particular behavior.
Solution: Many techniques can be used in this situation, such as replication,
employing diversity, and recovery.

(5) Trust cannot be ensured between the management applications and controller
The certification approach is the main difference from the referred threat. Techni‐
ques of certifying network devices are different from those used for applications.
Solution: Adopting mechanisms for autonomic trust management could guarantee
that the application is trusted during its lifetime.

(6) Attack administrative station vulnerabilities
These administrative stations have been an exploitable target in the current network.
Reprogramming the network from a single location is simplified.
Solution: The use of protocols requires double-credential verification and also
using assured recovery mechanisms to guarantee a reliable state after reboot.

(7) Lack of trusted resources for forensics and remediation
The cause of a detected problem will be understood, which then initiates the process
to a fast and secure recovery mode. The resources will be useful if their trustwor‐
thiness (authenticity and integrity) can be assured.
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Solution: Logging and tracing are commonly used mechanisms and are needed
both in the data and control planes. However, they should be indelible (a log that
is guaranteed to be immutable and secure) to be effective. Furthermore, logs should
be stored in remote and secure environments.

5.2 Trusted Association Establishment

Switch-Controller Association: A simple approach would be for controllers to keep
authenticated white lists of known trusted devices. However, this approach lacks the
edibility desired in SDN. Another way is to trust all switches until their trustworthiness
dip goes below an accepted threshold. At that point, all devices and controllers would
then automatically isolate the switch.

APP-Controller Association: A dynamic trust model [11] is required because software
components exhibit changing behaviors from exhaustion, bugs, or attacks. In this study,
the authors use a holistic notion of trust to allow a trustor to assess the trustworthiness
of the trustee by observing its behavior and measuring this behavior based on quality
attributes, such as availability, reliability, integrity, safety, maintainability, and confi‐
dentiality. The proposed model can also be applied to define, monitor, and ensure the
trustworthiness of relationships among system entities.

Cloud infrastructure hardware trusted measurement based on TPM: The software
execution platform process is initiated by using a TPM security module stored before‐
hand with software and hardware equipment boot measurement verification value based
on the key step of starting process of cloud services platform equipment, such as integrity
measurement. If the measure and verification value is consistent, then the device is
reliable. Otherwise, further security updates are isolated. This method focuses on the
underlying hardware process of the cloud infrastructure to ensure a credible verification
process for hardware boot security of the cloud infrastructure (Fig. 3).

Fig. 3. TPM-based virtual machine management.
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5.3 Detect, Correct, or Tolerate Faults

A switch that is dynamically associated with different controllers in a secure way could
automatically tolerate faults. A switch increases control plane throughput and reduces
control delay [36] by choosing the quickest-responding controller.

Increasing the data plane programmability would be helpful in this respect. One
approach involves replacing some of the traditional functionalities of custom ASIC
[37] by using common-purpose CPUs inside the switch. Another approach could act
on behalf of the switch using a proxy element. With a common-purpose microcom‐
puter, the element could simply attach to the switch by being deployed in a small
black box.

Replication is one of the most important techniques to improve the dependability of
the system. The application is replicated with some instances in the example. Controllers
should be replicated as well.

Attackers discover vulnerable targets in the network using various scanning techni‐
ques. One method to defend against these attacks is the use of random virtual IP addresses
using SDN. This technique involves managing a pool of virtual IP addresses in the Open‐
Flow controller, which is assigned to the network hosts, and hides real IP addresses from
the outside network. Moving target defense is a form of adaptive cybersecurity.

5.4 Data Integrity and Confidentiality

A security technology [e.g., transport layer security (TLS)] can mitigate threats to
mutual authentication between the controllers and their switches. Currently, Open‐
Flow specifications describe the use of TLS. However, TLS standard is not speci‐
fied, and the security feature is optional. A full security specification must be defined
to secure the connection and protect the data transmitted across the controller-switch
interface. With a single controller controlling a set of network nodes, the necessary
security may be provided through authentication with TLS. However, access control
and authorization becomes complex in this way. The increase of potential unauthor‐
ized access could lead to the manipulation of the node configuration and malicious
traffic through the node.

An OpenFlow vulnerability assessment focuses on the lack of TLS adoption from
major vendors and the possibility of DoS [17] attacks. The lack of TLS use could lead
to the insertion of modified and fraudulent rules.

6 Summary

In this study, we conducted a survey on SDN. SDN provides a new solution for the
future development of the Internet. Currently, SDN must reconsider the real network
deployment process and optimize performance, scalability, security, and distributed
control requirements. Many open questions related to SDN have yet to be answered.
First, a few proposals should be presented with regard to the SDN issue to test the
real network and evaluate its availability and efficiency. Moreover, the interworking
between SDN and conventional traditional network should be further studied.
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Second, the inconsistent control logic and the extensibility of control plane of SDN
remain to be discussed. Third, proposed SDN security reinforcement schemes are not
comprehensive and are still theoretical.
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Abstract. It is evident in recent years that cloud has resource constraints. Client
requests are at the highest priority of cloud services. Denial of client services
will not only hamper profits but also tarnish reputation of the provider. In these
cases an effort can be made to provision resources from the other cloud pro-
viders so that they can serve the request using their unused resources. In this
way the idea of cloud federation has emerged. The idea is, if a cloud saturates its
computational and storage resources, or it is requested to use resources in a
geography where it has no footprint, it would still be able to satisfy such
requests for service allocations sent from its clients. Our work contributes by
offering a model for enacting the cloud federation. More precisely, we have
introduced a cloud broker which decides whether a job sent to a particular cloud
provider should be served there or routed to another provider. Our proposed
model selects the best option to outsource the request without violating Service
Layer Agreement (SLA).

Keywords: Cloud computing � Cloud federation � Dynamic load sharing �
Cloud broker service � Analytic hierarchy process

1 Introduction

Open source operating system distribution provides great promises for Cloud com-
puting is the most recent abstraction based distributed system that offers computing
services as pay-as-you-go basis [1]. A wide range of services such as - Software as a
service (SaaS), Infrastructure as a Service (IaaS), and Platform as a service (PaaS) are
introduced to a diverse user group from another cloud, organization to single common
users.

Currently, the interoperability among the heterogeneous cloud computing operators
becomes an essential strategy as it directly involved with the profitability of the whole
community. Moreover, due to the unpredictable nature of the distribution of user
requests and user location, it is very difficult to meet user requirements and agreed
Quality of Service (QoS) in time of load spike. As a result the resource sharing is
inevitable in the evolution of the cloud ecosystem. Now, a newer concept ‘Cloud of
clouds’ has emerged which is known as Cloud Confederation. Buyya et al. [1] explored
various challenges that should be addressed to auto-scale the cloud resources in the
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federated cloud. They introduced an architecture that is mediate by a cloud exchange
based on competitive economic model. Such models are always prune to single point of
failure and have poor scalability. Goiri et al. [2] provided several equations and
functions (with parameters) to characterize the providers’ federation in the cloud. The
characterization includes outsourcing jobs to other providers, insourcing free resources
to other providers and shutting down nodes when not in operation. Various protocols
for the interoperability of the clouds are exploited by Bernstein et al. [3]. A well-con-
structed definition of cloud federation was offered by Kurze et al. [4] where they
proposed a reference architecture of cloud federation that allows horizontal and vertical
integration of new service models into the federation. In addition, they also address two
economic problems like vendor lock-in, hold up and underinvestment. A Reservoir
model is proposed by Rochwerger et al. [5] where independent providers make deci-
sion based on its own local preferences. In Reservoir model infrastructure providers
own reservoir sites which make the reservoir cloud federation. Villegas et al. [6]
exploited the layered model for inter-cloud federation which is mediated by a broker
service. Nai-Wei et al. [7] exploited the computing resource allocation which is basi-
cally the management of processing power, network transmission and storage resource.
They also defined a manager frame for cloud and cross-cloud federation architecture
based on inter-trust context. Xiaoyu et al. [8] proposed an architecture for the Real-time
Online Interactive Applications (ROIA).Cloud federation is defined as a business layer
with increased security features and on-demand resource provisioning facilities. A co-
operative game theoretic approaches for horizontal dynamic cloud federation is pro-
posed in the work of Hassan et al. [9]. Lucas et al. [10] proposed a cloud broker tool
that can discover resources and use service constraints, security policy and compliance
policies to allocate the best one that matches the requirements. Yangui et al. [11]
proposed CompatibleOne, an open source broker service for efficient resource provi-
sioning from a federated cloud. They used CompitableOne Resource Description
System to describe IaaS and PaaS resources in the federation of clouds. Kaiyang et al.
[12] formulated the resource reservation problem as nonlinear integer programming
model. To overcome the prohibitive complexity of the model a heuristic algorithm is
introduced which can obtain near optimal solution.

We proposed an architecture to select efficiently the most appropriate federation
member to outsource the user requests. This happens when two or more cloud pro-
viders interconnect their cloud computing environments for accommodating spikes on

Cloud - 4
Cloud - 2 Cloud - 6

Cloud - 5

Cloud - 3
Cloud - 1

Interne

Fig. 1. Global cloud organization
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demand and load balancing. Taking the cloud federation into account, our proposed
architecture includes a cloud broker for each cloud provider to decentralize the decision
making. The cloud broker performs a vital operation of assessing the load of its server
when there is a pending user request. In a situation when server has sufficient idle
resources to entertain the user request, then the broker simply routes the request to its
local datacenter. However, when the cloud provider is heavily loaded and cannot serve
further requests, the broker selects the most appropriate cloud provider that will best
serve the client request at hand while maintaining a good profit for itself. The analytic
hierarchy process is an excellent structured technique that organizes and analyzes
complex decisions based on some given criterion. In our model we consider four
parameters, namely, quality of service, availability, security, and cost. Ensuring the
most balanced tradeoff among these characteristics, the AHP algorithm makes the
decision of selecting the proper cloud provider for the job.

The remaining paper is organized as follows: In Sect. 2 we elaborate the concept of
cloud federation. Section 3 introduces an overview of the AHP. Our novel approach is
explained in Sect. 4. In Sect. 5, we describe the simulation and experimentation to
evaluate our proposed model.

2 Cloud Federation

The concept of cloud federation arises from the concept of ‘Cloud of Cloud’ [1]. Cloud
federation is the practice of interconnecting the cloud computing environments of two
or more service providers for the purpose of load balancing traffic and accommodating
spikes in demand. Cloud federation requires one provider to wholesale or rent com-
puting resources to another cloud provider. Those resources become a temporary or
permanent extension of the buyer’s cloud computing environment, depending on the

Fig. 2. Proposed cloud federation architecture
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specific federation agreement between providers. Cloud federation offers two sub-
stantial benefits to cloud providers. First, it helps to utilize the underutilized resources
of the clouds which can maximize the profit of the cloud providers. Second, it is
essential to expand the geographic footprints as showed in Fig. 1 and to accommodate
unpredictable user spikes in peak hours without acquiring any physical hardware.

In a typical cloud system normally two types of VMs are provided such as –

(1) On-demand VMs – which are based on strict Service Layer Agreement
(SLA) where requirements must be meet. (2) Spot VMs which a dedicated based on
bidding to the user with low price and provider can terminate those VMs if they need to
accommodate on-demand VMs. Cloud federation could be an efficient model to
manage and provision resources to those On-demand and Spot VMs.

3 Background

In Bangladesh, computers are still a luxury for the masses but the trend is changing at a
fast pace with time. Nowadays computers are everywhere from a mobile recharge shop
to corporate world. People are buying different kinds of configuration of hardware as
per their requirements and budget but one piece of the computer is common on every
configuration of hardware and that is the software that runs the computer, which is
Windows. It doesn’t matter whether its XP, 7 or 8, it rules the PC market. In Ban-
gladesh it is a notion that computer means Windows and Microsoft Office. The same
situation is with smart phones. People using android OS does not what to move to
windows phone OS or any other Mobile OS that has different look and feel than
android. But people are using smart phones that are android like OS such as Firefox OS
and other variants of Linux based mobile OS’s. This indicates that with an windows
like interface we can use other computer OS that are much lower on resources and can
open new opportunities in third world countries like Bangladesh. Now the things have
changed in the Linux world it has become very user friendly and usable thanks to the
massive development of open source products. This paper discusses the opportunity
and the acceptability of Linux OS at the all level of the society as well as the possibility
to replace propitiatory and pirated software’s.

Windows has been the star of software’s of all time since the beginning. But in
Bangladesh people use pirated copies of windows that are buggy and vulnerable to
viruses which leads to regular re-installation of the system and which hampers the
productivity and ease of use. In Linux there is less chance of virus attacks thus making
it robust and secured. The people who uses computer for typing jobs, printing,
browsing and other minimal stuff does not required a heavy system like windows to
operate. Therefore in this paper we are trying to show the adaptability of Linux for
specific tasks that lower level people works on. Our work aims to replace windows
with Linux with minimal windows like desktop environment and study the accept-
ability of a new system and see if the minimal UI can increase the ease of use and
interaction.
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4 Analytical Hierarchy Process

The analytic hierarchy process (AHP) algorithm is developed by Saaty [13] in 1988
and is still one of the most popular decision making algorithms and widely used in
decision making under multi-criteria situation. The AHP formulates the decision
problem as a structure of hierarchy, for example goal, criteria, and sub-criteria. A pri-
oritization procedure is then applied to assign the priority to each element of the
hierarchical structure through a pairwise comparison. AHP uses a standardized com-
parison scale having nine levels of importance shown in Table 1 to make the pair-wise
comparison. Let C = {C j/j = 1, 2,…, n} be the set of criteria. After pair-wise com-
parison on n criteria, the result can be preserved in a (n × n) evaluation matrix A where
each element aij is the quotient of weights as shown in Table 1. Right eigenvector
(w) corresponding to the largest eigenvector (λmax) is used to calculate relative prior-
ities (AW) as:

AW ¼ kmax � w ð1Þ

In case of consistent pair-wise comparison, the matrix A has rank 1 and λmax = n.
The rows or columns are then normalized to obtain weights. This procedure is iterated
for all the elements of the hierarchy. In order to synthesize the various priority vectors,
these vectors are weighted with the global priority of the parent criteria and synthe-
sized. This process starts at the top of the hierarchy. In this way, the local priorities are
converted into the overall priorities. As the alternatives are located at the lowest level of
the hierarchy, the newly calculated priorities represent their contributions to the top. In
this way, the problem itself is placed on top of the hierarchy.

In AHP methodology, inconsistency in pair-wise comparison may occur due to
subjective human judgment. Finally, the consistency ratio (CR) [5] is calculated as the
ratio of the error. Therefore, it is important to check the consistency in response
through a consistency index (CI) by using the following equation.

CI ¼ kmax � n
n� 1

ð2Þ

CI and the random consistency index (RCI), which is shown in Table 1. If the value
of CR is 10 % or less, the inconsistency is acceptable. If greater than 10 %, we need to
revise the subjective judgment i.e. the respondents were not consistent while
answering.

Table 1. Random consistency index

Matrix
rank

1 2 3 4 5 6 7 8

CR 0 0 0.58 0.9 1.1 1.2 1.3 1.4
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5 Proposed Architecture

In our proposed architecture we introduce a cloud broker service to each cloud system
in the cloud federation. Due to the decentralized nature of the service it is highly
scalable and free from single point failure. We adopt a simple cloud federation to
model our proposed architecture as shown in Fig. 2.

Each cloud maintains two cloud broker daemon processes that actually decide
whether the request will be served in the local cloud or the remote one. Cloud broker
has two distinct responsibilities (1) assess and provision computing resources of the
most viable cloud member. (2) Response to any incoming outsourcing requests. Two
independent daemon processes are responsible to execute those tasks.

5.1 Information Acquisition

In the phase, upon receiving a request from the user, the cloud broker instance that is
responsible for resource provisioning checks its local datacenter for computing
resources. As we know local data center is serving spot VM, on-demand VM. In an
ideal situation when datacenter has enough resources to provision, the broker just route
the request to the local datacenter to serve. However, in a situation when the datacenter
is heavily loaded and resource provisioning is quite impossible without dropping some
spot VMs, then the cloud broker start to assess the possibility of provisioning the
resources from a suitable cloud federation member. The cloud broker immediately
dispatches a request message to the fellow cloud members asking whether they have
enough resource to provision. Using the replies from the other cloud members, the
broker makes a shortlist of the underutilized clouds who are willing the provision
resources. In case when no suitable cloud is found (i.e. all the federation members are
heavily loaded) the cloud broker can initiate measures to stop some spot VMs to
provision more profitable on-demand VM.

5.2 Service Layer Agreement (SLA) Analysis

Service Layer Agreement is used by the parties who engaged in the electronic business
where the minimum expectation and obligations are recorded including business par-
ties, pricing policy, and properties of the resources required to process the service [3].
Even though the pricing seems most dominating feature in SLA, many other concerns
like availability, security, quality of service might become crucial in SLA. So the most
viable candidate must reflect all those requirements.

5.3 Multi-criteria Decision Making

When a cloud becomes heavily loaded it can route the request to a suitable cloud which
is moderately loaded with requests. The decision is critical as it has to consider the SLA
requirements of the users to select the most suitable cloud. It is a Multi-Criteria
Decision Making (MCDM) problem. We proposed the Analytic Hierarchy Process
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(AHP) to address the problem. It uses criteria such as price, security, quality of service
and availability. Quality of service might be consist of average response time, relia-
bility, elasticity. The decision is based on relative comparisons among those criteria.
The shortlist created by the cloud broker is then ranked using AHP.

5.4 Signing Agreement

Cloud broker then start contacting with the high ranked clouds asking whether they are
interested to utilize their unused resources and send a detailed resource and SLA
requirements. In the receiving cloud the broker instance that is responsible for assessing
incoming outsourcing request checks its current datacenter status and respond with an
approval message. Then the request initiating cloud collects all the approval message
and send confirmation to the most viable cloud and denial message to others. In this
way a three way handshaking is used to confirm resource provisioning agreement.

5.5 Resource Provisioning

The confirmation request from the initiator cloud is used to provision the resources
from the member cloud. When the member cloud has unutilized resources it just starts
provisioning the requested resources. In case of partial resource availability the member
cloud might drop some spot VMs to release resources.

Figure 2 shows the whole diagram of resource sharing inside federated cloud. Here
each individual cloud system maintains a broker demon process which actually
involved making decision about the most suitable cloud. Users are distributed in the
whole world with regional distribution. In our simulated model we combine the
requests of each region using the Userbase which is responsible for handling those
requests through the internet. All those user requests are sent to the appropriate cloud
system for acquire VMs. User requests are handled by the cloud broker in cloud end.

To evaluate our proposed model we have used a simulation environment. Large
scale internet application simulation is very difficult to perform with hardware imple-
mentation. Small test-bed might be manageable; however, it is hard to accommodate
huge unpredictable internet traffic. We have used CloudSim [14–16] to simulate our
experiment.

Simulation Tools. Cloud Analyst is a robust large scale cloud simulator which
facilitates realistic cloud environment with a large scale internet load. The main
advantage of the simulator is its flexibility to test and design new ideas. It also ensures
the repeatability of the experiment. It means simulator can generate similar results if it
could be run with same parameters. However, we had to modify the simulator to
implement our algorithms on the top of its basic structure.

Simulation Setup. For simulation purpose we have used 6 cloud providers in six
geographic regions the architecture and operating cost of the clouds are provided in
Table 2 below.
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The resource capacity such as – number of VMs, image size, memory, bandwidth
of each cloud is provided in Table 3 below.

The processor capacity used in this simulation is 10000 MIPS. Here a detail
illustration of Analytic hierarchy process is explained. It uses Quality of Service,
availability, Price, and Security as criteria and the cloud systems in the federation as
alternatives. It basically makes pair-wise comparison between criteria to extract the
precedence of the criteria over one another.

Table 4 shows that Quality of Service has moderate precedence over the Security,
however, Quality of Service has inverse priority over the Cost by 1/5, means cost has
strong priority over Quality of Service.

We can create pair-wise comparison between alternatives for each criteria which is
given below (Tables 5, 6, 7 and 8).

Table 2. Cost per VM per hour of the cloud federation members

Name C1 C2 C3 C4 C5 C6

Cost per VM $/Hr 0.1 0.15 0.10 0.15 0.08 0.12

Table 3. VM properties

Cloud # VMs Image size Memory BW

C1-C6 50 10000 512 1000

Table 4. Criteria – criteria comparison matrix

QoS Security Availability Cost

QoS 1 3 3 1/5
Security 1/3 1 5 1/7
Availability 1/3 1/5 1 1/9
Cost 5 7 9 1

Table 5. Pair-wise comparison among clouds for QoS

C1 C2 C3 C4 C5 C6

C1 1 3 5 1 1 3
C2 1/3 1 3 1 5 1
C3 1/5 1/3 1 1 9 5
C4 1 1 1 1 3 7
C5 1 1/5 1/9 1/3 1 3
C6 1/3 1 1/5 1/7 1/3 1
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The final ranking of the six candidate clouds are computed as shown is Table 9.

Here C1 gets the highest ranking as it is the local cloud and it gets the advantage of
bandwidth, latency and cost. We choose the next highest cloud C2 to route the user
request.

Non-federated Totally In-house. To evaluate our system, we have used the in-house
request provisioning policy. In this case, no requests are forwarded to the cloud feder-
ation. All the requests are managed within the cloud itself. However, it initiate com-
mands to drop the spot requests when it needs to accommodate the on-demand VMs.

Table 6. Pair-wise comparison among clouds for security

C1 C2 C3 C4 C5 C6

C1 1 9 5 5 5 5
C2 1/9 1 9 5 5 5
C3 1/5 1/9 1 5 5 5
C4 1/5 1/5 1/5 1 5 5
C5 1/5 1/5 1/5 1/5 1 5
C6 1/5 1/5 1/5 1/5 1/5 1

Table 7. Pair-wise comparison among clouds for availability

C1 C2 C3 C4 C5 C6

C1 1 3 5 7 7 3
C2 1/3 1 7 9 7 5
C3 1/5 1/7 1 3 3 7
C4 1/7 1/9 1/3 1 9 9
C5 1/7 1/7 1/3 1/9 1 9
C6 1/3 1/5 1/7 1/9 1/9 1

Table 8. Pair-wise comparison among clouds for cost

C1 C2 C3 C4 C5 C6

C1 1 5 3 6 9 5
C2 1/5 1 5 3 9 3
C3 1/3 1/6 1 2 5 9
C4 1/6 1/3 1/2 1 9 9
C5 1/9 1/9 1/5 1/9 1 9
C6 1/5 1/3 1/9 1/9 1/9 1

Table 9. The final ranking of the clouds

C1 C2 C3 C4 C5 C6

0.4345 0.2389 0.1506 0.0954 0.0500 0.0307

Dynamic Load Sharing to Maximize Resource Utilization 133



Performance Matrices. We applied the following metrics to analyze the impact our
proposed model:
Utilization. Utilization is the fraction of time when the VM is used.

Utilization; ðDuÞ ¼
Pvm

i¼1 runtimeðvmiÞ
vmmax � total time

ð3Þ

where, vm is the total number of VMs which includes on-demand, spot VMs and vmmax

is the maximum number of VMs that a provider can run simultaneously in its data
center. Runtime (vmi) shows the corresponding runtime for each VM.

Profit. Profit is the difference between the achieved revenue and operating cost during
a period of time. For simplicity we have ignored the other costs involved.

Profit;PðDtÞ ¼ revenue ðDtÞ � Cost ðDtÞ ð4Þ

where revenue is the revenue obtained during Dt including on-demand, spot,
contributed to the federation, and outsourced requests, whereas Cost (Dt) is the cost
of the outsourcing VMs at the same period.

Number of Rejected On-demand VMs. This metric shows the number of on-demand
VMs rejected. It considers only on-demand requests as they are the primary source of
revenue and reputation.

Fig. 3. Impact of the traffic on utilization

Fig. 4. (a) Impact of traffic on profit. (b) Impact of traffic on the number of on-demand VM
rejections.
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Increase of Utilization. We have used the formula (3) to compute the utilization of the
cloud system and normalized it using NFTI utilization as base line value. As we have
mentioned earlier that the NFTI policy does not explore the situation of exploiting other
cloud federation members, the use of normalized values can illustrate the efficiency of
the federation. It can be seen from the Fig. 3 that, for limited number of requests both
approaches have same utilization as they can accommodate them in-house. However,
with the gradual increase of the number of requests the NFTI can accommodate the
on-demand requests by dropping the spot requests where our proposed model can
increase the utilization further by using the idle capacities of the member clouds of the
federation. The simulation reveals that our proposed model provides 11 % more uti-
lization than the NFTI policy and shows an incremental trend as the number of requests
increases.

Impact on Profit. The profit can be computed by using Eq. (4). In Fig. 4(a), it can be
seen that profits are merely same for both model when the number of requests are low.
It is very obvious, as the local datacenter is capable to process the VM requests.
However, when the number of requests increases our model provides increased profit
due to its outsourcing capability. SLA agreements are also sustained as we choose the
most appropriate cloud for resource provisioning. Simulation shows that profit has an
increasing trend with the increase of client requests, because our system choose the
resources with optimal costing. This minimal cost helps to increase the profit of the
cloud provider. For 28756 client requests our model ensures 12 % more profit that the
NFTI policy.

Decrease in On-demand VM Rejections. The last and most important performance
matric is the number of on-demand VMs that are rejected. It can be seen from the Fig. 4
(b) that both model can sustain without rejecting the on-demand VMs for a certain level
of user traffic. In such situation NFTI start to drop the spot VMs and accommodate the
on-demand VMs. However, after that it starts rejecting the on-demand requests with a
merely exponential rate where our proposed model is highly resilient due to its fed-
erated resource provisioning capability. In the simulated environment, our proposed
model reduces the number of VM rejection by a factor of 5.

6 Conclusion

Cloud architecture comes with a high elasticity of resource provisioning and utilization.
However, the instant on-demand computing facilities might be a challenging with the
increase of client requests. Due to the unpredicted nature of the load, it become difficult
to acquire hardware and other resources to accommodate the increased load. To address
such situation Cloud federation is a useful paradigm for resource sharing in cloud. In
our work, we proposed a decentralized broker based approach that independently
decide about the incoming client requests and route to the most viable cloud member in
the federation. We model the satiation as a Multi-criteria Decision Making (MCDM)
problem and investigated the parameters that are involved to select the best possible
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option to route the requests. Our study provides a novel solution to the select the most
suitable cloud where user request can be routed in time of resource shortage due to
heavy user load. For the performance analysis we simulate our model and compare in
with NFTI policy for three individual performance matrices – utilization, profit, and
number of VM rejections. Our proposed architecture outperforms the NFTI in all three
cases. It increases utilization 10 %, profit 12 % while confirms a 5 fold reduction in
number of the VM rejections. We plan to investigate other decision strategies and
parameters that can be used to improve the architecture.
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Abstract. As a new computing paradigm, cloud computing is receiv-
ing considerable attention in both industry and academia. Task schedul-
ing plays an important role in large-scale distributed systems. However,
most previous work only consider cost or makespan as optimized objec-
tive for cloud computing. In this paper, we propose a soft real-time task
scheduling algorithm based on particle swarm optimization approach for
cloud computing. The optimized objectives include not only cost and
makespan, but also deadline missing ratio and load balancing degree.
In addition, to improve resource utilization and maximize the profit of
cloud service provider, a utility function is employed to allocate tasks to
machines with high performance. Simulation results show the proposed
algorithm can effectively minimize deadline missing ratio, maximize the
profit of cloud service provider and achieve better load balancing com-
pared with baseline algorithms.

Keywords: Cloud computing · Task scheduling · Real-time · Virtual
machine · Particle swarm optimization

1 Introduction

Cloud computing, as a new computing paradigm [1,2], is receiving considerable
attention in both industry and academia. Scalability, virtulization [3], on-demand
services and ubiquitous access are main features of cloud computing. Cloud com-
puting provides the following three services: infrastructure as a service (IaaS),
platform as a service (PaaS) and software as a service (SaaS) [4]. Task scheduling
is one of the crucial technologies in cloud computing. The overall performance of
cloud system depends on that the scheduling algorithm is superior or not. How
to efficiently and rationally allocate the finite, heterogeneous and geographically
distributed resources to meet the end-user’s requirements is an urgent issue for
cloud service provider.

As a typical problem of the field of high performance computing, task allo-
cation and scheduling has been addressed in a variety of applications, such as
c© Springer International Publishing Switzerland 2015
W. Qiang et al. (Eds.): CloudCom-Asia 2015, LNCS 9106, pp. 141–152, 2015.
DOI: 10.1007/978-3-319-28430-9 11
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multiprocessor system, social networks and grid computing [5,6]. The researches
on task allocation and scheduling in distributed systems can not directly apply
in cloud due to the commercial-oriented nature of cloud computing. Recently,
more and more attention has been pay to the issue on task scheduling in cloud.
In [7], a new task scheduling model is proposed to solve load imbalance problem
between virtual machines (VM). However, they only aim at load balancing and
minimizing execution time. Ramezani et al. [8] proposed an algorithm to transfer
extra tasks from an overloaded VM instead of migrating the entire overloaded
VM. But, our method is quite different from their’s for achieving load balance. In
[9], authors propose a lookahead genetic algorithm (LAGA). The proposed algo-
rithm utilizes the reliability-driven reputation to optimize both the makespan
and the reliability of a workflow application. An energy-aware scheduling algo-
rithm named EARH for real-time and independent tasks is proposed in [10]. The
EARH employs a rolling-horizon optimization policy. However, both [9,10] fail to
explicitly discuss the cost of cloud service provider. In [4,11–13], authors employ
particle swarm optimization approach to guide the process of task scheduling.
However, their optimized objective is either makespan or cost. Moreover, the
system in [4] is hybrid cloud. But hybrid cloud is still in its infancy because
formal inter-cloud agreement is hardly to set. Therefore, there is still consid-
erable room for further research on task allocation and scheduling in cloud. In
this paper, we propose a soft real-time task scheduling algorithm based on par-
ticle swarm optimization (RTA-PSO) approach for cloud computing. In order to
improve resource utilization and maximize the profit of cloud service provider
within deadline constraint, a utility function is employed to allocate tasks to
machines with high performance.

The rest of this paper is organized as follows. In Sect. 2, problem description
and formulation is given. Section 3 presents our algorithm. Section 4 provides
the simulation results and analysis. Finally, we make conclusions and discuss
the future work in Sect. 5.

2 Problem Description and Formulation

2.1 Problem Description

The symbols used in this paper are listed in Table 1. In this paper, a task is
an entity which fulfills a given specific function and is the smallest granular-
ity of task scheduling. Resources in cloud generally refer to virtual machine
(vm) which is running separately on physical machine. Due to the virtualiza-
tion technology, utilization of resources has been greatly improved. Given a set
T = {t1, t2, t3..., tm} of m independent tasks which have different arrival time and
strict deadline constraint. Considered a group V M = {vm1, vm2, vm3, ..., vmn}
of n virtual machines running on the cloud system. Given a task ti ∈ T , ai and
di are used to denote the arrival time and deadline time of task ti, respectively.
fi and allo(ti) represent the expected finish time of ti and serial number of vm
task ti allocated to, respectively. Because virtual machines we considered are
heterogeneous, thus the execution time and cost of tasks are different. Matrixes
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Table 1. Symbols in this paper

Symbol The meaning of symbols

vmi The ith virtual machine (vm)

ti The ith task

ai The arrival time of ti

di The deadline time of ti

etij The execution time of ti on vmj

costij The cost of ti on vmj

fi The expected finish time of ti

estij The earliest start time of ti on vmj

allo(ti) The number of vm ti is allocated to

ET = (etij)m×n The execution time matrix

Cost = (costij)m×n The cost matrix

EST = (estij)m×n The earliest start time matrix of ti

ET = (etij)m×n and Cost = (costij)m×n refer to the execution time and cost
of ti executed on vmj , respectively. Besides, tasks in this paper are deadline-
sensitive. Thus, we calculate the earliest start time of a task on vm to which the
task allocated. We use matrix EST = (estij)m×n to denote the earliest start
time of task ti allocated to vmj . Then, our goal is to rationally and efficiently
allocate the m tasks to the n vms to minimize task makespan, balance the loads
and maximize the profit of cloud service provider under deadline constraint.

2.2 Problem Formulation

The total execution time for m tasks can be defined as

Time =
m∑

i=1

eti,allo(ti) (1)

Similarly, the total cost for m tasks can be express as:

Tot Cost =
m∑

i=1

costi,allo(ti) + pena × fail num (2)

where pena denotes the penalty cost of a fail task and fail num refers to total
failure tasks. In order to approach the realistic operation cost of providers, we
introduce this simple punishment mechanism, i.e. the right part of formula (2).

Due to the limited capacity a vm has, load balance should be considered in
a superior task scheduling algorithm. Here, the degree of load balance can be
represented as:

Bal =
n∑

i=1

|bi − b̄| (3)
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Initial the velocity and 
position of particles

Calculate pBest and gBest

Update velocity and 
position of particles

Calculate fitness of
current particle and 

compare it with pBest and 
gBest, update

The termination 
condition is met

Output gBest and 
end

Fig. 1. Standard PSO flowchart.

where bi, the load of vmi, denotes the time that vmi successfully executes all
tasks in its task queue. b̄ denotes the average load of vms in the system.

Finally, the failure ratio of task scheduling can be expressed as:

FR =
fail num

m
(4)

where m is the total number of tasks. According to the above description, the
problem can be formulated as follows.

Minimize(Time, Tol Cost,Bal, FR)
S.T.∀ti ∈ T, esti,allo(ti) + eti,allo(ti) ≤ di (if yi = 1)

(5)

where yi equal to 1 means that task ti was executed successfully. Otherwise, task
ti failed.
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3 Proposed Algorithm

3.1 Particle Swarm Optimization Flowchart

Figure 1 is a standard Particle swarm optimization (PSO) flowchart. PSO is
a relatively recent heuristic optimization approach proposed by Kennedy and
Eberhart [14]. Ease of implementation and fast convergence are the advantages of
PSO over many other optimization algorithms. A great number of experimental
results show that PSO can solve nearly all kinds of optimization problems that
can be solved by genetic algorithm and other optimization approaches, thus it
is indeed a powerful and vital optimization tool.

3.2 Particle Encoding and Fitness Function Design

Task allocation and scheduling is a NP-Complete problem. As the description
in last section, task scheduling in cloud is also a multi-objective optimization
problem. In this paper, PSO is tailored to address task scheduling problem in
cloud environment, i.e. discrete particle swarm optimization (DPSO). We adopt
binary encoding by using an array X and V to represent position and velocity
of a particle [15,16]. Both X and V have m × n elements.

xij =
{

1, if ith task can executed on jth vm
0, else

(6)

At each iteration, the position and velocity of particles are updated according
to the following formulas:

V t+1(i) = wV t(i) + c1r1(pBest(i) − Xt(i))

+ c2r2(gBest − Xt(i))
(7)

Xt+1(i) =
{

1, if rand() < sigmoid(V t+1(i))
0, else

(8)

where t refers to the current iteration times, X(i) and V (i) is the position and
velocity of i-th particle, pBest(i) is the best position of particle i, while gBest
is the best position of whole population, w is inertia weight, c1 and c2 are accel-
eration factors, r1 and r2 represents two numbers randomly generated in the
range of [0,1], rand() is the random function for generating random number in
the range of [0,1], and sigmoid(x) = 1/(1 + e−x) is data normalized function
which maps large number onto smaller one.

An appropriate inertia weight w can strike a better balance between global
and local search. Therefore, we manipulate DPSO with a linearly descending
method [17]:

w = wmax − (wmax − wmin) × Cur iter

Max iter
(9)

where wmax and wmin are maximal and minimal value of w, respectively. Cur iter
and Max iter refer to the current iteration times and maximal iteration times,
respectively.
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In Sect. 2, we have described that task allocation in cloud environment is a
multi-objective optimization problem. In this paper, we transform the problem
into a single-objective optimization problem by means of weighted sum approach.
The fitness function is shown as follows.

Fitness = α × Time × (1 + FR) + β × Bal

+γ × Tot Cost
(10)

where α, β and γ are weighted parameters. And α + β + γ = 1.

3.3 DPSO-Based Task Scheduling Algorithm Description

Algorithm 1 shows the pseudo code of DPSO-based Task Scheduling procedure.
i refers to the serial number of current particle. j and m denotes the serial
number of task and the total number of tasks, respectively. cur particle fit rep-
resents the fitness value of the current particle.The smaller the value is, the
better position of current particle is (according to Eq. 10). Generally, the termi-
nation condition is the maximum iteration times or a good enough solution. If
the termination condition is met, the solution will be obtained and the run is
terminated. Algorithm 2 is the pseudo code of Allocate task operation in Algo-
rithm1. par num is serial number of current particle. task num is serial number
of task which is waiting for allocating. And vm num is serial number of virtual
machine which is waiting for choosing. The algorithm chooses a vm with better
comprehensive capacity to perform the task. Then, it updates needed informa-
tions and puts the task into task queue of the vm choosed. If there is no vm to
undertake the task, then, vm num is set as −1.

Algorithm 3 is the pseudo code of Choose vm operation in Algorithm 2. In
order to improve resource utilization and maximize the profit of cloud service
provider within deadline constraint, a utility function is employed to allocate
tasks to vm with high performance. Here, the weighted sum approach is employed
as well. We allocate a task to the vm according to the formula below.

U(i, j) =wt1 × UB(i, j) + wt2 × UT (i, j)
+ wt3 × UC(i, j);

(11)

where wt1,wt2 and wt3 are weighted parameters, U(i, j) is the utility function
of task, the smaller the value of U(i, j) is, the better vmi execute tj comprehen-
sively. UB(i, j), UT (i, j) and UC(i, j) denote the load degree, time consumption
degree and cost degree of vmi which executing tj , respectively compared with
other vms which take part in tj . The current load bi, time consumption etji
and costji of vmi are mapped in the range of 0 to 1 by using a linear data
standardization function, f(x) = (x − Min)/(Max − Min).

4 Simulation Results and Analysis

4.1 Experiment Setup

A distributed computing environment is simulated to evaluate the performance
of our proposed scheduling algorithm. We compare real-time task scheduling
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Algorithm 1. DPSO-Based Task Scheduling Algorithm
Input: Task, Particles
Output: gBest

1 foreach particle Pi do
2 pBesti = Generate initial position(Pi)

3 foreach pBest of particle Pi do
4 gBest = Max(pBest1, pBest2, ...)

5 repeat
6 j ← 1;
7 while j ≤ m do

8 Select the task tj ; /* has sorted by priority */

9 Calculate est(tj);

10 Allocate task(tj);

11 j + +;

12 foreach particle Pi do
13 Calculate cur particle fit;
14 if cur particle fit < pBesti fit then
15 Update(pBesti);

16 if cur particle fit < gBest fit then
17 Update(gBest);

18 if the termination condition is met then
19 Output gBest; Break;

20 else
21 foreach particle Pi do
22 Update(Pi velocity);

23 Update(Pi position);

24 until the termination condition is met ;

algorithm based on particle swarm optimization (RTA-PSO) approach with real-
time task scheduling algorithm based on genetic algorithm (RTA-GA) which is
redesigned from look-ahead genetic algorithm (LAGA) [9]. Min-Min [6,18] algo-
rithm is a traditional heuristic approach on task allocation. To further verify the
effectiveness of RTA-PSO, we extend Min-Min algorithm (name it RTA-MM)
and compare it with our proposed algorithm. Generally, the parameters of simu-
lation are set as follows: both values of etij and costij are selected from a uniform
distribution in [50, 350]. α, β and γ are set as 0.3, 0.2 and 0.5, respectively. wt1,
wt2 and wt3 are set as 0.1, 0.4 and 0.5. Max iter, wmax and wmin are set as 50,
0.9 and 0.4. c1 and c2 are set as 2. pxover and pmutate are set as 0.8 and 0.15,
respectively. In this paper, we compare RTA-PSO with RTA-GA and RTA-MM
on deadline missing ratio (DMR), task makespan, total cost and load balance
degree.
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Algorithm 2. Allocate task operation
Input: task num, par num
Output: vm num

1 vm num ← −1;
2 Task t;
3 t ← task[task num];
4 vm num ← Choose vm(par num, task num);
5 if (vm num == −1) then
6 cur failnum[par num] + +;
7 particle scheme[task num][vm num] ← −1;
8 return;

9 else
10 Update the makespan of current particle; /* update information */

11 Update the workload of current particle;

12 Update the cost of current particle;

13 Update information of task t;

14 Put t into vm’s task list;

Algorithm 3. Choose vm operation
Input: task num, par num
Output: vm num

1 int ret num ← −1;
2 foreach Virtual Machine VMi do
3 Find Max Cost(VMi, task num);

4 Find Min Cost(VMi, task num);

5 Find Max Load(VMi, task num);

6 Find Min Load(VMi, task num);

7 Find Max Exec Time(VMi, task num);

8 Find Min Exec Time(VMi, task num);

9 foreach Virtual Machine VMi do
10 Calculate U(i,task num); /* according to formula(11). */

11 foreach Virtual Machine VMi do
12 Find minimal U(i,task num); ret num = i;

13 return ret num;

4.2 Effect of Task Deadlines

First, we carry out a group of experiments to observe the performance impact of
task deadlines on RTA-PSO, RTA-GA and RTA-MM. Without loss of generality,
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(a) Deadline missing ratio (b) Makespan

(c) Total cost (d) Load Balance Degree

Fig. 2. Effect of task deadline.

the number of tasks is set as 200 and the deadline of tasks is distributed uni-
formly in [100, 200], [125, 225], [150, 250], [175, 275] and [200, 300] for 5 times
experiments.

From Fig. 2(a), (b), (c), and (d), we can find that the deadline missing ratio
of three algorithms are dropping with the increasing of deadline time. RTA-MM
only chooses the vm which has the smallest execution time to perform a task.
Thus, RTA-MM has the best performance on task makespan, but performs not
well on other indexes. RTA-PSO strikes a good balance between global explo-
ration and local exploitation and well balances the multiple objectives. Therefore,
it performs better on each index especially deadline missing ratio. RTA-GA per-
forms better than RTA-MM on every metric except makespan, but there is still
a gap between RTA-GA and RTA-PSO. Because, RTA-GA weeds out too many
individuals making diversity of the population more and more monotonous and
likely to get stuck into local optimal.
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(a) Deadline missing ratio (b) Makespan

(c) Total cost (d) Load Balance Degree

Fig. 3. Effect of task number.

4.3 Effect of Task Number

To observe performance impact of different number of tasks, without loss of
generality, sixty vms are tested with 250, 300, 350, 400, 450 tasks, respectively.
The deadline of each task randomly distributed over [200, 300].

As Fig. 3(a), (b), (c), and (d) shown, regarding makespan, RTA-MM is
affected most with task number increment while RTA-PSO is affected the least
and RTA-GA is medium. RTA-PSO performs well on each metric especially
deadline missing ratio and total cost. RTA-GA is closed to RTA-PSO except
deadline missing ratio. However, RTA-MM performs not well on every index.

5 Conclusion

This paper presents a novel soft real-time task scheduling algorithm based
on particle swarm optimization approach (RTA-PSO) for cloud computing. To
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maximize profit of cloud service provider, minimize deadline missing ratio and
makespan, and well balance workload, we construct a DPSO method to solve
this multi-objective problem. Meanwhile, a utility function is designed to exploit
the capacity of cloud resources more thoroughly. To evaluate the performance of
RTA-PSO, we conduct extensive simulations to compare RTA-PSO with RTA-
GA and RTA-MM. The simulation experiments show the proposed algorithm is
effective. In the future, we will focus on providing fault-tolerant mechanism to
improve the reliability of cloud system.
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Abstract. Modern GPU applications often need to synchronize thou-
sands of threads for correctness. The warp scheduling algorithm, mem-
ory coalescing and memory scheduling algorithm etc. may cause different
execution schedules for the warps in the same Cooperative Thread Array
(CTA). So when synchronization happens, waiting is required and syn-
chronization cost is introduced. In this paper, we examine the synchro-
nization cost of multiple GPU applications in three metrics. With syn-
chronization information in CTA boundary, the warps still running in the
CTA can know their lagging degrees. We promote the warp scheduling
priority and memory scheduling priority for these warps and their mem-
ory requests to accelerate the execution speed of these warps, making
warp scheduler and memory scheduler synchronization-aware. The exper-
iments show that the synchronization-aware warp scheduling algorithm
reduces the synchronization metrics to 86.66 %, 92.12 % and 85.63 % com-
pared with the baseline and improves the GPU performance by 5.76 %.
For memory intensive benchmarks, the synchronization-aware memory
scheduling algorithm improves the system performane by 6.81 %. The
combination of these two schedulers can further improve the GPU per-
formance by 6.46 %.

1 Introduction

The development of general purpose Graphics Processing Units (GPGPUs) [15]
and high-level parallel programming models such as CUDA [21] and OpenCL
[24] have led to the increasing adoption of the GPU for running data paral-
lel workloads. The Single-Instruction, Multiple-Thread (SIMT) nature of GPUs
makes them run a group of threads (warp in CUDA terminology or wavefronts
in OpenCL) in lockstep. So the threads in the warp have the same execution
progress. But this is not sure for Cooperative Thread Array (CTA). When a CTA
reaches a synchropoint, that is, at least one warp of the CTA has reached the
synchropoint, we call the CTA as Synchronization waiting CTA (Sw-CTA). Oth-
erwise, it is called non-Sw-CTA. Since the warps in a CTA often run unevenly,

c© Springer International Publishing Switzerland 2015
W. Qiang et al. (Eds.): CloudCom-Asia 2015, LNCS 9106, pp. 153–164, 2015.
DOI: 10.1007/978-3-319-28430-9 12
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the first arrived warps have to wait for the rest warps in the Sw-CTA, caus-
ing synchronization cost. Besides, current programming models such as CUDA
and OpenCL only support the thread synchronization in CTA boundry. Since
multiple CTAs can be assigned and run on a Streaming Multiprocessor (SM)
simultaneously, the warps of these CTAs are interleaved to increase resource
utilization and instruction throughput. So the synchronization of the warps in a
CTA is further disturbed.

We observe that the synchronization cost of different synchropoints and dif-
ferent applications varies a lot. Large synchronization cost will cause severe dis-
ruption to applications performance. To our knowledge, although several work
have considered the synchronization [10,12,16], they never attempt to optimize
its cost. In this paper, we try to reduce the synchronization cost by warp schedul-
ing optimization and memory scheduling optimization, using synchronization
information (sync-info). The sync-info is appended in each Synchronization wait-
ing warp (Sw-warp). The Sw-warps in the SM are prioritized and are warp
scheduling synchronization-aware (sync-w). So the time for the synchronization
can be reduced. If a Sw-warp executes a memory instruction, then each of the
memory requests produced by this warp is called Synchronization waiting request
(Sw-request). The sync-info is also appended in each Sw-request to promote their
priority. So the memory access time of the Sw-request can also be reduced by
making the memory scheduling synchronization-aware (sync-m).

The experimental results show that by using sync-w, the synchronization
cost is reduced to 86.66 %, 92.12 % and 85.63 %, according to the three metrics.
By using sync-m, the synchronization cost is reduced to 71.09 %, 80.24 % and
69.69 % for the memory intensive applications. They both improved the GPU
performance by 5.76 % and 2.81 % in average, respectively. Finally, the combi-
nation of these two optimization further improves the GPU performance.

2 Background and Methodology

2.1 Baseline GPU Architecture

Our baseline GPU architecture consists of multiple SMs. Each SM has several
private caches and a software managed shared memory. All SMs connect to a
shared L2 through an on-chip interconnection network. The L2 is banked and
each bank corresponds to a memory channel. Each memory channel has an inde-
pendent GDDR5 memory scheduler. We use GPGPU-Sim (v.3.2.2) [3], a cycle
accurate GPU Simulator to fulfill a Fermi-like GPU architecture as baseline. The
detailed configuration parameters of our baseline GPU are showed in Table 1.

GPU Thread Synchronization: CUDA applications call the syncthreads()
function when coordinated communication between the threads of the same
CTA is needed to avoid data hazards. Once the function is called, the threads
have to stall at the barrier until the rest threads in the same CTA arrive.

Warp Scheduling Algorithm: A greedy-then-oldest (GTO) warp scheduler
is employed in the baseline GPU. GTO runs a single warp until it stalls and
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Table 1. Baseline GPU architecture configuration

#SM 15 * 2

SM configuration 700 MHz, SIMT width= 32

Resources per SM Max. 1536 threads (48 warpsSM), 48 KB shared memory,
32768 registers

Caches per SM 16 KB 4-way L1 data cache, 12 KB 24-way texture cache,
8KB 2-way constant cache, 2 KB 4-way I-cache, 128B
cache block size

Warp scheduling Greedy-then-oldest (GTO) [23]

Interconnection 1 dimension butterfly (30 SMs + 6 L2 Banks), 700MHz

L2 Cache 768 KB 8-way 6 banked L2 shared cache, 120-cycle
latency

Memory model 6 GDDR5 Memory Controllers (MCs), FR-FCFS
scheduling 16 DRAM-banks/MC, 924 MHz memory
clock, 340-cycle latency

Hynix GDDR5 timing [9] tCL = 12, tRP = 12, tRC = 40, tRAS = 28, tCCD = 2, tRCD

= 12, tRBD = 6

then it picks the oldest warp. The age of a warp is determined as the time
it is assigned to the SM.

Memory Scheduling Algorithm: Commonly used First-ready FCFS (FR-
FCFS) [22,25] is used as our baseline GPU memory scheduling algorithm.
This scheme is targeted at improving DRAM row hit rates, so (1) row-hit
requests are prioritized over other requests; (2) older requests are prioritized
over younger requests.

2.2 Benchmarks

Since not all GPU applications need thread synchronization, we only choose the
synchronization demanded applications in this paper. In total, we employ 16
applications from suite [3], CUDASDK, Rodinia application suite [5], and Mars
[8] as listed in Table 2. Each application runs at most 1 billion GPU instructions.

Table 2. Benchmarks

Suite Applications (abbreviations)

ISPASS09 AES, LPS, NQU, RAY

CUDASDK dxtc(DXTC), matrixMUL(MM)

Rodinia Backprop(BP), b+tree(B+), heartwall(HW), hotspot(HS), LUD,
pathfinder(PF), srad(SRAD)

Mars Kmeans(KM), PageViewCount(PVC), SimilarityScore(SS)
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3 Motivation

3.1 Synchronization Cost Sources

There are multiple runtime factors make large CTA synchronization cost. Firstly,
the branch instructions make warp divergence that executing different directions,
leading to asynchronous warp execution. Secondly, warp scheduling algorithms
usually interlace warps of all CTAs to increase throughput, so the warps in a
CTA will run discontinuously. Thirdly, current memory schedulers do not distin-
guish the Sw-request and non-Sw-request, so they are processed in an interleaved
manner.

3.2 Synchronization Cost Analysis

To represent the synchronization cost accurately, we propose three metrics,
namely Worst Synchronization Waiting Time (WSWT), Average Synchroniza-
tion Waiting Time (ASWT) and Average Synchronization Cost (ASC). For a
GPU application, we assume that it has SN synchropoints, ni is the warp count
on ith synchropoint, W ij is the j th warp in ith synchropoint. Then W i0 is
the first warp that reaches ith synchropoint and W ini

is the last warp that
reaches ith synchropoint. Then WSWT, ASWT and ASC can be calculated as
Eqs. 1, 2 and 3, respectively, where Wini

− Wi0 is the synchronization cost of
synchropoint ni.

WSWT = MAX(Wini
−Wi0) (1)

ASWT =
1

SN

SN∑

i=0

(Wini
−Wi0) (2)

ASC =
1

SN

SN∑

i=0

ni∑

j=0

(Wini
−Wij) (3)

Figure 1 shows the ASWT, WSWT and ASC of the benchmarks. We find
that different benchmarks have various ASWT, WSWT and ASC. For example,
ASWT value varies from 35.46 of NQU to tens of thousands of PF and SS. The
differences are also huge for WSWT and ASC. The closer the value of WSWT
and ASWT, the more balance the synchronization lies. MM and LUD are of
this kind as their kernels are relatively regular. In this paper, we focus on the
warp scheduling algorithm and the memory scheduling algorithm to reduce the
synchronization cost.

4 Design Methodology

4.1 Synchronization-Aware Warp Scheduling (sync-w)

The idea of sync-w is reducing the synchronization cost by prioritizing the Sw-
warps. When a warp reaches a synchropoint, the barrier will record the number
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Fig. 1. ASWT, WSWT and ASC of GPU applications

of warp that reached the synchropoint in the sync-info. For a warp that reachs
the synchropoint, we say it is a Sw-warp and the CTA it belongs to is a Sw-CTA.
Since sync-w only concerns the Sw-warps, it has to depend on a current one. We
will see that this is also true for sync-m. To demonstrate the idea of sync-w,
we use GTO as baseline warp scheduling algorithm where the warps are sorted
according to their initialized time.

We add an ordering rule on GTO for sync-w to prioritize the Sw-warps in
scheduling. First, higher sync-info Sw-warps are prioritized over lower Sw-warps
and all Sw-warps are over other warps; Secondly, older warps are prioritized over
other warps. And for the Sw-warps of same sync-info, older warps are prioritized
over other warps. Figure 2 shows scheduling examples of baseline GTO scheduler
and sync-w scheduler. Wx y in the figure stands for the yth warp of CTA x.
There are two CTAs (CTA a and CTA b) in the SM, both of them consist of
two warps (Warp 0 and Warp 1 ). At time T1, Wb 0 arrives at a synchropoint
and is blocked. In GTO warp scheduler, the warp with oldest age Wa 0 will be
issued next. Wb 0 can be resumed faster when Wb 1 arrives at the synchropoint
earlier. In sync-w, Wb 1 becomes a Sw-warp. By prioritizing Wb 0, the sync-w
scheduler achieves higher ready warps than that of GTO scheduler.

Higher ready warps usually provide higher possibility to achieve higher per-
formance. For example, when all the warps are waiting for long operations, sync-
w is more hopeful to overlap the latency with more ready warps to issue. Since all
Sw-warps in the same CTA have the same value of sync-info, they will be issued
in short time interval, reducing synchronization cost. A side-effect of sync-w is
that it may delay other critical warps and disturb following dependent warps.
The experiment shows that this may even degrade the performance in very few
benchmarks. But in most cases, the sync-w is beneficial.

4.2 Making Memory Scheduling Synchronization-Aware

The idea of sync-m is prioritizing the Sw-requests to accelerate the data fetch
speed for Sw-warps. When a memory instruction is executed, we append the
sync-info in each generated memory request. The sync-info is only for global
memory but not used in the cache system currently. The memory scheduler
in the memory controller will order the requests according to their sync-info
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value. We implement the sync-m based on FR-FCFS. The larger value of sync-
info denotes that the Sw-request is more emergent and it should have higher
priority. So the sync-m’s ordering rules as: (1) row-hit requests are prioritized
over other requests; (2) requests with higher sync info value are prioritized over
other requests; (3) older requests are prioritized over younger requests.

Figure 3(A) and (B) illustrates scheduling examples of baseline scheduler
and sync-m scheduler, respectively. Each block in the figure represents a warp,
in which gray block denotes Sw-warp and white block denotes other warp.
Figure 3(A) shows that the baseline memory scheduler processes the requests
in an interleaved manner in order to maximum memory throughput. However,
as warpAn is a Sw-warp but warpB is not, the long service latency of warpAn

will lead warp A1 to An−1 to stall as well and it does not apply to warpB. Con-
trarily speaking, reducing the stall time of warpA1 to warpAn at the expense

Fig. 2. Sync-aware warp scheduler operation example

Fig. 3. Sync-aware memory scheduler operation example
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Fig. 4. Performance of sync-w, sync-m and sync-wm

of increasing the stall time of warpB is beneficial. So in sync-m (as shown in
Fig. 3(B)), the requests of warpAn are scheduled and serviced before warpB. In
addition, in stead of interleaving requests from different warps, sync-m substan-
tially squeezes the requests of warpAn and further reduces the memory stall of
warpA1 to warpAn.

A side effect of sync-m is reducing the inter-warp interference. The service
interval of a warp is the number of memory requests of other warps scheduled
when servicing the requests from this warp [4]. The smaller the interval is, the
less inter-warp interference there will be, but the memory bandwidth utilization
falls at the same time. Assume that the average value of this interval of FR-
FCFS is m. Then WG [4] keeps it 0 by strictly grouping the requests of a warp
together. The service interval in sync-m is between 0 and m since all memory
requests with the same sync-info value are grouped together.

5 Experimental Results

5.1 Performance Gain

Figure 4 illustrates the sync-w performance. We can see that the performance
improvement lies between −0.03 % and 16.89 %, with 5.76 % in average. The most
improved applications are SRAD and PVC, with 16.89 % and 9.71 % improve-
ment, respectively. That is because: (1) SRAD and PVC have most synchroniza-
tion counts. (2) The synchronization cost of them is also high as shown in Fig. 1.
(3) The warps in CTA value is 8 in both applications, which in not small. The
worst performance occurs in MM and HS, which even decreases compared with
the baseline. One reason is that MM and HS have already low synchronization
cost in baseline.

Cache system weakens sync-w efficiency as it diminishes the amount of Sw-
requests arriving at MC. The Fig. 5 shows that LPS, BP, SRAD, PVC and SS
have average memory queue length larger than four, and are memory intensive
benchmarks. Other benchmarks are memory non-intensive benchmarks. Memory
insensitive applications do not suffer from bad memoy scheduling algorithm. Any
memory scheduling algorithm will degrade into FCFS for memory non-intensive
benchmarks.
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Fig. 5. Maximum and average of memory requests queue length

Sync-wm is the combination of sync-w and sync-m. We think its performance
should be higher than both sync-w and sync-m, as they mutually promote each
other. For example, MM and HS has low performance in sync-w, but sync-m
makes this up, so the performance of sync-wm is better than that of sync-w
and even better than that of baseline. The highest and overall performance of
sync-wm is higher than sync-w and sync-m in general. The experiment result
shows that the performance gain of sync-wm is between 0.02 % and 21.47 %,
with 6.46 % in average.

5.2 Impact on Synchronization Cost

Figure 6 is the ASWT, WSWT and ASC with sync-w and sync-m normalized to
baseline result in Fig. 1. Since sync-m only improves LPS, BP, SRAD, PVC and
SS, we only list their changes in Fig. 6. For sync-w, we can see from the figure that
most benchmarks reduce their ASWT, WSWT and ASC compared to baseline.
The averages are 86.66 %, 92.12 % and 85.63 % respectively. For WSWT, some
benchmarks are larger than baseline because Sw-warps with higher sync-info
make low Sw-warps delayed. However, as WSWT only stands for the worst case
instead of whole situation as ASWT and ASC does, we will pay more attention
on the relationship between ASWT, ASC and IPC.

Generally speaking, the variation of synchronization cost is inversely related
to the performance for all benchmarks by combing the result of Fig. 4. The more
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Fig. 7. Scalability of sync-w and sync-m

synchronization cost reduced, the more performance gained, such as SRAD and
PVC. MM and HS increase their ASWT and ASC, so their performances show
degradation. One exception is LUD. The synchronization cost of LUD reduces
obviously, but its IPC changes little. We find the performance bottleneck of LUD
is the 31 kernels that tested warps per CTA to be 1, which our sync-w cannot
improve. For the rest 15 kernels with warps per CTA as 8, their performances
improve by about 7.04 %. The result of LPS(sync-m), BP(sync-m), SRAD(sync-
m), PVC(sync-m) and SS(sync-m) shows that the synchronization cost for sync-
m is also reduced.

5.3 Scalability

In this section, we show the scalability of our idea with other scheduling algo-
rithms. We test Loose Round-Robin (LRR) and two-level (2LEV) with sync-w
and WG [4] with sync-m. LRR travels all the warps on the SM in round-robin to
find the first ready warp. To make LRR synchronization-aware, it chooses the
ready warp with highest sync-info. The 2LEV scheduler checks a warp window
size of 6 in loosen round-robin, and exchange blocked warps in the window with
warps out of the window in strict round-robin. It is similar to the scheduler
described in Narasiman et al. [17] with a fetch group size of 8. To make 2LEV
synchronization-aware, it prioritize the Sw-warps in the warp window.

Figure 7(a) shows the performance change after applying synchronization-
aware with GTO, LRR and 2LEV warp scheduling algorithms. All the results
are normalized to GTO-baseline. They all improve their performance by modest
magnitudes with a similar performance trend. For example, SRAD and PVC
improve most in the three warp scheduling algorithms. So we conclude that sync-
w has good scalability. Figure 7(b) shows the performance of synchronization-
aware FR-FCFS and WG. The baseline WG usually outperforms FR-FCFS,
which is compatible with the result of [4]. We find that the performance variation
trend is similar in FR-FCFS and WG. That is, the performance speedup by
applying sync-m on FR-FCFS and WG are similar. So the result shows good
scalability of sync-m in the two memory scheduling algorithms.
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6 Related Works

Jog et al. [12] proposed a coordinated CTA-aware scheduling policy including
warp scheduling cache utilization and prefetching, as well as DRAM bank-level
parallelism. But it does not concerns the internal threads of CTA as in our
work. Hsien-Kai et al. [16] focus on cache capacity-aware thread scheduling that
minimize the synchronization cost without cache contention. The synchroniza-
tion cost is only a constraint, which vary greatly from our work. Minseok et al.
[17] introduce CTA scheduling ahead of warp scheduling and propose two CTA
scheduling methods to leverage corresponding warp schedulers. Jablin et al. [10]
proposed an automatic speculative global scheduling algorithm for GPU by cre-
ating constraints to preserve correntness for synchronization. But they have not
considered the cost of synchronization.

Lee et al. [18] proposed a similar idea to solve the warp scheduling prob-
lem under the synchronization aware scenario. But we adopt a differnt way to
identifying the warp criticality. Jianmin et al. [6] proposed a novel warp schedul-
ing algorithm that flexibly uses the round-robin feature of time slice to utilize
GPU parallelism. Narasiman et al. [20] proposed a two-level warp scheduler that
splits the concurrently executing warps into groups to improve memory latency
tolerance. Gebhart and Johnson et al. [7] proposed a two-level warp scheduling
technique that focuses on reducing the energy consumption in GPUs. Kayiran
et al. [14] modulated the available thread-level parallelism by intelligent CTA
scheduling. Jog et al. [13] proposed a prefetching-aware warp scheduling policy
to separate in time the scheduling of consecutive warps such that they are not
executed back-to-back. Rogers et al. [23] proposed an efficient cache sensitive
warp scheduling policy by limiting the number of actively-scheduled warps.

There is plenty of memory scheduling research for traditional CMP architec-
tures. But in GPU/GPGPU field, the memory research is still in infancy. Lak-
shminarayana et al. [19] discussed the memory scheduling algorithms and exe-
cuting characteristics of GPU applications and developed a DRAM scheduling
policy according to the work in [2]. Chatterjee et al. [4] proposed a warp-group
scheduling algorithm and optimized it on multi-channel, memory bandwidth and
write-drain aspects. Besides, there also few works focus on CPU-GPU hetero-
geneous systems. Ausavarungnirun et al. [1] proposed an effective and practical
3-stage memory scheduler (SMS). Jeong et al. [11] proposed a QoS-aware mem-
ory controller for the GPU.

7 Conclusion and Future Work

The synchronization cost will influence the GPU application performance
severely. In this paper, we promote a synchronization-aware warp scheduling
algorithm sync-w and a synchronization-aware memory scheduling algorithm
sync-m by prioritizing for Sw-warps and Sw-requests, respectively. The experi-
ment shows that speed of Sw-warps is accelerated and the synchronization cost
is reduced. In the future, we will discuss the cache system design method based
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on synchronization information. We believe that the concern of thread synchro-
nization will grow in future GPU design.
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Abstract. Traffic zone division plays an important role in analyzing traffic flow
and the trend of city traffic. A traditional method based on sampling investi-
gation has the shortcomings of high cost, long period and low sampling pre-
cision. With the development of traffic control and management methods, some
cluster methods for location points are proposed to be used in the division of
traffic plot. However, simple clustering analysis often need to detect the
boundary of traffic zones, and the boundary of the division result is not clear,
furthermore, abnormal data has great influence on results. In order to make the
traffic zone division results clear and accurate and reduce the cost of the divi-
sion, this paper proposes a novel grid based K-Means cluster method for traffic
zone division by using Taxi GPS data. The experiment used GPS data of
Nanjing city taxies and automatically divided traffic zones in Nanjing City area,
which verified the validity of this partition method. The experimental results
show that this classification method is effective and gives a good reference value
for the analysis of city traffic flow and trends.

Keywords: Traffic zone � Cluster � K-Means � GPS � GIS � Grid division �
Traffic trends

1 Introduction

Division of traffic zones is one of the main means to analyze the city traffic. The
accurate identification of city traffic zones can help people to know urban road con-
ditions and the distribution of both traffic resources and transportation demands.

GPS has become a powerful ubiquitous sensor in our daily life. Nowadays, it has
been embedded into many smart phones, vehicles, and other devices. GPS devices are
playing a front-line role to continuously create and record the digital footprints of the
carrier. Many daily facets of the carrier can be inferred from these spatio-temporal data.
Since the most commonly used GPS devices by average population are smart phones
and vehicles, which are extensively deployed in metropolitan areas, they can thus be a
very rich data source for understanding city dynamics and revealing hidden social and
economic “realities”. Previous works along this line include similar place identification
(Mobile Landscapes) [1], mobility pattern analysis [2–4].

Public transportation is one of the most popular and important application fields of
GPS. In modern cities, many public transportation vehicles, such as taxis, have been
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equipped with GPS devices. In the beginning, GPS devices equipped in taxis were
mainly used for localization, navigation, scheduling and planning. As more and more
taxis are equipped with GPS sensors and wireless communication units, immense
amount of taxi status and GPS trajectory data can be collected. Many interesting research
issues have been explored based on the large-scale taxi GPS trajectories, such as hot-
spots and traffic condition detection [5–7], and taxi mobility intelligence mining [8–11].

In this paper, we intend to combine the concepts of mesh and cluster, proposed the
division method based on K-Means transportation grid cell and proved the effective-
ness of the method with empirical study.

2 Related Work

2.1 The Concept of Traffic Zone

Transportation zone refers to several zones that merges many traffic sources on a
comprehensive understanding of traffic because it is impossible to study traffic sources
separately. There are man-made space delimited ranges to facilitate the relevant study
instead of actual boundaries of the zones [12]. The traffic zone is a collection of nodes
or connections that have a certain degree of traffic association and traffic similarity, and
changes with the association and traffic similarity over time, reflecting the city road
network traffic temporal variation characteristics [13]. When division of traffic zone
was first proposed in the field of transportation planning, its main purpose was to define
the location of the traffic start and end points of the city road network and predicted the
amount of traffic between each traffic zones according to the forecasting model. The
area and boundaries of traffic zone boundary delimitation will directly affect the traffic
survey, analysis, workload and the accuracy of prediction.

2.2 Principles in Traffic Zone Division

Division of traffic zone is a good way to analyze city traffic network because different
traffic zones have similar traffic characteristics and strong traffic relevance. Division of
traffic zones is closely related to the city’s population, size, economic characteristics,
industrial structures, etc. [14], and reflects the attractiveness of a city to a certain extent.
In general, the division of traffic zone should follow the following principles [15]:

1. Homogeneity, make the land use, economy, society and other characteristics in the
same zone it consistent as much as possible.

2. Use a rail, river or other natural barriers as the partition boundaries.
3. Try not to break the division of administrative regions in order to take advantage of

existing SAR government statistics.
4. Consider the road network structure, the district gravity center may be used as the

junction of the road network.
5. Appropriate zones, medium-sized cities ≤ 50 months, large cities no more than l00

to 150.
6. Appropriate population, about 10,000 to 20,000 people.
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2.3 Division Method

Considering characteristics and division principles of the traffic zones, domestic and
foreign scholars proposed the following cell division method of transportation.

Control-oriented division of traffic zones. Control-oriented division of cell traffic is
mainly to control the intersections in the same zones in order to improve the overall
effectiveness of the urban road network. Based on the analysis of road network
topology characteristics, the zone division algorithm is formed combining the dynamic
and static division partitioning strategy [16].

The division of traffic zone based on proportion of region traveling. The main
purpose of the traffic division is to describe different types of traffic and travel con-
ditions and the flow of traffic sources, while traveling inside the region cannot reflect
the flow of traffic sources, and therefore scientific and reasonable traffic cell radius is
needed to control region traveling proportion to an appropriate extent, in order to meet
the demands of the traffic survey, analysis, forecast accuracy. For these reasons, we
proposed a traffic cell radius calculation method using region traveling proportion as
constraints based on the distance of residents travelling [17].

Phone traffic clustering analysis. Phone traffic cluster analysis method is using
characteristics of mobile phone traffic time distribution to analyze the distribution and
division of urban activities and land use and use divided land use characteristics to
further map out traffic zone [18].

Sector segmentation. For common sector segmentation to segment traffic zone, the
first is to identify the possible city roads node, and then divided forces fan circles for
each node. Each circle is a subdivided region traffic zone [19].

Comparing the study of the various traffic cell division methods and using city taxi
GPS data, we proposed a Grid Based K-Means cluster method for traffic zone division.

3 Grid Based K-Means Cluster Method for Traffic Zone
Division

3.1 K-Means Clustering Analysis

K-Means clustering algorithm was composed of Steinhaus 1957 [20], Lloyd 1957 [21],
McQueen 1967 [22] respectively in different fields of their proposed independently.
The main idea of the algorithm is: Given n d dimensional data points X1;X2; � � � ;Xkf g,
Purpose is to put the N data points into k(k ≤ n) clusters S ¼ S1; S2; � � � ; Skf g, A ¼
a1; a2; � � � ; akf g is the corresponding cluster center. Making cluster in the data point to

the cluster center distance squared sum (SSE) Minimum. Mathematically expressed as

argmins
Xk

i¼1

X
X2Si X � aik k2 ð1Þ

The method of measuring distance according to the problem to be solved is
selected, the most common way for Euclidean distance metric distance

A Novel Grid Based K-Means Cluster Method 167



d X1;X2ð Þ ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiXn

i¼1
ðXi1 � Xi2Þ2

q
ð2Þ

Wherein i represents the i-th value of the X dimension.
K-Means clustering algorithm work flow: First, select k initial points as the cen-

troid, usually a randomly generated initial centroid. Then, assign each point in the data
set into one cluster, in particular, for each point to find the nearest centroid, and assign
it to the corresponding to the centroid of the cluster. Then, update the cluster centroid is
the average of all points in the cluster, calculate the value of SSE. Finally, when the
SSE’s value is not changed, the algorithm ends.

K-Means algorithm has the characteristics of easy implementation, simple, efficient,
since it has been proposed that the algorithm at home and abroad has been widely
used in various fields, such as natural language processing, soil, archeology and so on
[23–25].

3.2 Data Preprocessing and Extraction

Generally speaking, taxi GPS data are consist of many sample records, each record
includes the current time, vehicle ID, latitude and longitude, speed, passenger status
(1/0 said with/without passengers) and orientation information.

For example, Nanjing’s taxi GPS data are gathered with the speed of 19 million per
day and data sending frequency is about 60 s, the data including taxi GPS location
information, time and passenger capacity and other relevant information. The data
fields and their meanings are shown in Table 1.

Because of signal errors and equipment failures, GPS data transmission may exist
deviation, For example, location information and the vehicle passenger conditions are
not correct. Therefore, it is necessary to preprocess the original data.

Passengers Getting On or Off Position Extraction. Passenger states which are
arranged in chronological order can be drawn as the following sequence:

Table 1. The GPS data field and its meaning

Data filed Meaning

ID unique ID of the taxi in the dataset
VehicleSimID Vehicle Number of the taxi
GPSSpeed current speed of the taxi
GPSTime sampling timestamp in the format of “YYYY-MM-DD HH:MM:SS”
GPSLongitude current longitude of the taxi
GPSLatitude current latitude of the taxi
PassengerState current status (occupied/vacant) of the taxi
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When passenger state changes from0 to 1, it means the passenger get on the taxi.When
passenger state changes from 1 to 0, it means the passenger get off the taxi.

Passenger status information is given on the driving route: Tour ¼ t1; t2; � � � ; tnf g
tn 2 0; 1f gð Þ, and the corresponding positions: p0 ¼ p1; p2; � � � ; pnf g.
Get on positions:

PSUE ¼ pn : tn ¼ 1; tn�1 ¼ 0; tnþ 1 ¼ 1f g ð3Þ

Get off positions:

PSDE ¼ pn : tn ¼ 1; tn�1 ¼ 1; tnþ 1 ¼ 0f g ð4Þ

Then the useful taxi locations for traffic zone division can be expressed as:

P ¼ PSUE [PSDE ð5Þ

In addition, the taxi stopped locations where taxi is vacant or occupied will not be
considered. Because those locations can’t reflect city transportation trends and can’t
direct connect the passenger with traffic incidents, it is a wise way to exclude these
locations for city traffic zone division.

Sliding Window Data Detection. The rate of speed change is always in the range of
variation within a smooth window when taxi is running. Wrong the GPS data will make
the measurement speed is too high and it’s usually have a bad influence for traffic zones
division, so the abnormal data need to be removed with correct ways.

Definition:

f pi; pj
� � ¼

�1;V pi;pjð Þ[ @; i 6¼ jð Þ
1;V pi;pjð Þ � @; i 6¼ jð Þ

(
ð6Þ

Equation (7) represents the evaluation function of travel paragraph on road running
state.

Among them:

V pi;pjð Þ ¼
L pi;pjð Þ
Tpi � Tpj

�����

����� ð7Þ

L pi;pjð Þ represents Manhattan distance between pi and pj. Tpi represents vehicle GPS

timestamp at pi. @ is a threshold which represents the taxi average driving speed in a
city. Through the analysis of city taxi operational data, we take @ = 120 km/h. If
V pi;pjð Þ[ @, it represents the route is unusual, if V pi;pjð Þ � @, it represents the route is

normally.
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Threshold is set to 120 km/h according to urban traffic regulation. Records with
velocity greater than the threshold indicate that there is an abnormal movement,
therefore they should be removed. We define Wpi as the abnormal velocity indicator for
the pi record, which is defined as the sum of the neighboring f pi; pj

� �

Wpi ¼
Xiþ r

j¼i�r
f pi; pj
� � ð8Þ

r is the width of the sliding window. If Wpi < 0, it means data record with position pi is
abnormal and should be removed. We heuristically set r to 3.

Outside the Region Data Filtering. In order to ensure the accuracy of traffic zones
division for target city, position data that does not belong to the scope of target area
need to be removed. For example, Nanjing is located in the lower reaches of the
Yangtze River and it is in the southwestern of Jiangsu Province. Geographical coor-
dinates of latitude 31°14ʹʹ E to 32°37ʹʹ, longitude 118°22ʹʹ to 119°14ʹʹ. The data records
that aren’t in Nanjing’s geographical scope will not be considered for traffic zone
division.

3.3 The Mesh and Traffic Zone Candidate Set

By using traditional K-Means to compute traffic zone with original data points, it
always need to handle big amount of points and the boundaries are usually not clear.
A separate algorithm for edge detection needs to be used to solve this issue. In order to
make the traffic zone division is accurate and reduce the influence of bad GPS records,
we put forward the method of grid division for target area and generate traffic zone
candidate set as input data of K-Means algorithm.

Given the target area D ¼ xmin; xmax; ymin; ymaxð Þ, xmin represents the minimum
longitude, xmax represents the maximum longitude, ymin represents the lowest latitude,
ymax represents the maximum latitude. Target area D is divided with the grid can be
expressed as:

D ¼ Aij : 8rx; ry; 0� i� xmin � xmaxð Þ=rx; 0� j� ymin � ymaxð Þ�rj
� � ð9Þ

rx represents the minimum span of longitude, latitude ry represents the minimum span.
In order to reduce the influence of outlier data for division result, we generate traffic

small candidate sets in the following ways.
Given the original taxi GPS position data set P ¼ fpðx;yÞ : p 2 Dg, p x;yð Þ represents

a location, region in D, x; yð Þ represents their latitude and longitude. Then the candidate
set for traffic zone:

D0 ¼ fAij :
X

p2Aijp� kg k is the thresholdð Þ ð10Þ
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3.4 Grid Based K-Means Cluster Method for Traffic Zone Division

Grid Based K-Means cluster method for traffic zone division process with the flowing
steps, and entire division method is expressed as Table 2.

1. Do data preprocessing for taxi GPS data records;
2. According to the target city’s longitude and latitude range, we carry on the grid

division of the target city and generate traffic zone candidate set.
3. Using the K-Means clustering algorithm for spatial clustering analysis of the can-

didate set and get k traffic zone;
4. Output the result to the GIS map and traffic zones with clear boundaries will be

shown in that map.

Table 2. Algorithm for Grid Based K-Means Cluster Method for Traffic Zone Division
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3.5 Performance Comparison

In order to verify the best performance in time used and cluster boundaries of Grid
Based K-Means, we conducted some tests. The test randomly generated 100
two-dimensional data points for ten experiments; each experiment ran ten times and
computed the average time used by using traditional K-Means and Grid Based
K-Means. The experiment platform was Windows 7 32-bit operating system, 2 G of
memory and parameters: K = 10, E = 0.01.

Figure 1 compares the performance of traditional K-Means and Grid Based
K-Means with same data set (100 data points). Figure 2 compares the performance of
traditional K-Means and Grid Based K-Means with different data set. Obviously, the
Grid Based K-Means method achieves the best performance in time used. It is well
known that K-Means cluster method need to compute the distance between each data
point whit cluster center for each loop. In this experiment, traditional K-Means cluster
method must to compute the distance for 100 data points, but Grid Based K-Means
method only handles the basic grid cell which has fewer amounts than 100 data points.
In this way, Grid Based K-Means can reduce the time cost.

Fig. 1. Comparison between K-Means and Grid Based K-Means in time used with same data

Fig. 2. Comparison between K-Means and Grid Based K-Means in time used with different data
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Figure 3 shows the traditional K-Means cluster method for 100 data points, it is
clear that data points are divided to 10 clusters, but the boundaries aren’t clearly.
Typically, separate boundary detection algorithms need to be used to calculate cluster
boundaries and those algorithms always cost more time for large-scale data set.

Figure 4 describes the clustering process of Grid Based K-Means method, and the
clustering result show us clear boundaries. Original data points are divided into the
candidate set which has irregular shape. When Grid Based K-Means method getting

(a) Original data point (b) Clustering result

Fig. 3. Traditional K-Means cluster method.

(a) Original data point (b) Grid division

(c) Candidate set (d) Clustering result

Fig. 4. Grid Based K-Means cluster method
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the clustering results by handling basic grid cell in candidate set, the cluster boundaries
are generated without separate boundary detection algorithms.

4 Simulation Experiment

In order to verify the effectiveness of Grid Based K-Means clustering method for traffic
zone division, we built GIS-based experiments environment and selected Baidu
Maps API solutions as GIS platform. By programming with Python, we analyzed the
taxi GPS data which was stored in the database and divided traffic zones and outputted
them on the map.

Experimental data was selected from a company’s taxi GPS data of Nanjing in
September 1, 2010 we divided traffic zones for Nanjing. Based on latitude and lon-
gitude range of Nanjing, we obtained Nanjing GIS maps, as shown in Fig. 5. Longitude
range is E longitude 118.55° to 119.05°, Latitude range is N latitude 31.7° to 32.2°.

Figure 6 is a geographical area meshing of Nanjing. Figure 6 divided Nanjing into
64 × 54 grid cells; each cell crosses the longitude 009259252° and latitude 0078125°.

Preprocess the raw GPS data, and erase the wrong data. Table 2 shows the amount
of data records before and after processing taxi GPS data.

When λ = 20, select the candidate set of traffic zones according to Eq. (3). As
shown in Fig. 7, the black grid cells are the candidate set.

By using Grid Based K-Means clustering algorithm, we find out k traffic zones
from candidate sets and output them onto GIS map (E = 0.0001, k = 8). Table 3 shows
the analysis of Nanjing traffic zones by using Grid Based K-Means method, “Traffic

Fig. 5. The map of Nanjing

174 Y. Zheng et al.



zone” is the traffic cell identity, “Transportation heat” is the average on and off times in
the divided traffic zones, “Main political zone” is the main administrative districts in
the divided traffic zones, “Cross river” is the river distribution of traffic zones, the
“regional hub” is the transportation hub of traffic zones Table 4.

Figure 8 is the division result of Nanjing by using Grid Based K-Means traffic zone
division method.

Figure 8 shows 8 traffic zones and the traffic zones boundaries are clear enough. By
detecting zone, some hot places are collected and are shown in Table 3, Through
Table 3, each zone have some important traffic hub and is divided by rivers or other
nature barriers. It means that the result of Grid Based K-Means match with Nanjing
geographical features and fit the standards of traffic zone division. The result of sim-
ulation experiment indicates that Grid Based K-Means traffic zone division method is
feasible by using taxi GPS data. What’s more the result reflect the transportation trends
for Nanjing at special period. It’s also instructive for government taking measures to
reduce traffic congestion.

Fig. 6. A geographical area meshing of Nanjing.

Table 3. The amount of data before and after processing taxi GPS data

Preprocessing Before processing After processing

1. Passengers Getting On or Off Position Extraction 18668073 432283
2. Sliding Window Data Detection 432283 430354
3. Outside the Region Data Filtering 430354 425006
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Fig. 7. Traffic small candidate set in Nanjing

Table 4. Analysis of Nanjing traffic zone division result

Traffic
zone

Transportation
heat

Political zones Cross
river

Regional hub

A 483.15 Jianye District,
Yuhuatai District

No Nanjing Olympic Sports
Center

B 2991.30 Gulou District No The government of
Jiangsu Province

C 3378.41 Jiangning District
(North)

Qinhuai
River

NanJing South Railway
Station

D 4777.64 Yuhuatai District
Qinhuai District

No Tourism Center

E 9205.73 Qixia District No Nanjing East Station
F 7257.88 Pukou District No Nanjing North Station
G 10421.81 Jiangning

District (South)
Qinhuai
River

Nanjing Lukou
International Airport

H 5009.78 Xuanwu District No NanJing Railway Station
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5 Conclusions

In order to solve problems of the existing methods, like inaccurate results, no clear
demarcation of the border, and high dividing cost, etc., this paper presents cluster
analysis method based on grid K-Means, which includes following procedures,
selecting city taxi GPS data as the division basis, preprocessing the taxi GPS data,
doing clustering analysis to divide the traffic zone of the target area, and finally out-
putting the result to the visual display of GIS platform. As shown in test data, with grid
based K-Means traffic zone division method, boundaries are clear and dovetail into the
principle of traffic zone division. The results are more accurate taking into account the
pre-processing of GPS data. This method has a good reference value for the analysis of
urban traffic flow and traffic trends.

There are also some disadvantages of traffic zone division method based on grid
K-Means. Clustering partitioning algorithm considers only the spatial position of the
cluster, and did not join economic attributes of the grid area, such as residential,
commercial, etc. It is also our further improvement direction.
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Abstract. In this paper we propose an effective color image fusion
algorithm based on the simplified pulse coupled neural networks
(S-PCNN) and the Laplacian Pyramid algorithm. In the HSV color
space, after regional clustering feature of H components by S-PCNN,
and then achieved the fusion of the H component from each source image
using Oscillation Frequency Graph. At the same time, decomposing S,
H component by Laplacian Pyramid algorithm, and then using different
fusion rules to fusion S, H component. Finally, inversing HSV transform
to get RGB color image. The experiment indicates that the new color
image fusion algorithm is more efficient both in the subjective aspect and
the objective aspect than other commonly color image fusion algorithm.

Keywords: Simplified pulse coupled neural networks · Laplacian
pyramid · Feature extraction · Color image fusion

1 Introduction

Image fusion is a branch of information fusion, and it is becoming a popular
research field [1,2]. But now the researching in color image fusion field is compar-
atively few, however, the identifiable degree of human vision to color information
is far higher than gray image [3]. With the improvement of sensor technology,
color image fusion will be received more and more attentions.

Color image is the combination of different brightness and different colors.
Color image is comprised of several components. Therefore, color image fusion
is the fusion of each color space component. There are some common algorithm,
such as weighted method, HIS [4] and PCA [3,5] transform method, it is easy to
implement but the performance is not good. In addition, there are some image
fusion methods based on multi-resolution analysis. Their first step are image
transform, and then recombine the coefficient of the transformed image, at last
the fused image can be obtained by inverse transformation. According to the
different ways of decomposition, these can be divided into pyramid transform;
wavelet transform and multi-scale geometric transform, these kinds of algorithms
are normally used in pixel-level image fusion. Pixel level image fusion is the
bottom layers in image fusion grade, and each pixel is given by the corresponding
pixel of other source image [5].
c© Springer International Publishing Switzerland 2015
W. Qiang et al. (Eds.): CloudCom-Asia 2015, LNCS 9106, pp. 179–188, 2015.
DOI: 10.1007/978-3-319-28430-9 14
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PCNN is a new kind of artificial neural network model with a deep back-
ground in biology, known as the third generation of artificial neural networks.
It has been widely used in image processing [5,6], pattern recognition [7], mul-
tiple constrained QoS route [8], and show outstanding properties in these fields.
Its neurons capture feature will cause the brightness of the surrounding neu-
rons similar to capture the ignition. It can automatically couple and transmit
information. Compared with other artificial neural network it has an incompa-
rable advantage over other traditional artificial neural network. Laplacian Pyra-
mid algorithm is a type of image processing method with the characteristic of
multi-scale, multi-resolution, multiple-level decomposition. It can decompose the
important image features (such as edge, texture, etc.) into different decomposed
layers according to different scales, compared with simple image fusion algo-
rithm, it can obtain better fusion effect, and it has been widely used in image
processing field [9].

In this paper, a new color image fusion algorithm is proposed based on simpli-
fied pulse coupled neural network (S-PCNN) and Laplacian Pyramid algorithm.
It firstly converts RGB color image to HSV color space. And then, H compo-
nent is input into S-PCNN model to fusion new H component by comparing the
ignition times of S-PCNN neurons, at the same time S and V components are
fused by Laplacian Pyramid algorithm to get new S and V components. Finally,
the three new components of HSV color image space are inversed transform to
RGB color image space to obtain a new color image. The experimental results
indicate that new algorithm is more effective to save the color information of
the source color image than other common color image fusion algorithms, and
it contains more edges, texture and detail.

2 HSV Color Space

RGB color image contains almost all basic colors that can be perceived by human
vision, however, the correlation among the components are very strong, it makes
RGB color image very difficult to deal with that the color of the image will be
changed if a component changes. In hue saturation value model, H, S and V
denote the hue, saturation, and value, respectively. This color system is closer
than the RGB color system to human experience and perception of the color.
Hue is also called the color attribute, expressed in angle, which ranges from 0 to
360; saturation represents the purity of the color, value represents the brightness
of the image, which is a measure of gray, ranging from binary 0 to 1.

HSV image can be obtained by the RGB transform. The values of R, G
and B correspond to unique H, S and V values, as the values of H, S and V
components depend on the values of R, G and B in RGB color space (R stands
for red, G stands for green, B stands for blue). The conversion formulas of RGB
color space to HSV color space as (1) to (3), where R, G and B are normalized
values.
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H =

⎧
⎪⎪⎪⎪⎪⎨

⎪⎪⎪⎪⎪⎩

0, S = 0
60 × G−B

S×V , max(R,G,B) = R
⋂

G ≥ B

60 × 2+(B−R)
S×V , max(R,G,B)G

60 × 4+(R−B)
S×V , max(R,G,B) = B

60 × 6+(G−B)
S×V , max(R,G,B) = R

⋂
G < B

(1)

S =
max(R,G,B) − min(R,G,B)

max(R,G,B)
, (2)

V = max(R,G,B). (3)

In HSV space to RGB space conversion, let i = H/60, f = H/60 − i, where
i is the divisor of H divided by 60; f is the remainder of H divided by 60. And
let P = V (1 − S), Q = V (1 − Sf), T = V [1 − S(1 − f)], formula of HSV color
space to RGB color space see (4) [10].

⎧
⎪⎪⎪⎪⎪⎪⎪⎪⎨

⎪⎪⎪⎪⎪⎪⎪⎪⎩

R = V,G = T,B = P, i = 0
R = Q,G = V,B = P, i = 2
R = P,G = V,B = T, i = 2
R = P,G = Q,B = V, i = 3
R = T,G = P,B = V, i = 4
R = V,G = P,B = Q, i = 5

(4)

3 S-PCNN Model

PCNN model has three fundamental parts: the receptive field, the modulation
field and the pulse generator. S-PCNN (Simplified PCNN) model [11] is com-
posed as the same as original PCNN model, but the input of F channel is only
related to image gray value and has no relationship with external coupling and
exponential decay characteristics. We regarded each pixel of original images as
a neuron of the neutral network. The receptive field receives input signals from
two channels, one is the linking input Lij , and the other is feeding input Fij . In
this paper, we use S-PCNN. The variables of each neuron Nij above satisfy the
following (5) to (9):

Fij(n) = Sij , (5)

Lij(n) = e−αL

Lij(n − 1) + V L
ij

∑

kl

WijklYijkl(n − 1), (6)

Uij(n) = Fij(n)[1 + βLij(n)], (7)

θij(n) = e−αθ

θij(n − 1) + V θ
ijYij(n − 1), (8)

Yij(n) =
{

1, Uij(n) > θij(n)
0, otherwise

, (9)
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where the subscripts i, j denote the (i, j)th pixel in the corresponding
sub-image, L(i, j), U(i, j), Y (i, j), (i, j) are the number of input connections,
internal activity items, pulse output and dynamic threshold of each neuron,
respectively. αL is time decay constant of linking input and αθ was the time
decay constant. V θ and V L are the amplification coefficient; n represents the
iteration time. Wij is the synaptic weights of the neuron j connected with the
other neurons in the linking branch; the number of neurons in the network is
equal to the number of pixels in the image to be fused. Each pixel is connected
to a unique neuron and each neuron is connected with the surrounding neurons.
Need to point out that, a neuron fires means an S-PCNNs neuron generates a
pulse. If the neuron satisfies the condition Uij(n) > θij(n), a pulse would be pro-
duced by neurons. We call an ignition. The total number of ignitions represents
image information of the corresponding point after N iterations, the ignition
mapping of all neurons firing times are used as output of PCNN. More details
for PCNN will be found in [11].

4 Laplacian Pyramid Algorithm in Image

Laplacian pyramid image transform is obtained by Gauss in pyramid. Therefore,
Laplace pyramid decomposition has two steps: first to get Gauss pyramid, and
then get Laplacian pyramid [9,12].

4.1 Gaussian Pyramid Decomposition

Let the original image as G0, the bottom of the Gaussian pyramid denoted
by G0. Firstly, Gaussian low-pass filter is used to the original image (That is
the convolution of Gaussian operator and the original image), and then down-
sampling to the filtered image, so we can get the first layer of the Gaussian
pyramid. When we repeat the above process of Gaussian low-pass filter, and
down sampling that we will get next Gaussian pyramid layer. So repeating the
operation to obtain several layers to constitute a Gaussian pyramid. G1 denotes
the first layer of Gaussian pyramid, see (10).

Gl(i, j) =
2∑

m=−2

2∑

n=−2
ω(m,n)Gl−1(2i + m, 2j + n),

(1 ≤ l ≤ N, 0 ≤ i < Rl, 0 ≤ j < Cl)
(10)

where N denotes the number of Gaussian pyramid layer, and Ri and Ci respec-
tively denote the rows and columns of the lth layer Gaussian pyramid, ω(m,n)
is 5 × 5 matrix window function with low pass resistance performance, see (11).

ω =
1

256

⎡

⎢
⎢
⎢
⎢
⎣

1 4 6 4 1
4 16 24 16 4
6 24 36 24 6
4 16 24 16 4
1 4 6 4 1

⎤

⎥
⎥
⎥
⎥
⎦

, (11)

where G0, G1, . . ., GN make up Gaussian pyramid, G0 is the same as original
image, and GN is the top layer.
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4.2 Laplacian Pyramid Decomposition

The image size we get by Gaussian pyramid algorithm is 1/4 of above layer.
Then dilation used in Gauss pyramid by using interpolation method, making
the size of Gl in the lth layer is the same as the size of G(l−1) in the (l − 1)th
after dilation, see (12) to (14).

G∗
l (i, j) = 4

2∑

m=−2

2∑

n=−2
ω(m,n)Gl( i+m

2 , j+n
2 ),

(0 < l ≤ N, 0 ≤ i < Rl, 0 ≤ j < Cl)
(12)

where,

G∗
l (

i + m

2
,
j + n

2
) =

{
Gl( i+m

2 , j+n
2 ),when i+m

2 , j+n
2 are integer

0, otherwise
. (13)

Let, {
LPl = Gl − G∗

l+1, 0 ≤ l < N
LPN = GN , l = N

. (14)

N denotes the top of Laplacian Pyramid layer, LPl denotes the lth layer of
Laplacian Pyramid. LP0, LPl, . . ., LPN make up Laplacian Pyramid. The layer
of Laplacian pyramid is the difference between this layer of Gaussian pyramid
and upper layer of the interpolation enlarged image, the process amounts to
band pass filter.

4.3 Laplacian Pyramid Image Reconstruction

Equation (15) can be obtained by (14):
{

GN = LPN , l = N
Gl = LPl + G∗

l+1, 0 ≤ l < N
. (15)

From (15) can be known that Laplace pyramid layers are gradually enlarged
by interpolation, making the size of the layer is the same as the lower layer, so
that we can reconstruct the original image by adding the layer and the lower
layer.

5 Color Image Fusion Based on S-PCNN and Laplacian
Pyramid

In this paper, S-PCNN we used in color fusion algorithm to extract of image
features is a neural network model with biological characteristics and it can
extract the information of the images texture, edge, regional distribution and
has a good effect in the gray areas of image fusion. It was known as the ignition
characteristics of S-PCNN, it recorded the ignition or not corresponding neurons
to the each pixel in the iteration of S-PCNN, this can generate a binary image.
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Fig. 1. (a) Source image, (b) OFG of H component, (c) OFG of S component

These binary images effectively express the feature information in the image
(such as texture, edge and regional distribution, etc.). After the globally statistics
of the pulse of the neurons, an oscillation frequency graph (OFG) could be
obtained, it can be described by (16), where N denotes the iteration times, ION

denotes an OFG, Yij denotes the pulse output of the neuron (i, j).

ION (i, j) =
N∑

K=1

Yij(K). (16)

Figure 1(a) is source image, Fig. 1(b) and (c) show OFG of H and S compo-
nents in HSV color space after 200 times iteration in S-PCNN model.

Laplacian pyramid image decomposition decompose source image into dif-
ferent spatial frequency bands. The features and details on different bands are
different, so the image fusion rules will affect the quality of image fusion con-
siderably. In this paper we use different rules on different bands so that it can
fusion the feature and detail of various source images into a new image. Energy
can reflect the quality of the image when Laplacian pyramid layer range from 0
to N , all by the regional energy way select coefficient. First, calculate the area
energy, so we use regional energy to select coefficient. First, calculate the regional
energy, see (17).

ARE(i, j) =
p∑

−p

q∑

−q

ω(p, q)|LAN (i + p, j + q)|, (17)

BRE(i, j) =
p∑

−p

q∑

−q

ω(p, q)|LBN (i + p, j + q)|, (18)

where, p = 1, q = 1, ω = 1
16

⎡

⎣
1 2 1
2 4 2
1 2 1

⎤

⎦, the other layers image fusion sees (19).

LFl(i, j) =
{

LAl(i, j), ARE(i, j) ≥ BRE(i, j)
LBl(i, j), ARE(i, j) < BRE(i, j) , 0 ≤ l < N. (19)
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Fig. 2. Algorithm flow chart

After getting all levels of the pyramid image fusion LF1, LF2, . . ., LFN , we
can restructure the fused image by (16) to obtain the final fused image. S-PCNN
is sensitive to detail, edge and other information of the image. And Laplacian
pyramid high-layer contains the detail and texture character. So in this paper we
use S-PCNN model to choose Laplacian pyramid high-layer coefficient. Because
of the correlation among the R, G and B components are very strong, its fusion
effect is not satisfied. So in this paper, the image is transformed into HSV space
from RGB color space to get the H, S and V components. And then H component
is sent into S-PCNN model to OFG of the H component, we will get the fused
H component by comparing the ignition times of S-PCNN neurons between the
source image, in the meantime S and V components are fused by Laplacian
pyramid algorithm. The color image fusion algorithm processes are shown in
Fig. 2.

6 Results and Analysis

To verify the validity of the algorithm presented in the paper, we take two groups
of experimental color images with different focus position to test. The first group
of color image is cups (see Fig. 3). Image A focuses on the left and image B
focuses on the right, and there are many words as details. The parameters in
the S-PCNN model are: W = [0.5, 1, 0.5; 1, 0, 1; 0.5, 1, 0.5], V L = 1, β = 0.9,
αθ = 0.2, αL = 1, V θ = 20 and the iteration N = 800. The fusion images using
different methods are showed in Fig. 4. According to Fig. 4, from the subject
aspect, the contrast of the fusion image generate from the method in this paper
is better than the others. The algorithm in this paper does well in extracting the
characteristics of the source images, and the fused image is closer to the natural
color. It contains more edges, texture and detail. We can conclude that the
method in this paper is an effective method for getting extraordinary contrast
fusion image. In order to verify the effectiveness of this method in object aspect,
Table 1 shows the evaluation of the fused image quality with space frequency
(SF), standard deviation (STD), entropy (EN), average gradient (AV), mean
value (M).
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Fig. 3. (a) Source image A, (b) Source image B

Fig. 4. Fusion images from different methods. (a) Weighted method, (b) PCA method,
(c) Wavelet transforms method, (d) PCNN method, (e) This paper

Table 1. Fusion quality using different method

Method SF STD EN AV M

Weighted 12.57 65.01 7.45 4.20 116.97

PCA 12.76 65.17 7.44 4.23 166.67

WT 13.19 65.39 7.49 4.31 163.33

PCNN 17.62 66.27 7.45 5.27 168.50

This paper 20.10 60.95 7.44 5.85 169.33

As we can see in Table 1, it is indicated that the fusion image generated by
this method contains much more information. The SF of this method is much
larger than other methods. The AV and M are also much better than other
methods; EN is as large as other methods, only STD is less than other methods.
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Fig. 5. Second group image experiment. (a) Source image A, (b) Source image B, (c)
Fusion image, (d) Source image A, (e) Source image B, (f) Fusion image, (g) Source
image A, (h) Source image B, (i) Fusion image

More experimental results are shown in Fig. 5, source image A focuses on
the left and image B focuses on the right, and there are a lot of textures in the
source images. It can be seen in Fig. 5 that the edge of the fusion image is clear,
and it retains most of the textures in the source images, besides the details are
also well preserved. This method can extract the main features from the source
images; it shows that the method in this paper also achieves effective results in
these groups of color images.

It can be concluded that the subjective evaluation and objective evaluation
were the same conclusion. Overall, the method presented in this paper was better
than the traditional method obviously. Be compared with the other methods,
this method reflected better performance and visual effect in term of definition
and detail.

7 Conclusion

We propose an effective color image fusion algorithm based on S-PCNN model
and Laplacian pyramid algorithm. It is also combined with HSV color space
which is suitable for human vision. Because of the characteristic of color image
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region clustering in the S-PCNN model, we can get new H component by extract-
ing the feature of H component in the image, such as the texture, edge, regional
distribution. Laplacian pyramid algorithm can decompose the important image
features into different layer according to different scales, in the high-layer we
use S-PCNN model to select the coefficient, however in the low layer we use
regional energy to select coefficient. So we can get the fusion S and V compo-
nents. Finally, the three new components of HSV color image space are inversed
transform RGB color image space to obtain the fusion color image. The experi-
mental results show that the color image fusion algorithm proposed in this paper
can fuse different focus position of the color image, and the new image contains
more information about color, texture and detail. Compared with the traditional
algorithms, this method embodies better fusion performance in information, SF,
AV, and M on the objective aspect.
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Abstract. With arrival of big-data era, data mining algorithm becomes more and
more important. K nearest neighbor algorithm is a representative algorithm for
data classification; it is a simple classification method which is widely used in
many fields. But some unreasonable parameters of KNN limit its scope of appli‐
cation, such as sample feature values must be numeric types; Some unreasonable
parameters limit its classification efficiency, such as the number of training
samples is too much, too high feature dimension; Some unreasonable parameters
limit the effect of classification, such as the selection of K value is not reasonable,
such as distance calculating method is not reasonable, Class voting method is not
reasonable. This paper proposed some methods to rationalize the unreasonable
parameters above, such as feature value quantification, Dimension reduction,
weighted distance and weighted voting function. This paper uses experimental
results based on benchmark data to show the effect.

Keywords: KNN · Data mining · Rationalize parameters · Quantify feature value ·
Dimension reduction · Weighted euclidean distance · Weighted voting function

1 Introduction

K nearest neighbor algorithm is a well-known machine learning classification algorithm
[1]; its main idea is classify the new sample through judging class of the K train samples
closest in distance to new sample. Despite its simplicity, KNN classification algorithm
has been successful in a large number of classification problems, such as text classifi‐
cation [2], plagiarism investigation [3], prediction analysis [4], pattern recognition,
image processing [5]. In conclusion, the KNN algorithm still occupies a very important
position in data mining.

This paper mainly researches how to rationalize some important parameters of the
classical KNN algorithm. This paper discusses the parameters in samples pretreatment
and algorithm process two aspects.

Rationalizing the parameters of samples pretreatment mainly has three aspects:
compress samples size, quantify feature, reduce feature dimension. Rationalizing the
parameters of algorithm process contains selection of K value, selection of distance
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metric measure and class voting method. And experimental results based on UCI and
KDD benchmark data sets will prove these measures can improve classification effect
and efficiency of KNN algorithm. This paper uses the leave one out cross validation [6]
as the validation method. Classification accuracy is the most important factor to evaluate
effect of KNN algorithm.

2 KNN Algorithm

K-nearest neighbors algorithm (or KNN for short), is a relatively simple classification
algorithm in machine supervised learning, a famous pattern recognition statistical
method of data mining [7–11].

In KNN classification, all neighbors to the new sample have been correctly classified.
If most of the k nearest neighbors to the new sample is belong to certain class, the new
sample will be classified to this class, and has the characteristics of the samples in this
class. The method to make the classification decision based on only one or several
neighbor samples.

The main process of the classical KNN classification algorithm is as follows:

Step1: Calculate the distance between the test sample and every training sample, the
distance calculating method is the Euclidean distance.

Step2: Choose the k minimum distance samples as the k nearest neighbors.
Step3: Majority votes of its neighbors will determine which class it belongs to.

Although KNN algorithm has excellent performance in many fields, many unrea‐
sonable parameters cause its limitations. This paper mainly discusses how to rationalize
parameters in sample parameters and algorithm parameters two aspects.

3 Rationalize the Sample Parameters

3.1 Sample Compression

KNN algorithm is a lazy algorithm. Too big sample size will greatly increase the
complexity of the algorithm, reducing the efficiency of classification. So reducing the
number of sample points has a considerable significance. In sampling process, we try to
follow the following principles:

(1) Proportionate sampling [12]: Try not to change sample quantitative proportion of
each class. This paper uses interlaced sampling to choose samples. For example,
supports there are 3 classes of sample data (class A: 600 samples; class B: 300
samples; class C: 150 samples). We choose the odd numbered samples (also may
be the even numbered samples) of each class, so the result is class A: 300 samples,
class B: 150 samples; C: 75 samples. We do not change the proportion of each class.
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(2) Class Sample number threshold: The number of each class sample must be greater
than a threshold. In KNN algorithm, it is unfair to a class with too small sample
size. This threshold is at least greater than k/n (k is the number of nearest neighbors,
n is the number of classes). If a class sample quantity is less than k/n, this kind of
sample will lose its significance in k nearest neighbor voting; because it is impos‐
sible to judge a new sample is belong to this class. For example, support there are
3 classes of sample data (class A: 400 samples; class B: 100 samples; class C: 30
samples), and we set the threshold = 25. According to interlaced sampling, we
choose the odd numbered samples of each class; half number of class C is 15 that
do not reach the threshold 25, so we do sampling the class C, the sampling result
is class A: 200 samples, class B: 50 samples; C: 30 samples. The number of each
class is greater than threshold.

This paper use KDD1999 intrusion detection dataset as experiment data, we choose
kddcup.data_10_percent as original data document in the experiment [13]. This data set
has 5 classes, a total of 494020 lines (normal: 97278; probe: 4107; Dos: 391458; u2r:
52; r2l: 1126); it is a very large sample dataset. Because the number of u2r is too low,
we only select Dos, normal, probe, r2l four classes in the experiment. Based on the
principles above, ensuring every class quantity is greater than the threshold = 40, we
extract every class sample by Interlaced sampling.

After several times of sampling, six final training samples dataset content as shown
in Table 1.

Table 1. Six training sample dataset extracted from the KDD1999 

samples lines dos normal probe r2l

7743 6118 1520 65 40

3924 3059     760 65 40

2015 1530     380 65 40

1060     765     190 65 40

583     383         95 65 40

345     192         48 65 40

In the experiment, this paper uses one out cross validation to test KNN algorithm
classification accuracy. To the six training sample dataset, the result as shown in Fig. 1:
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Fig. 1. The classification accuracy rate in six training sample dataset

The average time cost by six training samples dataset in the algorithm process is as
shown in Table 2:

Table 2. Average time of six training samples dataset cost in the classification process

Sample dataset The average time(s)

7743-lines 58

3924-lines 13

2015-lines 3

1060-lines 0.472

583-line 0.413

345-lines 0.208

From Fig. 1 we can see, with the decrease in the number of samples, the sample
dataset performance becomes worse, 7743-lines sample dataset do the best perform‐
ance in the aspect of classification accuracy rate. But there is only an extremely
small gap between the 7743-lines and the 3924-lines. In Table 2, the time 7743-lines
cost is far more than the 3924-lines. Obviously, 7743-lines are not the cost-effective
choice. If the demand of accuracy rate is not high, for example, if 97 % is an acceptable
accuracy rate, we can choose 2015-lines as the training sample dataset.

Above all, we can conclude that sample compression can greatly improve the clas‐
sification efficiency of the KNN algorithm. In the condition of ensuring high correct
classification rate, compressing samples is very necessary.
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3.2 Quantify Non-Numeric Feature

In KNN algorithm, distance calculation requires feature value must be numeric type.
Obviously not all the samples feature value are numeric type, so we must quantify the
sample feature value.

To the dataset that we can judge every class qualitatively (for example, if a flower
dataset has two classes: beautiful and ugly, obviously class beautiful is better than class
ugly), we use the following method: Give a numeric value to every class. We use (C1,
C2…Ck) as the numeric value vector to each class. (V1, V2… Vl) is the numerical value
vector to a non numerical feature. Vi can be calculated by the following formula:

(1)

In the formula, Nk represents the number of the value k in this feature, nki represents
the number of the value k which belongs to class i.

In order to verify the rationality of this quantitative method, this paper selects the
UCI benchmark dataset car to validation. The car dataset contains a total
of 1728 samples, 6 features (all feature value is discrete, and most of them are
not numeric type).

There are 4 kinds of classification results: unacc, acc, good, vgood. According
to our understanding of these four classes, we can easily judge:
unacc < acc < good < vgood. So we establish a value vector C = {1, 2, 3, 4} to four
classes. According to the formula above, calculate result to all feature values are as
shown in Table 3:

Table 3. The result of quantifying feature value in car dataset

Buying Maint Doors Persons Lug_boot Safety

nonu num nonu num nonu num nonu num nonu num nonu num

vh 1.167 vh 1.167 2 1.326 2 1 small 1.255 low 1

h 1.25 h 1.333 3 1.417 4 1.625 med 1.448 med 1.448

m 1.553 m 1.553 4 1.458 4+ 1.620 Big 1.542 high 1.797

l 1.690 l 1.606 5+ 1.458

In Table 3, the first line contains all feature names in car database. The row “nonu”
contains original non-numerical feature value in each feature. The row “num” contains
the quantized value to each feature. This paper uses one out cross validation to test KNN
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algorithm classification accuracy of the quantized feature value car dataset, the result as
shown in Fig. 2:

Fig. 2. KNN classification effect on quantized feature value car dataset

The K value from 1 to 15, all the correct rate are above 90 %, the highest correct rate
when K = 1 is 96.06 %, the lowest correct rate when K = 7 is 90.22 %. In conclusion,
the dataset with numeric feature value calculated by this quantity method makes a very
good performance in the KNN algorithm.

3.3 Dimension Reduction of Sample Feature

Too high sample feature dimensions will greatly reduce the efficiency and the classifi‐
cation accuracy rate of the KNN algorithm [14]. And some sample dataset have a large
number of features, but not every feature is necessary to classification, they have little
impact on classification, we call these feature useless feature. If we can eliminate these
useless features, the KNN classification algorithm effect will be greatly improved. So
features selection is very necessary. In order to select the appropriate feature, this paper
is mainly divided into the following two steps:

(1) Eliminate features with extremely low variance: Variance reflects the concentration
degree of a set of data distribution, if a feature variance is too small, it shows the
feature value does not have too big wave. In KNN classification algorithm, if a
feature variance is extremely low, the distance between two samples is close to
zero, it is Meaningless to choose the K nearest neighbor. So, we can set a variance
threshold, and then calculate variance of every normalized feature values. If the
variance of a feature does not reach this threshold, we will eliminate this feature.

(2) Chi square test to eliminate features [18]: The basic thought of Chi square test is
calculating the deviation value between actual value and the theoretical value,
determine whether the theoretical value is appropriate. In the classification algo‐
rithm, if a feature’s deviation value between theoretical value and observation value
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is relatively large in each of class, the feature has a relatively large impact on the
classification. For a sample set, we first compute theoretical value of each feature
to each class. Assuming the sample database is made of n samples, m class, l
features. The theoretical value of feature j can be calculated by the following
formula:

(2)

In the formula, Eij represents the theoretical value from feature j to the class i, Pi

represents class i sample’s proportion in the total sample, xk represents the feature j value
in the line k.

The observed value of feature j can be calculated by the following formula:

(3)

In the formula, Oij represents the observation value from feature j to the class i, n(i)

represents the number of sample in class i,  represents feature j value of sample k in
class i.

The deviation value of feature j can be calculated by the following formula:

(4)

Through the formula above, we can get the final deviation vector {S1, …, Sl} to each
feature. We will eliminate one or more features with the smallest the deviation value Sj.

In order to verify the effect of above dimension reduction methods, we still use
kdd1999 data which has been reduced to 3924 lines as the sample set for validation. The
number of features of the original data sets is 41.

First step, we set a very low threshold = 0.000001, the purpose is to eliminate the
feature with very low variance, in this step we eliminate 4 features, then there are 37
features left.

Second step we use chi square test eliminate q features with lower deviation. We set
q = 7, 12, 22, then the features dimension is reduced to 30 dimensions, 25 dimensions
and 15 dimensions. Classification results of the KNN algorithm as shown in Fig. 3:
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Fig. 3. KDD1999 (3924-lines) KNN classification results after dimension reduction

The average time of different feature dimension cost in the KNN classification
process as shown in Table 4:

Table 4. Average time of six training samples dataset cost in the classification process

Feature dimension The average time(s)

41 features 13

30 features 10

25 features     8

15 features     5

Based on the above experimental results we can see, the classification accuracy rate
of 41 dimensions, 30 dimensions, 25 dimensions and 15 dimensions in using the KNN
algorithm have not much difference. Considering the average time algorithm consuming,
low dimension data have obvious advantages on high dimension data. From the results
above, we can conclude that the method for selecting the feature is quite reasonable in
KNN algorithm, and feature dimension reduction is meaningful when there is not an
extremely strict demand to accuracy rate.

4 Rationalize the Algorithm Parameters

4.1 Rationalize K Value

Selection of k value has a large impact on the correct rate of classification in KNN
algorithm, so the method we choose k value should be conservative, k value should not
be too large or too small. If k value is too small, the classification results are susceptible
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to noise influence; if k is too large, neighbors and may contain too many points of other
classes. There is no uniform standard method to select k value currently, we usually
using cross validation to test k from x to other large value, x is usually greater than 1; x
can take appropriate great value when sample size is large. The judge index is accuracy
(sometimes considered the cost of algorithm), and finally select the k value which
perform best.

4.2 Rationalize Distance Calculating Method

The metric of classic KNN algorithm for distance calculate is the Euclidean distance,
Euclidean distance formula is as follows:

(5)

In the formula, i = (Xi1, Xi2 … Xin), j = (Xj1, Xj2 … Xjn) represents two data sample
point. In Euclidean distance, every feature is equally important in calculating the
distance. But the fact is not the case, some features can have a significant effect on
classification, and some features have little contribution to the classification. So it is very
necessary to determine the weights of each feature.

To the feature weight calculation, there are many researches at present. Methods are
roughly divided into the objective determination weight method and subjective weight
determination method. Subjective weight determination method mainly has the expert
scoring method, Delphi method, AHP method; the objective weight determination method
mainly has the entropy method, grey correlation method, artificial neural network
weighting method, factor analysis, regression analysis. This paper selects maximum ratio
between between-class and inner-class deviation method [15] as the feature weight calcu‐
lation method, and test its effect on KNN algorithm in the experiment.

Deviation is generally used to indicate the degree of concentration of a set of data,
reflect the gap from real value to average value. After the classification, if the samples
from the same class are more concentrated and the samples from different class are more
discrete, we can judge this classification as a more qualified classification. The ratio of
between-class deviation and inner-class deviations is higher, this classification is more
reasonable. So this paper use maximum ratio of between-class and inner-class deviation
method to determine the weight of each features value. Specific steps are as follows:

If the sample data has a total of K features, assuming their weight vector
W = (W1,W2,…,Wk)T, the sample data has m classes, the number of samples
of each class is n1, n2,…nm, according to the normalized value in sample data, sample
values of each type are as follows:

Rationalizing the Parameters of K-Nearest Neighbor Classification Algorithm 197



(6)

In the formula, C1, C2,…, Cm represents m classes,  represents feature value of
sample j in class i.

The mean of class i is as follows:

(7)

Inner-class sum of deviations squares is as follows:

(8)

The total mean of all the m class is

(9)

Between-class sum of deviations squares is as follows

(10)

According to the sample data, the weight vector should make

(11)
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maximum. According to the related mathematical derivation, maximum  value is
largest eigenvalue of formula |B-λA|, the corresponding eigenvector is W. W is the
feature weight vector. B and A can be calculated by sample dataset.

Combine resulted weight vector with Euclidean distance, get the weighted Euclidean
distance formula [16]

(12)

We use it as the distance calculating method in KNN algorithm. Taking dataset
datingTestSet as the test dataset, Classification results of the KNN algorithm as shown
in Fig. 4:

Fig. 4. Classification results of KNN algorithm of weighted Euclidean distance and Euclidean
distance

From Fig. 4, we can see weighted Euclidean distance (weight vector calculated by
maximum ratio of between-class and inner-class deviation method) perform just a little
better than the non-weighted Euclidean distance in KNN classification algorithm.

Weighted Euclidean distance (Weight vector calculated by maximum ratio of
between-class and inner-class deviation method) performs barely satisfactory in KNN
algorithm. With the increase number of feature, the ability to distinguish of Euclidean
distance becomes worse. There are mainly two kinds of solutions: 1. Dimension reduc‐
tion, which has been mentioned in the previous chapter. 2. With other distance calcu‐
lating method, such as the Manhattan distance, cosine angle distance [17] etc. This is
our next step research to rationalize distance calculating method.

4.3 Rationalize Method for Judging the Class

The voting method of classical KNN algorithm is select K nearest neighbors and each
neighbor can vote one. All of the neighbors are equal. In reality, however, K neighbors
have the different distance to the target sample point. According to KNN algorithm
principal, the nearest neighbor should have the highest status, and has highest weight in
voting. Therefore, the weight voting would be more proper. The weight is negative
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correlation with distance between the neighbor and target sample point. In that way, the
weighting function is monotone decreasing function that regards distance as the inde‐
pendent variable. Each class value should be calculated as following formula:

(13)

Vj represents total weighted voting value obtained by class j, nj represents the number
of class j nearest neighbor, Dji represents the distance between neighbor i in class j and
target point, f(D) is the weighted voting function that regards distance as the independent
variable.

Select the weighted voting function f should be based on the test results of sample
dataset; this paper selects the UCI benchmark database User Knowledge Modeling Data
as experimental data set. This paper select  four function

as weighted voting function, f = 1 means non weighted voting, the final classification
results of the KNN algorithm as shown in Fig. 5:

Fig. 5. Classification results using different weighted voting function in KNN algorithm

The effect can be seen in figure, base on User Knowledge Modeling this data set,
KNN algorithm with the classic non weighted voting method performs worst, KNN
algorithm that uses  as vote weighting function performs best.

The result also proves that a reasonable weighted voting function can obviously
improve the classification accuracy of KNN algorithm.

5 Conclusions

Undoubtedly, KNN algorithm was regarded as one of the most classical machine
learning classification algorithm. During big data era, KNN algorithm plays a more
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important role in data mining. In this paper, we discussed some important parameters.
We also partly changed those parameters based on classical KNN algorithm and utilized
some benchmark data to test, making those parameters more rational. Therefore, the
effect and efficient of KNN algorithm could be improved. Meanwhile, some parameters
were not discussed thoroughly, for example, the Similarity distance other than Euclidean
distance. The testing for such distance was the direction of future research.
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Abstract. GPU cluster is important for high performance computing
with its high performance/cost ratio. However, it is still very hard for
application developers to write parallel codes on GPU. MPI is mostly
used for parallel programming, and data locality and communication
must be specified explicitly by developers. Moreover, data transmission
between CPU and GPU must also be processed with CUDA codes.
CUDAGA, a new parallel programming model for GPU cluster with
CUDA, is presented to provide portable interfaces for commu-nication
on GPUs. GA (Global Arrays), a portable shared-memory programming
model for distributed memory computers, is the base to facilitate parallel
pro-gramming and maintain transparent global arrays on GPUs. Exper-
iments show that CUDAGA can decrease parallel programming difficul-
ties, but ensures better performance for some specific applications.

Keywords: GPU cluster · Parallel computing · Programming model ·
Global arrays

1 Introduction

Graphics Processing Unit (GPU) [1] has been used widely for general-purpose
computation. The applications accelerated by GPU can achieve high perfor-
mances and GPU cluster [2] has been explored successfully for specific appli-
cations, such as power flow calculation, flow simulation and molecular model-
ing. In most GPU cluster, the computing kernel is normally programmed with
CUDA (Compute Unified Device Architecture) [3] and the communications are
programmed with MPI (Message Passing Interface). Therefore, developers need
to be good at programming with CUDA and MPI. Moreover, proper GPU device
should be chosen and data locality and communication should be explicitly spec-
ified. It is too hard to manage both computing kernels on GPU and the commu-
nications executed with MPI.
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Shared memory model are adapted on GPU cluster by many researchers
to reduce programming complexity, but some of them get poor performances
because of extra costs on data consistency, and some are only suitable for graph-
ics processing. The device choosing problem is ignored when there is more than
one GPU in one node. Moreover, basic libraries for public functions are missing,
so that it is hard for application developers to write high-efficiency programs
quickly. It will be better to provide standard libraries with some common func-
tions, so that developers can pay more attentions on designing better application
algorithms but not the details on how to realize those basic functions on GPUs.

CUDAGA, a portable parallel programming model for GPU cluster, is pro-
posed to reduce developers’ work in this paper. GA-based communication mech-
anisms and CUDA memory management are combined, and many types of inter-
faces are provided for simple programming. Compared with MPI-based method,
CUDAGA can release application developers from low-level burdens on data
transfer, and the performances can become higher with the combination of GA
[4] and CUDA.

This paper is organized as follows. Section 2 provides related work about
parallel programming on GPU cluster. Section 3 proposes the new CUDAGA
parallel programming model of CUDAGA. Section 4 introduces the details and
key issues of CUDAGA. Experimental results are presented in Sects. 5 and 6
concludes the paper.

2 Related Work

GPU-to-GPU communication interface is necessary to simplify parallel develop-
ment in cluster. There are two major paradigms: message passing and shared
memory models [5]. MPI is the dominant interface for message passing model
and OpenMP is designed for shared memory model.

MPI is widely used on CPU cluster and currently applied on GPU cluster.
CaravelaMPI [6] provides unified and transparent interface to manage both com-
munication and GPU execution, which focuses on traditional runtime environ-
ment and asynchronous message passing interface to overlap communication with
computation [7]. cudaMPI [8], a GPU-to-GPU communication model, combines
MPI communication interfaces with CUDA memory copy functions. However,
the model is based on MPI, so that it is still difficult for parallel programming.

Since shared-memory model is widely considered easier to develop than mes-
sage passing, many researchers have sought to realize a shared-memory model
for GPU cluster. A distributed shared-memory (DSM) model [9] is implemented
through the virtualization of distributed texture memories. However, its per-
formance is very bad because of its high latency overhead of data-consistency
maintenance.

Combining the advantages of distributed memory model and shared memory,
GA toolkit [10] provides an interface to allow data distribution, whose program-
ming syntax is similar with the programming on a single processor. Zippy [11]
adapts GA programming model on GPU cluster and combines it with traditional
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graphics processing program [12]. It reduces the difficulty for parallel program-
ming on GPU cluster and provides a debug tool for debugging parallel program.
However, it is only suitable for graphics processing. Therefore, it is necessary to
design a parallel programming model for general-purpose computation.

As we all know, both GA and CUDA are all good at disposing array data
structure. For the above reasons, CUDAGA is proposed, which combines GA
and CUDA to decrease the difficulty for parallel programming on GPU cluster.

3 Parallel Programming Model on GPU Cluster with
CUDA

CUDAGA is similar to the process of GA, and the implementation of CUDAGA
is on the upper layer of CUDA and GA. This section presents CUDAGA as a
parallel programming model on GPU cluster.

3.1 Layered Architecture of CUDAGA

DistributedArraysLayer is user-oriented and implementedbasedonLibraryLayer,
in which CUDA runtime API and APIs in GA are included, shown in Fig. 1.

Fig. 1. Layered architecture of CUDAGA

There are four modules on Distributed Arrays Layer: management, commu-
nication, matrix operation and utility module. The functions of the four modules
are implemented through combining CUDA runtime API and the APIs in GA.
CUDA runtime API includes the functions of thread management, device man-
agement, stream management and memory management. ARMCI (Aggregate
Remote Memory Copy Interface), memory management, index translation and
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process management are included in GA. Of course, a lot of optimization can
be operated during the combination to improve the performance of CUDAGA.
The bottom layer is System Hardware Layer, including the switches to connect
NVIDIA GPUs among all cluster nodes.

Application developers can invoke related interfaces of CUDAGA to do vari-
ous operations on GPU. Data must be synchronized in global array from GPU to
CPU and the environment must be cleaned correspondingly when the programs
on GPU are finished. After starting the operations on GPU, the changes of data
on CPU and GPU will not bother with each other, because the storages of global
array on CPU and GPU are independent. CUDAGA can help choosing proper
GPU [13] for each process when initializing environment. Data can be put to or
got from global array through the invoking of communication functions.

3.2 Two-Level Communication Model

Two-level parallelism is designed for the communication among different GPUs:
data transfer between different CPU memories and data transfer between CPU
and GPU. The bandwidth of memory accessing is non-uniform in two-level
parallelism. The bandwidth inside GPU memory is the largest, and the band-
width between CPU and GPU is larger than that between different CPUs. The
bandwidth between CPU and GPU is decided by PCIE and the bandwidth
between different CPUs is decided by switch. It is better to improve the perfor-
mance by designing good algorithm to decrease data transfer in low-bandwidth
environment.

Fig. 2. Communication model of CUDAGA
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CUDAGA hides the details of data communication, so that developers can
manage data transfer with the functions of get and put in Fig. 2. The cost of
data transfer between CPU and GPU is reduced to improve the performance.
Moreover, some interfaces, such as management, matrix operations and utility
functions, are provided in CUDAGA to help developers to execute some common
operations.

As we all know, developers must dispose communication interfaces for CPU-
to-CPU communication and CUDA memory management for CPU-to-GPU/
GPU-to-CPU when developing parallel applications. CUDAGA provides direct
GPU-to-GPU communication interface, in which some transfer details are hid-
den, such as memory copy from GPU to CPU in remote node, data copy among
different nodes and memory copy from CPU to CPU in one node. At the
same time, matrix functions can be called directly to speed up linear algebra
computation.

The main target of CUDAGA is to release developers from the work of imple-
menting effective communication, so that they can pay more attentions on the
realization of applications themselves. With these function packages, developers
can write fewer codes to implement the same operation to make the code more
concise. At the same time, some optimization is done in the package to improve
the performance.

4 Key Issues and Technologies in CUDAGA

Some key issues must be solved during the development of a parallel applica-
tion on GPU cluster: how to select a suitable GPU device, how to simplify the
programming in GPU cluster, how to debug or monitor on GPU cluster.

4.1 Execution Management

The initialization and finalization of environment are implemented in manage-
ment module of CUDAGA. Device allocation of each process is done during the
initialization, there are two advantages: it can avoid duplicated allocation by dif-
ferent processes, and all devices can be allocated for utilization. But it can not
deal with the situation that the number of GPU units is less than the number
of running process.

Global array is created by creation function on CPU and GPU. A corre-
sponding temp global array exists on CPU to participate the maintenance of
data consistency with global array on GPU. The following operations are exe-
cuted transparently in global arrays of GPU and corresponding temp global
arrays of CPU, so that developers only need to write the codes of synchronizing
data from CPU to GPU or from GPU to CPU. The operations on CPU and
GPU will not be bothered each other because of synchronization mechanism.
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4.2 GPUs Communication

There are three types of data transfers in GPU cluster: memory copy of GPU-
to-CPU and CPU-to-GPU, message communication on different nodes.

Traditionally, MPI function is used for message communication between
CPUs, and cudaMemcpy is used for memory copy between CPU and GPU.
It will place even greater burdens of application developers. Data transfers are
implemented with a GA-similar communication mode in CUDAGA, and the
communication between different GPUs can easily managed by Get and Put
functions. As shown in Fig. 3, data enclosed in black line is shared by node i and
j, which can be managed by communication functions. The middle area enclosed
by dotted lines is the actual implementation method transparent to developers.
Temp GA is created with the creation of CPU GA, and data between CPU GA
and GPU GA is synchronized through temp GA. The data in temp GA is always
the same with GPU GA, so that data synchronization from GPU to CPU can
be done only by one step. All the operations on GPU GA will not affect the data
in CPU GA, and data only needs to be synchronized between CPU and GPU at
the start and the end of the execution.

Fig. 3. Data transfer model with CUDAGA on GPU cluster
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The implementation details are shown in Fig. 4. Suppose node i gets data
from the two nodes and node j puts data to the two nodes. If data is local and
continuous, memory copy from GPU array to d buf is called and its time cost
is noted as dtod. This is very fast because the bandwidth inside GPU is much
bigger than PCI. Of course, data range must be continuous in GPU array to
obtain higher performance. Otherwise, data will be transferred from temp GA
to h buf through get, and then from h buf to d buf (htod) through the operation
of memory copy.

Fig. 4. Inside implementation of data movement

The processing of put function is a little different from get. For put function, if
data is local and continuous, two operations are needed: memory copy from d buf
to GPU array (called dtod) and synchronization between CPU temp array and
GPU array (called dtoh) for data consistency. If data is local but not continuous
or remote, data must be copied from d buf to h buf (called dtoh) and put from
h buf to temp global array. Then the processes whose data is from d buf (htod)
will be checked out for data synchronization between temp array and GPU array.

To compare with GA+CUDA mode, define Tget the time cost of get and Tput

the time cost of put on GPU cluster. In GA+CUDA mode, the two time costs
can be computed with Formulas (1) and (2) respectively.
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Tget−GA = get + htod (1)

Tput−GA = dtoh + put (2)

In CUDAGA mode, the two time costs can be computed with Formulas (3)
and (4) respectively.

Tget−CGA =
{
dtod (for local and continuous data)
get + htod (for other data) (3)

Tput−CGA =
{
dtod + dtoh (for local and continuous data)
dtoh + put + htod (for other data) (4)

As we know, dtod is much faster than htod and dtoh. Local get and local put
are also very fast while the cost of remote operation is affected by switch band-
width. Tget−CGA is not worse than Tget−GA and will improve the performance
when data is local and continuous. Tput−CGA is approximately equal to Tput−GA

when data is local and continuous, while Tput−CGA needs additional htod over-
head. The overhead can be produced by the processes whose data is changed
in temp global array. We believe the performance can be improved more than
the overhead, because get operation is used more than get operation in most
applications.

4.3 Matrix Operation

There are many linear algebra functions in GA, which are included in matrix
operation module to avoid duplicate development.

As we know, the bandwidth of PCI Express is 8 GB/s, which is a performance
bottleneck when computing kernel is not complicated. These functions are oper-
ated on global arrays of GPU, which can achieve good performance without data
transfer between CPU and GPU memory. It is very useful for some simple linear
calculations. Many temp memory buffers are used during the implementations
of these functions, and the overhead of memory allocation or release is small and
negligible at each time. However, the sum of overhead is very big when a lot of
linear algebra functions are called. It can be reduced by calling unified memory
management functions provided in system management module.

Moreover, there are three communication modes between CPU and GPU:
ASYNC, PAGEABLE and ZEROCOPY mode. PAGEABLE mode is the most
common used mode without any effects on CPU memory. ASYNC mode is used
to overlap communication and computation, and ZEROCOPY mode is suitable
for integrated graphics cards. The different matric operation functions with the
three modules are provided for choosing according to their environments.
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4.4 Assistant Support

Some auxiliary functions for monitoring GPU cluster information are included
in assistant support module. As we know, program debugging has been difficult
in both parallel programming and CUDA programming.

Assistant support can help developers debug in programming. When devel-
oping parallel applications, developers can debug their programs or observe the
status of GPU cluster with these functions, such as the total number of GPU,
GPU id, corresponding process id to GPU.

5 Performance Analysis and Evaluation

The experiments are run on a cluster with five nodes connected by 10 MB/s
Ethernet. Four nodes are composed of Intel i7 920 and two NVIDIA GTX 295,
and the rest one is equipped with Intel Q9550 and one GTX 260. All nodes
run Red Hat Linux with CUDA 2.3, mpich-1.2.7 and GA 4.3. Programming
complexity and performance of CUDAGA are analyzed and evaluated, compared
with CUDA+MPI. Cannon algorithm and Jacobi iteration are two applications
for testing.

5.1 Programming Complexity Analysis

Since CUDAGA helps developers to manage the details of communication on
GPU cluster, it is much simpler to program with CUDAGA than CUDA+MPI.
Figure 5 shows an example implemented by CUDA+MPI.

We can see that data scattering and gathering are complicated to be imple-
mented with many operations. Data must be scattered from master process to
all processes and gathered from all processes back to master process, transferred
explicitly between CPU and GPU. It is very complicated for developers to man-
age the details of MPI and CUDA.

In contrast, developers only need to get data from global array to GPU
memory and put data from GPU memory to global array directly if CUDAGA
is used. The corresponding example of CUDAGA is shown in Fig. 6. Develop-
ers only need to manage device pointers during the communication, because
CUDAGA can help to manage temp memory buffer. Data just need to be syn-
chronized on global array between CPU and GPU when program is started or
finished on GPU. The range of data is computed in global array before data is
accessed.

Comparing the lengths of codes in Figs. 5 and 6, we can see that much less
code is necessary by CUDAGA than CUDA+MPI to implement the application.
The comparisons of code lengths with CUDA+MPI and CUDAGA for Cannon
algorithm and Jacobi iteration are shown in Table 1. About 60 % codes can be
saved by CUDAGA, which means developers can spend more time on designing
better algorithms but pay less attention on the realization on GPU cluster.
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Fig. 5. Usage example of CUDA+MPI

Fig. 6. Usage example of CUDAGA
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Table 1. The coding comparisons between CUDA+MPI and CUDAGA (lines)

Cannon algorithm Jacobi iteration

CUDA+MPI CUDAGA CUDA+MPI CUDAGA

Total communication 172 63 131 58

Operation initialization 26 7 26 7

Data initialization 63 17 29 18

Data collection 44 7 21 4

Kernel computing 39 32 55 29

5.2 Performance Experiments

Since network bandwidth is only 10 MB/s, which is several orders of magnitude
slower than PCI-Express bandwidth and CUDA kernel execution, the cost will
increase with the increase of the number of GPUs. Here we mainly focus on
the comparison of CUDA+MPI and CUDAGA. We believe the performance will
improve as the hardware upgrades.

The tests run on 4 GPUs with five different matrix sizes. As Fig. 7 shows,
the performance of Cannon algorithm implemented by CUDAGA is better than
that by CUDA+MPI. The method implemented by CUDA+MPI involves data
dependency because of data cyclic movement, but data can always get from
global array by CUDAGA to avoid the overhead of data waiting. Moreover,
data does not need to be copied from host to device, which is the bottleneck of
data transfer. Since the bandwidth between CPU and GPU is much lower than
that between GPU and GPU, a lot of time is saved for data transfer be-tween
host and device. Another important factor is that get operation is executed more
times than put operation. Only put operation is called once at the end of Cannon
algorithm. That means more data transfers between CPU and GPU will be saved
in more get operations.

The cost of Jacobi iteration implemented by CUDAGA is a little better than
that by CUDA+MPI, shown in Fig. 8.

We can note the feature of matrix: the number of columns is much larger than
that of rows. The overhead of memory copy from host to device is avoided when
maintaining data consistency in CUDAGA, so that it can get much better perfor-
mance. However, the portion of data communication needs to be big enough to
hide the overhead of data consistency. The communication size of Jacobi iteration
only refers to the boundary of each process, which means that only two columns
of each process participate data communication while all columns of each process
participate maintaining data consistency. So the result implemented by CUD-
AGA is a little better than that by CUDA+MPI. Good performance can be got
when the columns/row ratio is big enough. As the ratio grows, the performance
implemented by CUDAGA will be much better.

In a word, CUDAGA model is suitable for parallel programming of these
applications: (1) array is the basic data structure; (2) most data is involved in
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Fig. 7. Execution times of Cannon algorithm with different matrix sizes

Fig. 8. Execution times of Jacobi iteration for 100*100000 matrix with different GPU
numbers

communication; (3) the times getting data from global array is not less than
putting. Parallel programming with CUDAGA can not only ensure better per-
formance, but also facilitate better programming effort.

6 Conclusions

As GPGPU is more and more widely used, lots of applications will be imple-
mented on GPU cluster. CUDAGA, a portable parallel programming model for
GPU cluster, is presented to combine CUDA with GA library together to ease
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the program of data transfer. It also helps developers to choose different GPU for
each process to ensure resource utilization, and provides auxiliary functions to
obtain some information about GPU cluster. Moreover, linear algebra functions
can be used to speed up some linear calculations.

We combine CUDA programming interface with blocked communication inter-
face of GA. In the future, CUDAGA will provide asynchronous communication
interface to hide overhead of communication and computation. Another impor-
tant topic is to coordinate multiple GPUs and CPU to work together.
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Abstract. MapReduce is a programming model widely used in big data
processing. Reduce tasks scheduling in MapReduce is a key issue which affect
the performance significantly. Unfortunately, because of the complication of
reduce tasks scheduling, there are no acknowledged solution in this issue. Main
ideas in optimizing reduce tasks scheduling emphasizes features of computation
or data locality. Although few researches tried to explore solutions with theoret‐
ical modeling, their models are oversimplified. Aiming to optimizing reduce tasks
scheduling, we propose a method of modeling node’s computation and commu‐
nication capability uniformly based on analyzing the procedure of reduce phase
theoretically. In the analysis, cost of reduce tasks in intermediate data fetching
and processing are integrated. With the proposed model, the optimal load balance
of reduce phase is concluded and proved. Evaluations under different environ‐
ments show that load balance of reduce phase is improved significantly with the
scheduling method instructed by the optimal principle.

Keywords: Mapreduce · Load balance · Reduce tasks scheduling · Cloud
computing

1 Introduction

Nowadays big data applications are drawing more and more attentions. MapReduce is
a popular programming model aiming to simplify the big data processing on large-scale
clusters [1]. Recently, MapReduce and its open-source implementation Hadoop [2] are
deployed and utilized in many areas by companies and organizations [3–8]. In MapRe‐
duce model, an application is divided into large number of map and reduce tasks running
on massive connected commodity computers. Methods of scheduling these large number
of tasks ad-hoc parallel processing of big data plays an important role in MapReduce
clusters which effect the jobs makespan and re-source utilization significantly. Load
balance is commonly a main object of tasks scheduling in MapReduce environments
which attract many researchers’ attention. In typical MapReduce, the map phase is
divided into lots of tasks to achieve dynamic load balance. Many researches optimizing
the performance of map tasks by improving the scheduling mechanisms [9–12] or data
storage strategies [13–15].
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However, these mechanisms or strategies can’t be applied to reduce tasks scheduling
mechanically. The number of reduce tasks which determines the distribution of the
MapReduce job’s results is constrained by users’ requirements. Moreover, each reduce
task is responsible for the data with certain range of keys, which means intermediate
data with the same key is always allocated to the same task. Thus reduce tasks may have
to process quite different size of data. Consequently, load balance of reduce phase is
significant and difficult.

Research on optimizing of reduce tasks scheduling get few attentions. Several heuristic
solutions are proposed to improve data locality of reduce tasks [16–20]. Although these
solutions improve the performance of reduce tasks, they are based on intuitive techniques
rather than theoretical analysis. On the theoretical approach, Tan et al. [20] analyzes the
reduce task assignment in sequential MapReduce jobs, but it ignores the cost of reduce
processing and scheduling inside a MapReduce job. The work of Berlińska and Droz‐
dowski [22] analyzes the map and reduce computations in MapReduce, however, it
assumes the data transfer time as a constant, which does not correspond to the fact.

In current MapReduce’s scheduling strategy, reduce tasks are allocated to idle nodes
randomly, which degrades the performance severely. Without considering the matching
of tasks with nodes’ capabilities, a reduce task with large amount of intermediate data
would be allocated to a slow node. The random scheduling may also affect the data
locality of reduce tasks and cause unnecessary intermediate data transmission.

To optimize reduce tasks scheduling, it is necessary to prompt reduce tasks assigned
to nodes with matching capability. Thus modeling node capability based on theoretical
analysis is one of key points of optimizing reduce phase’s load balance. A node’s capa‐
bility is composed with both computation and communication capability. The compu‐
tation capability can be represented with node’s CPU and memory information easily.
But the communication capability is hard to estimate, because any node’s communica‐
tion capability is related with specific allocation of intermediate data among reduce
tasks.

In this paper, the process of data transmission and processing in reduce phase is
analyzed theoretically. Based on the analysis, a node capability model is established. In
this model, the computation and communication capability of a node is considered in a
combined way. The optimal scheduling for reduce tasks is concluded and proved. The
optimal principle suggests that matching reduce tasks with nodes’ capabilities can
improve the performance of reduce tasks. Simulation results of optimal scheduling show
that the load balance of reduce phase can be improved significantly compared with
random scheduling methods.

Our contributions include the following:

• A theoretical model to analyze nodes’ capabilities is proposed, which combine nodes’
computation and communication capability.

• A node capability-aware reduce task scheduling strategy based on the proposed
model is presented. And it is proved effective to improve MapReduce’s performance
in different scenarios.
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2 Preliminary and Related Work

2.1 MapReduce

In MapReduce model, a computation process consists of the map and reduce phases.
Both map and reduce phase can contain multiple independent sub-tasks which are called
map tasks and reduce tasks respectively. Each map task or reduce task is executed by a
machine, which is called node in following discussions. As a MapReduce job starts, map
tasks are allocated among clusters, these tasks process the input data represented as key/
value pairs. Results of map tasks are called intermediate data, and these data are stored
as key/value pairs among relevant nodes in clusters. Then the reduce tasks start to
execute, they are responsible for fetching the intermediate data from different nodes and
generating final results. The works of Dean and Ghemawat [1] and White [23] provide
more details about the computation principles of map and reduce phase.

An overview of a MapReduce job processing is presented in Fig. 1. A typical process
of a MapReduce job consists of seven steps. In the first two steps, a centralized scheduler
allocates map and reduce tasks to relevant nodes. The nodes assigned map/reduce tasks
are called mappers/reducers respectively.

Fig. 1. Execution overview of MapReduce

Step (3) and (4) constitute a whole data flow of a map task. The mapper reads input
data and processes them. As a result, intermediate data are generated and stored locally.
According to a certain partitioning function these intermediate data are divided
according to particular keys. When a map task finishes, the scheduler activates reduce
tasks by notifying locations information of intermediate data to reducers in step (5). As
shown by step (6), reducers notified read corresponding intermediate data from mappers’
local disks. When a reducer gets all assigned intermediate data, it sorts and groups them
according to the keys. The sorted pairs of each key are processed with the reduce function
provided by user program. The results of reduce tasks are written to output files as shown
by step (7).

Node Capability Modeling for Reduce Phase’s Scheduling 219



More details about the procedure of reducers fetching allocated intermediate pairs
from mappers are discussed below. The allocations of intermediate data among reducers
are determined by the output of map tasks and partitioning function. After execution of
a map task, a mapper stores its intermediate data as key/value pairs in local disks. These
intermediate data are divided into pieces according to their keys. A reducer only fetches
the parts of intermediate data corresponding to certain keys which are assigned to it.
Assigning keys to reducers is determined by user. For instance, a piece of intermediate
data stored on node i, Dix are stored as key/value pairs with the xth key(s). According
to naïve assignment rules, each reducer is assigned a different key. The distribution and
transmission of pieces of intermediate data is shown in Fig. 1.

In a MapReduce job, the number of reduce tasks and intermediate keys assignment
rules are provided by users. If the user has special requirements on the format of results,
for example, particular intermediate keys must be gathered as one result, the reduce tasks
can’t be set partitioned arbitrarily. This kind of reduce tasks is called fixed reduce tasks
in this paper.

It is worthwhile to note that the distribution of intermediate data storage is decided by
the input data and map tasks which are defined by users. Modifying the intermediate data
storage distribution is impractical. However, the partition of intermediate data can be fixed
in reality. This kind of situation happens when user has special requirements on the distri‐
bution of results or the amount of keys is less than the number of reduce tasks.

2.2 Related Work

Task scheduling is a crucial issue in MapReduce cluster computing. In current MapRe‐
duce programming model [1], a strategy called locality-aware scheduling is employed
for map phase, and a random strategy for reduce phase.

Previous studies mainly focus on the optimizing of map phase [9–15]. In [9, 10], the
authors recognized the importance of the latency for multiple concurrent jobs, and
proposed different scheduling mechanisms to reduce the response time of MapReduce
jobs, and maintaining data locality. In [11], the authors proposed NKS (short for Next-
K-Node Scheduling) method to achieve data locality in a single MapReduce job, and
mainly aims to homogeneous computing environment. In [13–15], data placement
schemes are proposed to improve data locality in MapReduce environment.

However, these studies can’t apply to our work mechanically, whether scheduling
mechanisms or data placement schemes, because the number of reduce tasks is
constrained by users and intermediate data can’t be allocated randomly. There are mainly
two approaches to optimize reduce phase. The first approach is to devise heuristic
scheduling strategies [16–20]. In [16], the authors extend Hadoop to offer reliable
MapReduce services on opportunistic distributed environment. Their scheduling
strategy works in a hybrid resource architecture. In [18], LARTS was proposed to
improving MapReduce performance. The basic idea of LARTS is collocating reduce
tasks with the maximum required data computed after recognizing input data network
locations and sizes. But it only considers the maximum required data which can’t repre‐
sent the whole intermediate data distribution.

The second approach is to analyze the MapReduce job theoretically [20–22]. Theo‐
retical analyses help us make better strategies in reduce task scheduling. In [20], the
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authors formulate a stochastic optimization framework to improve the data locality for
reduce tasks. But it ignores the cost of reduce processing, and is mainly for sequential
MapReduce jobs. Berlińska and Drozdowski [22] analyzes the map and reduce compu‐
tations in MapReduce, but it assumes the data transfer time as a constant in reduce phase,
which does not correspond to the fact. In our work, we attach great importance to analyze
the data transfer time in reduce phase. This provides richer information for us to model
a node’s integrated capability.

3 Theoretical Model

Different with other work in optimizing Reduce tasks scheduling which focus on heuris‐
tics mainly chasing for high data locality or short computation time. In this work the
cost of reduce tasks in computation and communication are considered comprehen‐
sively. Each node in MapReduce cluster follows a capability model proposed in this
work based on the procedure of a Reduce tasks assignment and execution on any one
node. As the capability of node can be known from the proposed model, workloads of
each Reduce task also is known as common assumptions, thus assigning reduce tasks
to nodes with matched capability is an efficient and reasonable solution of reduce tasks
scheduling. This model is based on abstraction of time cost in data fetching and
computing of reduce task, and provides unifying computation and communication
resource of a node. The modeling method reflects a trade-off in computation and
communication in reduce tasks scheduling.

3.1 Assumptions of Nodes in MapReduce

In this paper, each node can be defined as three kinds of role, scheduler, mapper and
reducer. With processing unit(s), the scheduler has the ability to schedule tasks. Mapper
and reducer can execute assigned tasks with its processing units. Local Storage is essen‐
tial for mappers to store the intermediate data. Network interface makes any two nodes
can communicate with each other.

Two types of communication model between nodes, sequential and concurrent, have
been studied so far [24]. In the sequential model, each node can only communicate with
one other node at a time. While in the concurrent model, a node can communicate with
all other nodes simultaneously [25, 26]. The concurrent communication can be imple‐
mented with a processor who uses a processing unit to maintain an output buffer for
each communication link [24]. In this paper, it is assumed that processing unit(s) of
nodes are able to support concurrent communication.

3.2 Symbols and Terminologies

The mappers are identified by an ‘M’ followed by a tag number between 1 to m, and
reducers are identified by an ‘R’ followed by a tag number between 1 to r. As nodes can
execute both map and reduce tasks in common, a node can act as both mapper and
reducer. In the following discussion, mapper/reducer and node are used alternatively
according to the context. To facilitate describing the theoretical model of reduce tasks,
some symbols and terminologies are defined in Table 1. In this paper, it is assumed that
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Bi is same for all reducers. It is reasonable to assume that Wij is zero, if Mi and Rj are
on a same node.

Table 1. Terms of a MapReduce job.

Symbol Description

m Number of mappers

r Number of reducers

Mi A mapper whose tag number is i

Ri A reducer whose tag number is i

d Intermediate data unit

Di Size of all intermediate data stored in mapper Mi

Dij Size of intermediate data stored in Mi and processed by Rj

Fij Proportion of Dij divided by Di

Bi Initial time of Ri

Pj Time of Rj to process a unit of data and write results as output files

Wij Time needed by transmitting a unit of data between Mi and Rj

Tj Time needed by Rj to finish allocated reduce tasks in a job

Sj Moment when Rj starts

Ctj Average time for Rj to fetch a unit of data from mappers

PCj Time needed by Rj to fetch and process a unit of intermediate data

tj Time needed by Rj to fetch intermediate data from all mappers

hj Time of Rj to process intermediate data and write result as output files

Cj Rj’s capability

SR Sorted list of reducers

SRi The ith entry of SR

ST Sorted list of reducer tasks

STi The ith entry of ST

Ek Size of intermediate data corresponding with reduce task k

Eik Size of intermediate data processed by reduce task k and stored on Mi

RTk Reduce task whose keys are k
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3.3 Node Capability Model

As discussed in Sect. 2, reducer Rj is assigned intermediate data Ej, Rj needs to fetch
data Dij from every mapper Mi. Because the communication model adopted in this paper,
the time needed by Rj to fetch intermediate data can be calculated as (1). It means that
data transmission from multiple mappers to Rj happen simultaneously. When the slowest
transmission finishes, Rj gets all of the intermediate data it needs.

(1)

(2)

The average time for Rj to fetch a unit of data from all mappers can be calculated as
(2). Under the assumption that the proportion of Dij to Di remains constant in different
mappers, the proportion of Dij to Di can be represented by a symbol, k. By replacing the
Dij with the product of k and Di, the average time needed by Rj to fetch a unit of inter‐
mediate data can be derived. Equation (3) describes an average cost of data transmission
of Reducer, Rj fetching a unit of intermediate data.

(3)

So the total time needed by Rj to fetch and process a unit of intermediate data is
derived in (4).

(4)

Ri’s capability considering both computation power and communication capability
is defined in (5).

(5)

When the distribution of intermediate data among mappers is known, it is possible
to derive a reducer’s capability model by analyzing time needed by a reducer to fetch
and process a unit of intermediate data. A reducer’s computation power and communi‐
cation capability is considered in a combined way. The capability model adapts different
distributions of intermediate data, as long as the proportion of Dij to Di remains constant
in different mappers. This assumption is closely approximate in large clusters executing
a MapReduce job with a huge number of map tasks.

3.4 Cost of a Reduce Task

In the execution of a MapReduce job, the scheduler allocates tasks to mappers and
reducers. The user program of applications and related input data locations need to be
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submitted to scheduler. Then scheduler allocates tasks with chosen scheduling algo‐
rithm. By default, when the scheduler detects an idle reducer, it actives this reducer by
forwarding the program and intermediate data locations. In this paper, it is assumed that
every participating reducer gets all needed program and information in the first execu‐
tion, which takes time Bi. Because Bi is constant among different reducers, it has no
impact on the order of reducer’s cost. So Bi is ignored in reducer’s cost calculation.

As a Reducer, Ri has known the particular key(s) assigned to it, it begins to fetch
corresponding data from mappers. It takes time tj. As long as corresponding intermediate
data is received, Rj processes these data and write final results into the output files. It
takes time hj.

(6)

According to the process of a reducer, the time when Rj finish processing can be
concluded as (7).

(7)

The failures of task execution and backup tasks are not presented directly in the
model above. As the backup tasks are used to cope with slow or failed tasks, they can
be covered by increasing the size of Di to an appropriate degree.

4 Optimal Performance of Reduce Tasks

As the combined capability model of reducer presented above, a reducer’s capability is
defined as combine of its communication capability and computation power. Based on
the capability model, the relation between size of intermediate data assigned and nodes’
capabilities can be established. The optimal performance of reduce tasks are discussed
further. The optimal scheduling for fixed reduce tasks is concluded and proved. To
simplify the discussion, Sj in (7) is assumed to be a very small constant. So Sj’s impact
on the solution of optimal scheduling is ignored in discussion below.

In the reduce phase, scheduler actives reducers to read intermediate data and execute
tasks. Each reducer may be allocated more than one reduce tasks in general [1, 23]. It
is assumed that the intermediate pairs generated by a mapper are partitioned with parti‐
tioning function into r pieces, so each reducer gets only one piece of them.

As a MapReduce job finishes when the slowest reduce task finishes, the objective of
optimal schedule is to minimize the time of the slowest reducer in a MapReduce job.
The objective function is defined in (8).

(8)

As the combined capability of every reducer can be calculated, all reducers can be
sorted by their capabilities in descending order. The sorted list of reducers is represented
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by SR, the ith entry of SR is represent by SRi. SRi’s capability satisfies (9). It is worthwhile
to note that SRi and Ri is not the same reducer in general.

(9)

All reduce tasks’ workloads can be measured by their size of data corresponding.
After Reduce task RTk is assigned to a reducer, the size of data the particular reducer
needed to fetch from Mi can be expressed as (10). Fik means the proportion of RTk’s
intermediate data to all intermediate data stored on Mi.

(10)

It is assumed that all intermediate data distributed uniformly among mappers, which
means that the proportions of particular keys among different mappers are constant. The
intermediate data corresponding with reduce task RTk, can be calculated as (12).

(11)

(12)
All reduce tasks’ workloads can be measured by their size of data corresponding.

All reduce tasks can be sorted by their workloads in descending order. The sorted list
of reduce tasks is represented by ST, the ith entry of ST is represent by STi. STi’s work‐
load satisfies (13).

(13)

Theorem 1. Aiming to achieving the objective function defined in (8), the ith reduce
task in ST should be assigned to the ith Reducer in SR, number i ranges from 1 to r.

Proof of Theorem 1. It is assumed that T is the time in reduce phase adopting the
optimal scheduling defined in Theorem 1. T can be calculated by (14).

(14)

Two random reducer SRs and SRt are defined who satisfy (15).

(15)

Exchange their assigned reduce tasks STs and STt. The new scheduling make the time
of reduce phase becomes to T’. Because SR and ST are both in descending order, it is
obvious that (16) and (17) are definite.

(16)

(17)
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SRs and SRt are chosen randomly, and T is the minimized time of Reduce phase in a
MapReduce job. So (18) and (19) can be derived.

(18)

(19)
Theorem 1 is proved by the derivation from (15) to (19).

5 Performance Evaluation

5.1 Simulation Setup

In this section, A group of simulations are designed to evaluate the optimal scheduling’s
speedup and load balance. Random scheduling which is adopted by native implement
of MapReduce is simulated as contrast. Because proposed scheduling in this paper focus
on reduce phase, so the speedup and load balance are both evaluated within reduce phase.
And the load balance is represented by the size of intermediate data assigned to each
node with different capability. Simulations are implemented upon the support of Matlab.
Some basic parameters used in the simulations are set as follows.

The ratio of mappers to reducers is set to be in the discrete uniform distribution. The
ratio ranges from 10 to 100. The interval between two adjoining ratios is set to be 10.
The number of tasks assigned to a mapper is set to be a random integer between 50 and
150 inclusive. Time of fetching a unit of data from a particular mapper to reducer is set
to be a random integer between 5 and 20 inclusive. Time needed by a reducer to process
a unit of intermediate data is set to be a random integer between 1 and 50 inclusive. The
random numbers used in simulations are generated with the randi function or rand func‐
tion in Matlab. They are uniformly distributed pseudorandom values in a given range.

Four scenarios of reduce task scheduling in a MapReduce job are simulated. In the
first scenario, random scheduling and optimal scheduling are simulated. In the second
one, reduce phase time in environment with different deviation of tasks assignment and
nodes’ capability in optimal scheduling are conducted. Deviation of tasks assignment
and nodes’ capability is defined to measure the unfitness of nodes’ capability and the
workloads assigned. It is calculated as (20).

(20)

It can be derived that larger difference between capability of node and corresponding
task’s data size means larger deviation of tasks assignment and nodes’ capability. Modi‐
fying proportion of reduce tasks’ intermediate data size can get different value of devi‐
ation of tasks assignment and nodes’ capability. Three situations with different size of
tasks is simulated. The size of tasks generated randomly, they share the same nodes’
capabilities.
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Load balance is evaluated in the latter two scenarios. In the third and the forth
scenarios, nodes’ computation capability and communication capability are set to be
constant respectively. The constant computation capability is set to be 20, and the commu‐
nication capability is set to be 10. The results of them are shown in Figs. 4 and 5. They
describes that how the communication capability and computation capability of nodes
impact the assignment of reduce tasks. Those indicate the load balance of reduce phase.

5.2 Performance Evaluation

Figure 2 shows the speedup between optimal scheduling and random scheduling. Higher
ratio m to r means each reducer needs to process more intermediate data on average. It
is observed that the optimal scheduling only take one third of time in reduce phase
adopting random scheduling when the ratio m to r is 100. The relation between perform‐
ance improvement and the ratio m to r is also depicted in Fig. 2. It shows the higher the
ratio is, the more improvement preforms.

Fig. 2. Comparison of Reduce phase time between optimal scheduling and random scheduling
(Color figure online).

The unfitness of nodes’ capability causes longer time of reduce phase, although the
optimal scheduling offer the best tasks assignment. As shown in Fig. 3, the more devi‐
ation of tasks assignment and nodes’ capability is, the longer time it takes to finish reduce
phase processing. Three situations with different size of tasks which generated randomly
provide analogous trend lines. It shows that within the same deviation, bigger size of
tasks would cause a longer reduce phase time. It can be concluded that partitioning
proportion of reduce tasks’ intermediate data size by fitting the proportion of reducer’s
capability can shorten the time of reduce phase in a MapReduce job.
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Fig. 3. Relation between reduce phase time, deviation of assignment and nodes’ capability (Color
figure online).

As shown in Fig. 4, when computation capability is constant, there is a positive
correlation communication capability of node and the size of intermediate data assigned
to a particular reducer. Higher communication cost in fetching a unit of data means a
node has smaller communication capability. The higher communication cost a reducer
has, the smaller size of intermediate data is assigned. Results under three different ratios
of mappers to reducers appear analogously.

Fig. 4. Relation between intermediate data assignment and nodes’ communication capability
(Color figure online).

Analogously, when communication capability is constant, the computation capa‐
bility of a node dominates the size of intermediate data assigned to it. Another three
groups of result are depicted in Fig. 5. It suggests that the matching reduce tasks with
nodes’ capabilities can improve the performance of reduce tasks.
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Fig. 5. Relation between intermediate data assignment and nodes’ computation capability (Color
figure online).

6 Conclusion

Scheduling of reduce tasks in a MapReduce job is an important issue which affects the
performance of MapReduce model significantly. In this paper, the procedures of inter‐
mediate data fetching and processing are analyzed. A capability model unrelated to
particular intermediate data distributions is proposed. In the proposed model, a node’s
computation power and communication capability are combined. Base on the capability
model of nodes, the optimal scheduling of reduce tasks in a MapReduce job is concluded
and proved. Simulations also demonstrate the improvement by comparing with random
scheduling of reduce tasks.

To simplify the problem, only the situation that a reducer gets one reduce task at
most is considered in this paper. Considering situation each reducer can be assigned
multiple reduce tasks, the optimal solution becomes difficult to be achieved. This situa‐
tion should be studied further to make the research suit more situations in reality. More‐
over, based on the research in this paper, some heuristic scheduling algorithms can be
proposed to optimize scheduling in reduce phase. The distribution of intermediate data
among mappers impacts reduce tasks assignment. Research on the methods how to
optimize the intermediate data distributions to fit reduce tasks scheduling is another
interesting issue.
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Abstract. In this paper, we propose a novel approach to analyze and
predict failures in Hadoop cluster. We enumerate several key challenges
that hinder failure prediction in such systems: heterogeneity of the sys-
tem, hidden complexity, time limitation and scalability. At first, cluster-
ing approach is applied to group similar error sequences, which makes
training of the model effectual subsequently Hidden Markov Models
(HMMs) is used to predict failure, using the MapReduce programming
framework. The effectiveness of the failure prediction algorithm is mea-
sured by precision, recall and accuracy metrics. Our algorithm can pre-
dict failure with an accuracy of 91 % with 2 days in advance using 87%
of data as training sets. Although the model presented in this paper
focuses on Hadoop clusters, the model can be generalized in other cloud
computing frameworks as well.

Keywords: Hadoop · Failure prediction · Hidden Markov Model ·
Failure analysis · Machine learning

1 Introduction

The cluster system is quite commonly used for high performance in cloud com-
puting. As cloud computing clusters grow in size, failure detection and predic-
tion become increasingly challenging [18]. The root causes of failure in such a
large system can be due to the software, hardware, operations, power failure
and infrastructure that support software distribution [24]. The cluster system
dealing with a massive amount of data needs to be monitored and maintained
efficiently and economically. There have been many relevant studies on predict-
ing hardware failures in general cloud systems, but few on predicting failures
in cloud computing frameworks such as Hadoop [32]. Hadoop is an open-source
framework for distributed storage and data-intensive processing, first developed
by Yahoo. Hadoop provides an extremely reliable, fault-tolerant, consistent, effi-
cient and cost-effective way of storing a large amount of data. Failure in storing
and reading data from the large cluster is difficult to detect by human eyes.
All the events and activities are logged into their respective application log
files. Logs provide information about performance issues, application functions,
c© Springer International Publishing Switzerland 2015
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intrusion, attack attempts, failures, etc. Most of the applications maintain their
own logs. Similarly, HDFS system consists of DataNode and NameNode logs.
The logs produced by NameNode, secondary NameNode, and DataNode have
their individual format and content.

The prime objective of the Hadoop cluster is to maximize the job processing
performance using data-intensive computing. Hadoop cluster normally consists
of several nodes and can execute many tasks concurrently. The job performance
is determined by the job execution time. The execution time of a job is an
important metric for analyzing the performance of job processing in the Hadoop
cluster [4]. As Hadoop is a fault-tolerant system if the nodes fail, then the node
is removed from the cluster in the middle of the execution and the failed tasks
are re-executed on other active nodes. However, this assumption is not realistic
because the master node can crash. Many researchers reported that the master
node crash is a single point of failure and needs to be handled [19,31]. Even
the failure of the data node results in higher job execution time, as the job
needs to re-execute in another node. Failure nodes are removed from the cluster
so that the performance of the cluster improves. Prediction methods operate
mostly on continuously available measures, such as memory utilization, logging
or workload, to identify error pattern. Our analysis in this paper is mostly only
on a time of occurrence of different types of error events that ultimately cause
failure. This will also helps in root cause analysis [34] for automatic triggering
of preventive actions against failures.

We used Hidden Markov Models (HMMs) [3] to learn the characteristics of
log messages and use them to predict failures. HMMs have been successfully used
in speech, handwriting, gesture recognition, and as well also in some machine
failure prediction. HMM is well suited to our approach as we have observations
of the error messages, but no knowledge about the failure of the system, which is
“hidden”. Our model is based on a stochastic process with a failure probability of
the previous state. As faults are unknown and cannot be measured, they produce
error messages on their detection (i.e. present in log files).

Our prediction model is divided into four main parts; First, identifying error
sequences and differentiating types of error from the log files. Second, using the
clustering algorithms [11] like K-means [16]. Third, training the model. Given
the labeled training data, HMM method is used to evaluate maximum likelihood
sequence that is used to update the parameters of our model. Last, predicting fail-
ure of the system based on the observation of an error sequences. The main idea
of our approach is to predict failures by analyzing the pattern of error events that
imitates failure. Experimental results for this method can predict failure with 91%
accuracy for 2 days in advance (prediction time). It also shows that our approach
can compute on the massive amount of datasets. Ultimately, our approach can be
used to improve the performance and reliability of the Hadoop cluster.

1.1 Related Work

A significant number of studies have been done on the performance evalua-
tion and failure diagnosis of systems using log analysis. However, most of the
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prediction methods focus only on the system logs, but not on the application
logs. Many more studies have been done on predicting hardware failure in the
cluster. For example, studies in [21,24,27] provide a proactive method of predict-
ing failure in the cluster, based on system logs. These methods provide failure
in hardware level but fail to provide failure of a node in the Hadoop clusters.

Konwinski et al. [17] used X-trace [12] to monitor and improve Hadoop jobs.
X-trace allows path-based tracing on Hadoop nodes. Additionally, using X-trace
in conjunction with other machine-learning algorithm, they were able to detect
failure with high accuracy. Similarly, SALSA [28] is another tool in which system
logs are analyzed to detect failure using distributed comparison algorithm. Also,
it also shows information on how a single node failure can affect the overall
performance of the Hadoop cluster. All of these papers present failure detection
algorithm in the Hadoop cluster but lacks prediction algorithm.

Fulp et al. [13] demonstrated that failure prediction in the hard disk using
SVMs (Support Vector Machines) with an accuracy of 73% with two days in
advance. On the other hand, Liang et al. [18] uses RAS event logs to predict
failure in IBM BlueGene/L. They compare their results with Support Vector
Machines (SVMs), a traditional Nearest Neighbor method, a customized Near-
est Neighbor method and a rule-based classifier, and found that all were out-
performed by the customized Nearest Neighbor method. However, these all pro-
vide failure prediction algorithm in the different areas, but still lacks the good
accuracy of the model.

Hidden Markov Models have been used in pattern recognition tasks such as
handwriting detection [22], gene sequence analysis [5,9], gesture recognition [33],
language processing [15,23], hard drive failure [29] or machine failure [27]. HMM
is a widely used model due to it’s flexibility, simplicity, and adaptivity. Indeed,
as mentioned earlier, Hadoop log data have challenging characteristics, which
thus require expert knowledge to transform data into an appropriate form.

1.2 Our Contribution

We proposed a novel algorithm for failure prediction algorithm using MapReduce
programming framework, thus achieving better scalability and better failure pre-
diction probability. The proposed model is based on distributed HMM through
MapReduce framework in a cloud-computing environment. Through this paper,
we also present our idea to increase the performance of the Hadoop Cluster by
predicting failure. The accuracy of our model is evaluated using performance
metrics (precision, recall, F-measure).

1.3 Paper Structure

Section 2 gives an overview of the background. Section 3 introduces the design
and approach of our analysis. Section 4 evaluates our algorithm and presents the
results. Section 5 concludes the paper.
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2 Background

2.1 Hadoop

Hadoop [32] is an open-source framework for distributed storage and data-
intensive processing, first developed by Yahoo. It has two core projects: Hadoop
Distributed File System (HDFS) and MapReduce [7] programming model. HDFS
is a distributed file system that splits and stores data on nodes throughout a clus-
ter, with a number of replicas. It provides an extremely reliable, fault-tolerant,
consistent, efficient and cost-effective way to store a large amount of data. The
MapReduce model consists of two key functions: Mapper and Reducer. The Map-
per processes input data splits in parallel through different map tasks and sends
sorted, shuffled outputs to the Reducers that in turn groups and processes them
using reduce tasks for each group.

2.2 Hidden Markov Models

HMM [2] is based on Markov Models in which one does not know anything about
observation sequences. The numbers of states, the transition probabilities, and
from which state an observation is generated are all unknown. It consists of
unobserved states. And each state is not directly visible, but output and depen-
dent on the state is visible. HMM typically used to solve three types of problem:
detection or diagnostic problem, decoding problem and learning problem. Using
forward-backward algorithm [14] solves diagnostic problem. Using Viterbi algo-
rithm [30] solves decoding problems. And using Baum-Welch algorithm [8] solves
learning problem.

3 Approach

In this section, we describe how the useful information from different logs are
extracted and the use of HMMs to predict failure from those log files.

The proposed method deals with all the log files associated with Hadoop
cluster (HDFS): DataNode and NameNode logs. The log files are collected from
the different nodes associated with the cluster. The logs generated from 11-node
clusters are stored in HDFS system using Apache Flume collector [1]. The log
files contain all unwanted and wanted information that makes it difficult for the
human to read. For this reason, pre-processing of logs is needed before storing to
HDFS system. In the pre-processing steps, all the log messages are extracted, and
unwanted and noisy messages are removed. The stored data is further analyzed
using HMM model. Failure prediction algorithm is used to detect a failure and
ignore defective node before running any task.

HDFS system consists of NameNode and DataNode. NameNode is the mas-
ter node on which job tracker runs. It consists of the metadata (information
about data blocks stored in DataNodes - the location, size of the file, etc.). It
maintains and manages the data blocks, which are present on the DataNodes.
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The DataNode is a place where actual data is stored. The DataNode runs three
main types of daemon: Read Block, Write Block, and Write-Replicated Block.
NameNode and DataNode maintain their own logging format. Each node records
events/activities related to reading, writing and replication of HDFS data blocks.
Each log is stored on the local file-system of the executing daemon. Our analysis
is based on some important insights about the information available through
Hadoop logs. Block ID in DataNode log provides a unique identifier, which rep-
resents the HDFS blocks that consist of raw bytes of the data file.

Before using log messages to build the model, we structured and appended
all the log files into systematized forms. Four steps are involved in our approach;
pre-processing, clustering, training, and predicting as shown in Fig. 1. In first
steps, all useful information, such as timestamp, error status, error type, node
ID and user ID, are extracted and new log template is created. Since different logs
reside on the local disk in different nodes, it is necessary to collect and attach all
the log information into a one-log template. In second steps, we use the clustering
algorithm to differentiate various types of errors. With the clustering technique,
real error types that propagate to failure are recognized. And the third and
fourth steps, is the training and prediction algorithm using HMM model, which
is discussed in detail below.

We adopted Hidden Markov models (HMMs) for this approach. HMM applies
machine-learning techniques to identify whether a given sequence of the message
is failure-prone or not. HMM models parameters can be adjusted to provide
better prediction. The sequences of an error event are fed into the model as
an input. Each error event consists of a timestamp, error ID and error type,
which determine the types of error. Failure and non-failure information are
extracted from error sequences to create a transition matrix. HMM is char-
acterized by the following modules: hidden states X = {x1, x2, x3}, observations
state Y = {y1, y2, y3}, transition probabilities A = aij = {P [qt+1 = xj |qt = xj ]}
and emission probabilities B = bij . By the definition of HMM (λ) is:

λ = (π, A, B) (1)

where, A is the transition matrix whose elements give the probability of tran-
sitioning from one state to another, B is the emission matrix giving bj(Yt) the
probability of observing Yt. π is initial state transition probability matrix.

HDFS

Pre-processing Clustering

<ts, e1>
<ts, e2>
<ts, e3>
<ts, e4>
<ts, e5>

<ts, e6>

Training data

Train HMM Predict 
P(F(t))

Initial 
parameter 

<X,O>

<A,B,pi>

<A,B,pi,O> <tp,x1>

tp
Prediction time

Fig. 1. Workflow of failure prediction.
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The observation symbols O1 = {e1, e2, e3, e4, e5, e6} are referred to error
events of the system, and failures are represented as hidden state of HMM as
shown in Fig. 2. Error patterns are used as training set for HMM model if the
model transits to a failure state each time a failure occurs in the training data.
Two steps are necessary for obtaining training sequences for the model.

Fig. 2. Mapping failure and errors to Hidden Markov Model.

The first step involves the transformation of error types into a special error
symbol in order to classify different types of error. Error event timestamps and
error categories form an error sequence (event-driven sequence). HMM applies
machine-learning techniques in order to identify characteristic properties of an
error sequence. We trained the model using past error sequence. The model
adjusts its parameters based on those records. The trained model is then applied
to the new error sequences to predict failure. Such an approach in machine
learning is known as “supervised learning”. Let “e” represent different types of
error in the log files. The series of messages that appear in “e” form a time-series
representation of events that occurred. In this paper, all categories of “e” are
identify using k-means clustering technique [16]. Six different types of error are
distinguished from the given log files and the set e would be (e1, e2, e3, e4, e5, e6).
This error set is known as error sequence or observation for our model.

In the next step, the model is defined using error sequences. Error sequence
consists of failure and non-failure information that has occurred within a sliding
window of length Δt as shown in Fig. 3. F is the failure in the system and
e1, e2, e3, e4 represent the error events in the log files. Failure tp is predicted
based on Δt error sequence. HMM models are trained using error sequences.
The main goal of training is that failure characteristics are generated from the
error sequences. Once the models are trained, new upcoming failure is evaluated
from the error sequences. To predict upcoming failure, sequence likelihood is
computed from HMM models.

In this paper, there is a sequence of log data over timestamp, which we needed
to train our HMM model using a set of the sequence of log output as observation
O = (info, warn, error, fatal). N = 4 for HMM model is denoting the stages in
time that are allowed in different transitions in the HMM training. Each error
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e1 e2 e3 e4
t

Prediction time (tp)Sliding window(d(t))

P(F(t))

FF

Failure

Fig. 3. Failure prediction, where e1, e2, e3 and e4 are error sequences, and F is the
failure in the system.

sequence may result in failure-prone or non-failure system. The Failure-prone
system has a similar pattern of errors, which result in failure. The probabilityof
log data are computed using Forward-Backward Algorithm as proposed in [8].

Training the Model: First, from the log template sequence of an error message
is extracted an output sequence composed of 1, 2, 3, 4, 5 and 6’s, one number
for each time step by rounding the timestamp of logs of a job to the nearest
integer. Thus, the state transition in the HMM takes place every time step until
the absorption state is reached. The choice of time step determines the speed of
learning and its accuracy. A log sequence of a job always starts from the state x1

and ends at x2, and the initial probabilities for π are fixed to be 0.5. With the
output sequence as described, we compute the most likely hidden state transition
sequence and the model parameters λ = (A,B, π). During training, the HMM
parameters π, A, B are optimized. These parameters are maximized in order
to maximize sequence likelihood. For initial steps, number of states, number of
observation, transition probability and emission probability are pre-specified. In
this experiment, initial parameters are calculated from the past observation, such
that the model can predict accurately from the initial phase. As training of model
progress, the parameter value gets closer to the actual value. Training in HMM is
done using Expectation-Maximization algorithm, where backward variable β and
forward variable α are evaluated. This algorithm helps to maximize the model
parameters based on maximum likelihood. If the model started randomly from
a pre-specified HMM parameter, it will take several iterations to get superior
parameters, which best fit, the model for prediction. The goal of training datasets
is to adjust the HMM parameters such that error sequences are best represented
and that the model transits to a failure state each time a failure occurs in the
training datasets.

There are a few existing methods such as; Baum-Welch algorithm and
gradient-descent techniques, uses iterative procedures to get the locally max-
imized likelihood. However, this iterative procedure might be significantly slow
if the observed sequence is large. In this paper, we proposed a slightly differ-
ent algorithm to train data, which is significantly faster than the traditional
method. The idea is to formulate the probability of the observation sequence
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Algorithm 1. Failure State Prediction Algorithm
1: Initialized O = {o1, o2, ..o6} � different types of error as observation
2: S = {Healthy, Failure} � two hidden state
3: m = 2 � m is number of hidden state
4: n = 6 � n is number of different types of errors
5: Initialized Aij , Bij � emission matrix Bij stores the probability of observable

sequences oj from state si � transition matrix Aij stores the transition
probability of transiting from state si to state sj

6: Initialized Π � an array of initial probabilities
7: Y = {y1, y2...yk} � an error sequence of observation
8: Map:
9: Initialized StatePathProb

10: Update Aij , Bij

11: PathProb = StatePathProb ∗ Bij

12: for each state sj do
13: StatePathProb[j, i] ← maxk (StatePathProb[k, i − 1] · Akj · Bjyi)
14: PathProb[j, i] ← arg maxk (PathProb[k, i − 1] · Akj · Bjyi)
15: end for
16: zi ← arg maxk (StatePathProb)
17: xi ← Si

18: for i ← T − 1, ..., 1 do � T is length of observable sequence
19: zi ← PathProb[zi, i]
20: xi ← zi
21: end for
22: emit(timestamp, x)

Ot, Ot+1 pairs and then to use Expectation-Maximization algorithm to learn for
this model λ.

In order to train the model, there is a need to find the repetitive error
sequence in the data. To do so first, we need to compute the likelihood of raw
data in the desired range. This problem is computed using EM algorithm. The
EM consists of two steps: an expectation (E) step, which creates a function for
calculating log-likelihood from the current estimate, and a maximization (M)
step, which computes parameters maximizing the expected log-likelihood calcu-
lated on the E step. This EM algorithm is carried on a map and reduce task.

Prediction: The Hidden state is calculated using Viterbi algorithm. There is a
sequence of observations 0 = O1, O2....On with given model λ = (A,B, π). The
aim of Viterbi algorithm is to find optimal state sequence for the underlying
Markov chain, and thus, reveal the hidden part of the HMM λ. The final goal of
Viterbi is to calculate the sequence of states (i.e. S = {S1, S2, ...Sn}), such that

S = argmaxsP (S;O, λ) (2)

Viterbi algorithm returns an optimal state sequence of S. At each step t,
the algorithm allow S to retain all optimal paths that finish at the N states.
At t+1, the N optimal paths get updated and S continues to grow in this man-
ner. Figure 4 shows details architecture of Viterbi algorithm implementation.
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Fig. 4. Architecture of an algorithm predicting failure state using MapReduce pro-
gramming framework.

The goal is to predict hidden state from the given observation 0 = {O1, O2....On}.
No reducer is used and on each mapper, a local maximum is calculated and state
path based on maxima are observed.

4 Result

Setup: Our cluster is comprised of 11 nodes with CentOS Linux distro, one
node each for Namenode, Secondary Namenode, HBase Master, Job Tracker,
and Zookeeper. The remaining 6 nodes act as Data Nodes, Regional Severs, and
Task Trackers. All nodes have an AMD Opteron (TM) 4180 six-core 2.6 GHz
processor, 16 GB of ECC DDR-2 RAM, 3× 3 TB secondary storage and HP
ProCurve 2650 switch. Experiments were conducted using RHIPE, Hadoop-0.20,
Hbase-0.90 Apache releases. Our default HDFS configuration had a block size of
64 MB and the replication factor of 3.

The prediction techniques presented in this paper have been applied to
the data generated while performing operations in the Hadoop Cluster. With
1 month of Hadoop log data, we trained HMM model using sliding windows
varying from 1 to 2 h in length. A Large amount of Hadoop log data was gen-
erated using SWIM [26], a tool to generate arbitrary Hadoop jobs that emulate
the behaviors of true production jobs of Facebook. We used AnarchyApe [6] to
create different types of failure scenarios in Hadoop cluster. AnarchyApe is an
open-source project, created by Yahoo! developed to inject failures in Hadoop
cluster [10].

4.1 Types of Error

Errors such as operational, software, configuration, resource and hardware are
present in Hadoop cluster. In this analysis, hardware failure was not considered.
Operational, software and resource errors are taken into consideration to detect
a failure in the software level of Hadoop cluster. Operation errors include missing
operations and incorrect operations. Operation errors are easily identified in log
messages by operations: HDFS READ, HDFS WRITE, etc. Resource errors
(memory overflow, node failure) refer to resource unavailability occurring in
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the computing environment. Software errors (Java I/O errors, unexceptional)
refer to software bugs and incompatibility. These types of error are detected
on different DataNodes. Log messages are classified into six different types of
error: Network connection, Memory overflow, Security setting, Unknown, Java
I/O error, NameNode failure as shown in Fig. 5. Errors like network connection
and security setting are most occurring errors in the Hadoop cluster. In the pre-
processing step, each log message is tagged with certain error ID and using the
clustering algorithm like k-means, different types of error are analyzed.

2014−11−12 2014−11−13 2014−11−14 2014−11−15 2014−11−16

Date

# 
of

 e
rro

rs

0
50

10
0

15
0

20
0

Network connection
Memory overflow
Security setting
Unknown
Java I/O error
Namenode failure

Fig. 5. Different types of error in Hadoop cluster during 5 days interval.

4.2 Predicting Failure State in Hadoop Cluster

Different types of error are used as input observation in our model i.e. O =
{O1, O2....On}. O1 to O6 are error sequences, and O7 is a non-error sequence
from the log template. This observation is used in the model λ = (π, A, B) to
detect S = {Healthy, Failure}. Based on the error sequence in the HMM model,
with the help of Viterbi algorithm, hidden state sequences are generated which
are shown in gray and red line in Fig. 6. The red line indicates failure state and
gray indicates non-failure state. Similarly, black and gray line shows actual fail-
ure state. Based on the probability of the previous state and HMM parameters,
the failure, and non-failure states are determined. Error sequences are predicted
using EM algorithm, and based on predicted error sequences, hidden states (fail-
ure or non-failure) are predicted. Error in prediction is calculated by differencing
the actual and predicted value as shown in the graph. At first step, our model
is trained from the previous record. As the time passes, the model gets more
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Fig. 6. Using HMM to predict failure and normal state. Error sequences are the obser-
vation or observable state of HMM and gray-black bar indicate the hidden state, gray
line indicate non-failure state and black indicate failure state. Similarly, red line indi-
cates predicted failure state. And blue line indicates prediction error (Color figure
online).

accurate. The training of the model depends solely on the initial parameter. For
this example, initial parameters are calculated from the past record. That is
why this model has similar behavior from the initial point, but not an accurate
prediction.

The models’ ability to predict failure precisely is evaluated by four metrics:
precision, recall, false positive rate and F-measure. These metrics are frequently
used for prediction evaluation and have been used in many relevant researches
as in e.g. [25]. Four metrics are defined in Table 1.

From the above observation, we used log entries of 800 h out of which; first
650 h is used for training and last 150 h is used for prediction. In total, we have
24000 observations for 150 h of prediction time. Different cases for prediction is
shown in Table 2. The accuracy of the model is 91.25 % (9000 + 12900/24000).
And the precision and recall is 0.93 and 0.91 respectively.

Table 1. Definition of metrics.

Metric Definition Calculation

Precision p = TP
TP+FP

0.93

Recall r = TP
TP+FN

0.91

False positive rate fpr = FP
FP+TN

0.091

F-measure F = 2pr
p+r

0.92

Accuracy accuracy = TP+TN
TP+FP+FN+TN

0.91
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Table 2. Observation for different cases.

Predicted failure state Predicted non-failure state

TN: 9000 FP: 900

FN: 1200 TP: 12900

Higher precision ensure fewer false positive errors, while a model with high
recall ensures lesser false negative errors. Ideal failure prediction model would
achieve higher precision and recall value, i.e. precision = recall = 1. However,
both high recall and precision are difficult to obtain at the same time. They are
often inversely proportional to each other. Improving recall in most cases lowers
the precision and vice-versa. F-measure ensures that the model is accurate or
not. It provides both precision and recall are reasonably high. In HMM method,
a threshold value allows the control of true positive rate and false positive rate.
This is one of the big advantages of HMM, method over other techniques.

4.3 Scalability

To test the implementation of MapReduce HMM model in the cluster, we fixed
the number of nodes in the cluster to be 6. And, then tested HMM by varying
the number of data size from 1 GB (85 million error sequences) to 7 GB (571
million error sequences). Figure 7a demonstrates the scalability of the algorithm.
It shows a steady increase in execution time with the growth in data size. The
brown and black lines in the graph represent parallel and sequential execution
of map task. It is obvious that parallel execution outperform.

Fig. 7. Scalability of failure prediction algorithm
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In the Fig. 7(b), we set the number of nodes participating in the MapReduce
calculations to 1, 2, 3, 4, or 5. The algorithm was then tested on the dataset
of size 5 GB (138 million error sequences). The experimental result shows that
the execution time improves with an increase in the number of nodes. This
increase can significantly improve the system processing capacity for the same
scale of data. By adding more nodes to the system, the performance improves
and computation can be distributed across the nodes [20]. The ideal scalability
behavior would illustrate a linear line in the graph. However, it is impossible to
realize this ideal behavior due to many factors such as network overheads.

5 Conclusion

As failures in cluster systems are more prevalent, the ability to predict failures
is becoming a critical need. To address this need, we collected Hadoop logs from
Hadoop cluster and developed our algorithm on the log messages. The messages
in the logs contain error and non-error information. The messages in the log
were represented using error IDs, which indicate message criticality. This paper
introduced a novel failure prediction method using distributed HMM method
over distributed computation. The idea behind this model is to identify the error
pattern that indicates an upcoming failure. A machine learning approach like
HMM has been proposed here, where the model is trained first using previously
pre-processed log files and then it is used to predict the failures. Every log
entry is split into equal intervals, defined by sliding window. These entries are
separated into error sequence and non-error sequence. Training of the model is
done using past observation. Viterbi’s algorithm does the prediction of hidden
state. Experimental results using Hadoop log files provide an accuracy of 91%
and F-measure of 92% for 2 days of prediction time. These results indicate that it
is promising to use the HMM method along with MapReduce to predict failure.
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Abstract. With the development of the Linked Data, an increasing
number of RDF data sets are published in many application domains.
To understand the underlying meaning and characteristics of large RDF
data, and to reuse popular domain terms when publishing data, captur-
ing emerging pragmatic patterns is critical. In this paper, we propose the
notion of term co-instantiation graph (TIG) and a method to build a TIG
for a given RDF dataset. We also describe a clustering-based approach
to distill a set of pragmatic patterns from a TIG, which reveal the prag-
matic custom of highly-correlated terms. Through extensive experiments
on a real big dataset containing 21 M RDF documents, we analyze the
macroscopic structure of the term co-instantiation graph and pragmatic
patterns from the complex network point of view, and demonstrate our
approach can not only give an elaborated ontology partitioning from the
pragmatic perspective to ease the ontology reuse, but also provide a new
way to explore the Linked Data.

Keywords: Pragmatic pattern · Term co-instantiation graph ·
Clustering · Complex network analysis · Linked data

1 Introduction

The Semantic Web vision and its related technology stack have brought out the
development of a Web of data, or the Linked Data. In recent years, a considerable
amount of RDF documents have been published on the Web by various parties.
Especially, as a consequence of Linking Open Data project (http://linkeddata.
org) launched by Semantic Web community, lots of RDF datasets in a wide range
of domains are introduced. In order to make the Linked Data step forward quickly
and steadily, RDF data producers are encouraged to reuse popular domain terms
when publishing their own data. Those terms which are often used together
constitute a pragmatic pattern.

It should be stressed that capturing emerging pragmatic patterns in large-
scale RDF data is a fundamental issue. Firstly, investigation [1] shows that most
c© Springer International Publishing Switzerland 2015
W. Qiang et al. (Eds.): CloudCom-Asia 2015, LNCS 9106, pp. 247–260, 2015.
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Semantic Web terms (95.1 %) have no instances, and terms from different vocab-
ularies are frequently co-instantiated in common RDF documents, so it is nec-
essary to take into account the relatedness among terms from the viewpoint
of pragmatics or usage for ontology partitioning or modularization. Secondly,
salient pragmatic patterns of co-instantiated terms should be listed explicitly to
recover topics or meanings of RDF data for RDF summarization or exploration.
In addition, pragmatic patterns can also be used in other scenarios, such as
SPARQL query [2], query expansion [3], and relation exploration and search [4].

To capture emerging pragmatic patterns in large-scale RDF data, we firstly
establish a matrix, called the TIM matrix, to represent the information about
terms instantiation in all RDF documents. Then we propose the notion of term
co-instantiation graph (TIG), which is a weighted undirected graph, and a way to
build a TIG from TIM by measuring the relatedness between terms. We describe
an agglomerative clustering algorithm on TIG to distill a set of pragmatic pat-
terns, each of them is a subgraph of the term co-instantiation graph deduced by
several highly-correlated terms. We perform our experiments on a large dataset
from the Falcons search engine [5], which covers a huge number of RDF data
on the Linked Data. We analyze the TIG from the complex network point of
view, and report the pragmatic patterns captured by our clustering-based app-
roach. Experiments show that our approach can not only give an elaborated
ontology partitioning from the pragmatic perspective, but also provide a new
way to explore the Linked Data.

The rest of this paper is structured as follows. We start by giving the prelim-
inaries and notations used throughout the paper. Section 3 presents a method
to build TIG for a given RDF dataset. Section 4 proposes a clustering-based
algorithm to distill pragmatic patterns. In Sect. 5, we report our experimental
results on a large dataset from Falcons. Section 6 discusses related work. Finally,
Sect. 7 concludes this paper with future work.

2 Preliminaries

Given a set of URIs U , blank nodes B, and literals L, an RDF triple is a triple
〈s, p, o〉 ∈ (U ∪ B) × U × (U ∪ B ∪ L). An RDF graph is a set of RDF triples,
and an RDF document, denoted by d, is a serialization of an RDF graph.

In this paper, we assume that classes and properties are disjoint. We design a
discriminator, which can tell whether a URI is a class, a property or neither. This
discriminator is based on a heuristic approach which using some RDF(S)1 and
OWL DL2 entailment rules. A URI u is a class (property) iff entailing an RDF
triple 〈u, rdf:type, rdfs:Class〉 (〈u, rdf:type, rdf:Property〉). For instance,
a URI u may be a class if there is an RDF triple whose subject is u and predicate
is rdfs:subClassOf; u is recognized to be a property if there is an RDF triple
whose predicate is owl:onProperty and object is u.

1 http://www.w3.org/TR/2004/REC-rdf-mt-20040210/.
2 http://www.w3.org/TR/owl-absyn/.

http://www.w3.org/TR/2004/REC-rdf-mt-20040210/
http://www.w3.org/TR/owl-absyn/
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A vocabulary is a non-empty set of URIs (named the constituent terms) that
denote classes/properties with a common URI namespace3. For convenience,
qualified names are used for the URIs with famous namespaces in the paper,
e.g. foaf:Person for http://xmlns.com/foaf/0.1/Person.

Unambiguously, classes and properties are uniformly referred to as terms
throughout this paper. For notations, we use t to denote a term, and d to denote
an RDF document. We define that d instantiates t as a class if there is an RDF
triple 〈s, rdf:type, t〉 in d. Similarly, t is instantiated as a property in d if there
exists an RDF triple 〈s, t, o〉 in d. The number of times that d instantiates t is
given by counting distinct RDF triples that satisfying the above requirement. If
an instantiation of a term in an RDF document is inconsistent with the type of
the term (class or property) recognized from the discriminator, we discard the
instantiation. We find that there indeed exist some classes (properties) being
instantiated as properties (classes) in some RDF documents.

Because an RDF document can instantiate a set of terms, and a term may
be instantiated in a set of RDF documents, we use a matrix to represent the
information about term instantiation in RDF documents.

Definition 1 (Term Instantiation Matrix (TIM)). TIM is a n×m matrix:

– rows are a set of terms T = {t1, t2, . . . , tm};
– columns are a set of RDF documents D = {d1, d2, . . . , dn};
– entry aij denotes the number of times (#RDF triples) that dj instantiates ti,

in which a zero entry indicates non-instantiation.

Term co-instantiations in the same RDF documents reveal their relatedness
in pragmatics. We use a graph to represent this information.

Definition 2 (Term Co-instantiation Graph (TIG)). TIG= (T,E,WT ,
WE) is a weighted undirected graph:

– T , a set of nodes, where each node is an instantiated term;
– E ⊂ T × T , a set of undirected edges, where (t1, t2) ∈ E if and only if t1 and

t2 are instantiated by at least one of the same RDF documents;
– WT : T → N is a weighting function that maps each term to a natural number

wi, and the weight indicates the instantiation times of the term in the dataset;
– WE : E → R is a weighting function that maps each edge (ti, tj) to a non-

negative real number wij, and the weight indicates the relatedness between ti
and tj.

The co-instantiation relation between terms corresponds to a partitioning on
TIG, which separates TIG into a set of pragmatic patterns Δ = {δ1, δ2, . . . , δl}.

Definition 3 (Pragmatic Pattern). A pragmatic pattern, denoted by δ =
TIG(T ′), is a connected subgraph of TIG induced by some terms T ′, where T ′ is
a non-empty subset of T .

3 http://www.w3.org/TR/swbp-vocab-pub/.

http://xmlns.com/foaf/0.1/Person
http://www.w3.org/TR/swbp-vocab-pub/
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Note that it is not required that T ′ is contained in a single vocabulary.
We can extend the definition by adding the axioms describing the terms in a
pattern, which come from their dereference documents and can be considered
as the authoritative descriptions of these terms. In this paper, we only adopt a
simple definition. A partitioning Δ on TIG separates TIG into a set of pragmatic
patterns Δ = {δ1, δ2, . . . , δl}.

3 Term Co-Instantiation

Given an RDF document set, we will firstly introduce the establishment of TIM,
and then present the computation of the relatedness between terms to build
TIG.

3.1 Establishing TIM

Parallel parsing RDF documents to collect the instantiated terms and gain the
instantiation times of each term in each RDF document is straightforward to
establish a raw TIM matrix. More specifically, we assume that there is an exter-
nal discriminator that can tell whether a URI is a class, a property or neither.
For every RDF document in the RDF document set, we firstly obtain a set of
candidate classes and properties instantiated in this RDF document. Then, we
submit every term to the discriminator, get its suggested type and compare with
the recognized instantiation type. If they are inconsistent, we discard the term
since it is probably misusing. Please note that a lot of current search engines,
such as Falcons, can provide such functionality. Next, we refine this raw TIM
matrix by the following three heuristic rules:

1. Remove all the terms from the RDF, RDFS, OWL, DAML+OIL, DC and
SKOS ontologies;

2. Remove all the terms having no description in their dereference documents;
3. Remove all the documents that do not instantiate any term after applying

the above two rules.

The first rule is intended to remove the meta-level terms which are instan-
tiated in nearly every RDF document and widely used to define general terms.
While the second one is to eliminate the spurious or misspelt terms. As an
example, the FOAF vocabulary does not have foaf:city. As another example,
http://xmlns.com/foaf/0.1/givenName is a misspelling of http://xmlns.com/
foaf/0.1/givenname. Results are stored in a database, where term and RDF doc-
ument are two keys of the table to locate an entry for recording the instantiation
times in the matrix.

3.2 Building TIG

After executing the heuristics aforementioned, TIM is used for building a term
co-instantiation graph (TIG) by measuring the relatedness between terms. For

http://xmlns.com/foaf/0.1/givenName
http://xmlns.com/foaf/0.1/givenname
http://xmlns.com/foaf/0.1/givenname
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every entry aij in TIM, we firstly normalize its value to the [0,1] range based on
the traditional TF [6] technique, in order to indicate its importance or frequency.
More specifically, let ãij be the normalized value of an entry aij . We compute
ãij = aij/

∑|T |
i=1 aij . We use T̃IM to represent the normalized matrix from TIM.

The relatedness between any two terms ti and tj in T is defined as the cosine
similarity between the corresponding normalized row vectors in T̃IM:

rel(ti, tj) =
∑|D|

l=1 ãilãjl
√

∑|D|
l=1 ãil

2 ·
√

∑|D|
l=1 ãjl

2
. (1)

In practice, TIM is very sparse, so it is not necessary to calculate the relat-
edness between every pair of terms in T because most of them are orthogonal.
It is observed that we only need to compute the relatedness between two terms
if they are co-instantiated in at least one RDF document in D. Hence, we first
generate the term pairs having the relatedness, and then measure the relatedness
between terms in each term pair.

There is an optimization for obtaining the term pairs. The principle is that, if
the terms instantiated in an RDF document di is a superset of those in another
dj , there is no need to generate the term pairs from dj , since they must be a
subset of the term pairs from di. An algorithm to generate possibly related term
pairs is shown in Algorithm1. Firstly, we sort all RDF documents in D by the
sizes of their instantiated terms in Line 2. Then, we scan every RDF document
dj from the one with the largest term size to the smallest one. If we detect that
terms from dj is not subset of any other ones from di (Line 4 to 9), we consider
dj for generating term pairs (Line 10 to 18).

For each possibly related term pair (ti, tj) ∈ T , we measure their related-
ness rel(ti, tj) by Eq. 1. We build a term co-instantiation graph TIG by assign-
ing the accumulated instantiation times

∑|D|
j=1 aij to WT (i) for each term ti,

and generating an undirected edge (ti, tj) for any two terms ti, tj and setting
WE(i, j) = WE(j, i) = rel(ti, tj).

4 Pragmatic Patterns

4.1 Partitioning

The objective of our partitioning algorithm is to divide a term co-instantiation
graph TIG = (T,E,WT ,WE) into a set of pragmatic patterns Δ =
{δ1, δ2, . . . , δl}, where, by certain measure, the cohesiveness among the terms
in any δi is high; while the coupling between different δi, δj is low. The prag-
matic patterns also satisfy that: (i) ∀δi = TIG(Ti), δj = TIG(Tj) ∈ Δ, δi 	= δj |
Ti ∩ Tj = ∅; and (ii) ∪l

i=1Ti = T .
The proposed partitioning algorithm is a hierarchical agglomerative cluster-

ing (HAC) algorithm principally inspired by ROCK [7], which is a very scalable
algorithm in the field of data mining. A principle difference between ROCK and
our algorithm is that we use the cut() function as the criterion function in order
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Algorithm 1. An algorithm to generate term pairs having the relatedness
Input: a term co-instantiation matrix TIM = [aij ]m×n

Output: a set of term-pairs T
1 T (dj) = {ti|aij �= 0}; // a set of terms instantiated in dj

2 Sort D = {d1, d2, · · · , dn} by |T (d)| desc;
3 foreach dj ∈ D do
4 for i = 1 to j − 1 do
5 if T (dj) ⊆ T (di) then
6 isSubset = true;
7 break;

8 end

9 end
10 if not isSubset then
11 for i = 1 to m do
12 for k = i + 1 to m do
13 if aij �= 0 and akj �= 0 then
14 Add (ti, tk) into T ;
15 end

16 end

17 end

18 end

19 end
20 return T ;

to improve the efficiency. Another important difference is that we adopt floating
point values (relatedness) between terms instead of binary values.

As the criterion function, cut() is to calculate both the cohesiveness and the
coupling, which measures the distance between two pragmatic patterns by accu-
mulating the aggregated inter-connectivity of them. Let δi, δj be two pragmatic
patterns. cut() between δi and δj is defined as follows:

cut(δi, δj) =

∑
ti∈δi

∑
tj∈δj

rel(ti, tj)

|δi| · |δj |
, (2)

where |δi| gets the number of terms in δi. When δi and δj are identical, it
computes the cohesiveness of that pragmatic pattern,

cohes(δi) = cut(δi, δi). (3)

When δi and δj are different, it computes the coupling between them,

coupl(δi, δj) = cut(δi, δj). (4)

Similar cut() functions are often seen in spectral clustering and informa-
tion retrieval [6,8,9]. The advantage of our function is that it generates almost
equally-sized pragmatic patterns, which means that it would not suffer from the
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heavily-imbalanced pragmatic patterns (called a skewed partitioning). In addi-
tion, using a uniform function to calculate both cohesiveness and coupling is
firstly proposed in [10], called silhouette coefficient.

Our partitioning algorithm is shown in Algorithm2, which follows a tradi-
tional framework of agglomerative clustering [11]. It accepts input as a term
co-instantiation graph, TIG, to be partitioned. Initially, it creates a pragmatic
pattern for every term. The cohesiveness of a term is calculated by a variation
of its instantiation times (Line 6). As a result, the more popular terms can be
selected earlier for merging. We propose the ln() function, because the instan-
tiation times scale largely, and we want to decrease their impacts on further
selection. However, we guarantee that the cohesiveness of any term is greater

Algorithm 2. A hierarchical agglomerative clustering algorithm
Input: a term co-instantiation graph TIG = (T, E, WT , WE), and a parameter ε

limiting the maximum number of terms in each pragmatic pattern
(ε � |T |)

Output: a set of pragmatic patterns Δ = {δ1, δ2, . . . , δl}
1 foreach ti ∈ T do // Initialization

2 δi := create(ti);
3 Δ := Δ ∪ {δi};

4 end
5 foreach δi ∈ Δ do
6 cohes(δi) := ln(e + WT (i)); // Initial cohesiveness

7 foreach δj ∈ Δ satisfying j �= i do
8 coupl(δi, δj) := WE(i, j); // Initial coupling

9 end

10 end
11 while true do // Clustering

12 δs := arg max(cohes(δi));
13 δt := arg max(coupl(δs, δj)); // j �= s
14 if |δs| + |δt| > ε or cohes(δs) = 0 then
15 return Δ; // Termination

16 end
17 else if coupl(δs, δt) = 0 then // Isolated cluster

18 cohes(δs) := 0;
19 end
20 else // Merging

21 δp := δs ∪ δt;
22 cohes(δp) := cohes(δs) � cohes(δt) � coupl(δs, δt);
23 foreach δi ∈ Δ satisfying i �= p, s, t do
24 coupl(δp, δi) := coupl(δs, δi) � coupl(δt, δi);
25 coupl(δi, δp) := coupl(δp, δi);

26 end
27 Δ := Δ ∪ {δp} \ {δs, δt};

28 end

29 end
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than 1.0, which would give every term an opportunity to participate in selecting
another term/pattern for merging, since the value of cut(δi, δj) is usually less
than 1.

During each iteration, it selects a pragmatic pattern δs with the maximum
cohesiveness (Line 12) and searches for a pragmatic pattern δt that has the
maximum coupling with δs (Line 13). After merging δs and δt to create a new
δp (Line 21), it updates the cohesiveness of δp as well as its coupling to other
ones (Line 22 to 26). If δs is fully isolated (Line 17), we set its cohesiveness to
zero (a trick in implementation), which implies that selecting it to further merge
provides no benefit. The algorithm terminates (Line 15) when the maximum
number of the terms in any pragmatic pattern exceeds ε or there is no pragmatic
pattern whose cohesiveness is larger than zero (implying that it is unnecessary
to continue merging, since every pragmatic pattern is completely separated). In
practice, ε is determined based on experience, e.g. ε = 9.

One may think that it is costly to update the cohesiveness and coupling when
a new pragmatic pattern is created. In fact, it is not necessary to re-sum the
relatedness between those terms in the new pragmatic pattern. For instance,
let δp be the new pragmatic pattern merged from δs and δt, the sum of the
relatedness in δp can be computed as follows:

∑

ti∈δp

∑

tj∈δp

rel(ti, tj) =
∑

ti∈δs

∑

tj∈δs

rel(ti, tj)

+
∑

ti∈δt

∑

tj∈δt

rel(ti, tj)

+
∑

ti∈δs

∑

tj∈δt

rel(ti, tj). (5)

Recall Formula (2), the sum of the relatedness in δs (or δt) could be computed
by multiplying the cohesiveness of δs (or δt) to (|δs|·|δs|) (or (|δt|·|δt|)), while the
sum of the relatedness between δs and δt can be got by multiplying the coupling
between δs and δt to (|δs| · |δt|). In the past steps, the cohesiveness and coupling
have already been computed. In our algorithm shown in Algorithm2, we use �
to represent this optimization (Line 22 and 24).

Compared to some other data clustering approaches, our algorithm is effi-
cient. The time complexity of our algorithm is O(n2), where n is the number
of terms (n = |T |). The maximum times of iterations for partitioning is n. In
each iteration, the most time-consuming step is to update the coupling of δp

with others (Line 23 to 26), which takes at most k times, where k is the number
of pragmatic patterns in the iteration (k ≤ n). Assume that we do not sort
pragmatic patterns by the cohesiveness (or coupling), thus selecting δs (or δt)
spends no more than k times. Totally, the time complexity is O(n2). In general,
the time complexity of agglomerative partitioning is at least O(n2) [11], hence
our algorithm has already achieved such lower bound. The time complexity of
spectral clustering [8,9] (a kind of divisive partitioning) is much higher due to
the high computational cost (O(n3)) of singular value decomposition.
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5 Experiments

In this section, we will report the results of an experimental study on a large
dataset4 collected by the Falcons search engine until September 2009.

5.1 Statistics of the Dataset

The dataset consists of 21.6 M RDF documents coming from 21 K domains,
with 1 k RDF documents in a domain averagely. RDF documents from
several domains, e.g. bio2rdf.org, dbpedia.org, hi5.com, geonames.org,
opiumfield.com, l3s.de, liveinternet.ru, fu-berlin.de, dbtune.org, con-
stitute the main part of our dataset. Each RDF document consists of 134 RDF
triples in average, and only nine RDF documents are composed of more than
one million RDF triples.

From these RDF documents, Falcons identifies 2,868,214 classes and 264,315
properties. All the terms are constituted in 12,467 ontologies, implying that there
are 251.27 terms in each vocabulary in average.

5.2 Analysis of TIM and TIG

With this dataset, we get a TIM matrix with 91,753 rows and 18,739,990
columns5. All those 91,753 terms are distributed in 3,538 ontologies. The number
of instantiated terms within each vocabulary is 25.93 in average, which is much
smaller than 251.27, the average number of defined terms in each vocabulary. It
demonstrates that a large amount of terms are defined but not instantiated in
any RDF document.

We establish the TIM matrix and find that only 0.84 % entries (=144,618,
460) in TIM are non-zeros. By traversing the matrix, we find that the maximum
term instantiation times in a RDF document is 924 and the average is 7.72,
which provide a clue to determine ε for clustering.

We measure the relatedness among terms for building TIG. In practice, TIM
is very sparse, so it is not necessary to calculate the relatedness between every
pair of terms in T since most of them are orthogonal. We only need to compute
the relatedness between two terms if they are co-instantiated in at least one RDF
document in D. Hence, we first generate the term pairs having the relatedness,
and then measure the relatedness between terms in each term pair.

5.3 Analysis of Pragmatic Patterns

We perform our partitioning algorithm in Algorithm2 to construct a set of prag-
matic patterns. The maximum number of terms in each pragmatic pattern (ε) is
set to 9, which is a bit greater than 7.72, the average number of instantiated terms
in each RDF documents, since we expect to keep the naturally well-organized
4 http://ws.nju.edu.cn/olg/.
5 It is refined from the raw TIM matrix by using heuristic rules, c.f. Sect. 3.1.

http://ws.nju.edu.cn/olg/
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terms being clustered together. Besides, from our experience, humans are getting
easy to understand a pragmatic pattern with less than ten terms.

It takes nearly seven days to generate the relatedness between terms in 156,
158 term pairs by parallel computing with a ten-node cluster which uses Spark
framework to accelerate the processing, and only spends around one hour to
divide the terms in 26,103 pragmatic patterns, which demonstrates the efficiency
of our clustering algorithm. There are 6,581 pragmatic patterns with nine terms
respectively (64.55 % terms), which demonstrates that our partitioning algorithm
is capable of generating nearly equally-sized pragmatic patterns.

We pick up the top-100 pragmatic patterns having maximum instantiation
times. The instantiation times of a pragmatic pattern is equal to the accumula-
tion of the instantiation times of all the terms in that pragmatic pattern. The
relatedness between any two pragmatic patterns is calculated by reusing the
cut() function in Formula (2). We depict the macroscopic network of the top-
100 instantiated pragmatic patterns in Fig. 1 by Pajek [12], in which each node
denotes a pragmatic pattern, and each edge denotes the relatedness between two
pragmatic patterns satisfying cut() > 0.001. There are 295 edges in the figure.
We manually add some tags to help understanding.

According to the figure, we can observe that the top-100 pragmatic patterns
perform a clustering behavior. For instance, on the right of this figure, a lot of
pragmatic patterns strongly connect to each other since the terms in them all
belong to the Bio2RDF vocabulary. Moreover, four groups of terms spaces, i.e.
DBpedia, Person, Music and Publication, have both many internal and external
edges. This tells that the terms in the ontologies, such as FOAF, DBLP, are
frequently instantiated together on the Linked Data. Besides, this figure demon-
strates that pragmatic patterns can provide a new way to observe the Linked
Data other than the one provided by the Linking Open Data dataset cloud.6

[D Bpedia]

[M usic]

[Publication]

[Biomedical]

[Person]

[aktors .org] [ lsdis .cs .uga.edu]

[Biomedical]

[ iso11179-3e3draft_r4.owl]

[uniprot.org]

[G eography]

[rdfabout.com]

Fig. 1. Top-100 instantiated pragmatic patterns

6 http://lod-cloud.net/.

http://lod-cloud.net/
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5.4 Effectiveness

To help readers to understand and evaluate the effectiveness further, we illus-
trate an example about partitioning terms from the FOAF vocabulary 0.967, as
FOAF is a well-known vocabulary containing many popular terms. FOAF 0.96
defines 66 terms, which are generally grouped in five broad categories: FOAF
Basics, Personal Info., Online Accounts/IM, Projects & Groups, and Documents
& Images.

We find that four of the 66 terms are not instantiated in any RDF docu-
ment, so they are not considered to produce pragmatic patterns. By measuring
the relatedness between the rest 62 terms and performing clustering, 26 prag-
matic patterns are constructed. All these pragmatic patterns may contain terms
from several other ontologies. In fact, the 26 pragmatic patterns contain 155
terms other than FOAF. For example, foaf:made is grouped with http://purl.
org/ontology/mo/MusicGroup and other seven terms in the Music vocabulary.
We list 12 pragmatic patterns having more than two terms in FOAF in Fig. 2
(omitting the namespace and the cut() values between pragmatic patterns).

PersonalProfileDocument,
name, title, mbox_sha1sum,
family_name, givenname

Person, Group,
nick, gender, birthday,
weblog, knows

OnlineAccount,
accountServiceHomepage, accountName,
holdsAccount, isPrimaryTopic, age

workplaceHomepage,
workInfoHomepage,
schoolHomepage, phone

geekcode,
myersBriggs,
dnaChecksum

Project,
currentProject,
pastProject,
fundBy

msnChatID, aimChatID,
jabberID, yahooChatID,
interest, plan

topic_interest,
publications

Image,
depicts

Document,
homepage, maker

primaryTopic, page,
img, depiction

Organization,
member

Fig. 2. An example about FOAF

In the figure, we can observe that, although the pragmatic patterns are distilled
from the viewpoint of pragmatics, they still clearly follow the five general cate-
gories. For instance, foaf:name, foaf:title are grouped together for describing
foaf:PersonalProfileDocument; while foaf:fundBy, foaf:currentProject
and foaf:pastProject are clustered with foaf:Project.

More importantly, we can find that these pragmatic patterns illus-
trate an interesting subdivision further. As an example, foaf:publications,
foaf:knows and foaf:currentProject describe different facets of the informa-
tion regarding a person. In our clustering result, they have been well-separated
7 http://xmlns.com/foaf/spec/20091215.html. Our experimental dataset is crawled in

2009. By then, the FOAF’s version is 0.96.

http://purl.org/ontology/mo/MusicGroup
http://purl.org/ontology/mo/MusicGroup
http://xmlns.com/foaf/spec/20091215.html
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into different pragmatic patterns. If a data producer would like to describe a
person’s academic interests, he/she would find that foaf:topic interest and
foaf:publications are two relevant terms.

In summary, the pragmatic patterns constructed by our approach can give
an elaborated partitioning upon ontologies from the pragmatic perspective, and
facilitate term reuse and RDF data exploration on the Linked Data.

6 Related Work

6.1 Pattern Mining in the Semantic Web

A notion of pattern for ontology design [13] are introduced as a “cookbook
recipe” provided for ontologists to model in a rich and rigorous manner. It relies
on crowdsourcing by experts to generate patterns, which requires a lot of man-
ual efforts, and can not identify emerging patterns in time. Frequent pattern
mining [14] and clustering [15] are introduced to automatically discover frequent
patterns from OWL DLP to represent domain knowledge. But it only focus on
the schema level of the Semantic Web, we argue that it is necessary to take
into account the relatedness among terms from the viewpoint of pragmatics or
usage. Inductive logic programing (ILP) [16] and association rule mining [17,18]
are introduced to learn logical rules from the underlying data. Although with
sophisticated results, both are easily overwhelmed by the amount of data.

6.2 Co-occurrence Analysis

Co-occurrence analysis, such as term co-occurrence or co-citation analysis, pro-
vides useful information for mapping and understanding the structures of the
underlying document sets, which is an important field in NLP and IR. For exam-
ple, Chen et al. [19] propose a topic approach to address the vocabulary (dif-
ference) problem in scientific information retrieval, taking the molecular biology
domain as an example. Dhillon [20] gives an idea of modeling a set of documents
as a bipartite graph between documents and terms, and introduces a spectral
co-clustering algorithm to simultaneously separate documents and terms into
different term/document spaces.

7 Conclusion

In summary, the main contributions of the paper is listed as follows.

– We have proposed the notion of term co-instantiation graph for a RDF dataset,
and described a method to collect term instantiation information in RDF
documents and measure the relatedness between terms for building a term
co-instantiation graph.

– We have presented a clustering-based algorithm to distill a set of pragmatic
patterns from the term co-instantiation graph, which reveal the pragmatic
custom of highly-correlated terms populated in the Linked Data.
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– We have analyzed the macroscopic structure of the term co-instantiation graph
and pragmatic patterns from the complex network point of view. The exper-
imental results demonstrates our approach can not only give an elaborated
partitioning upon vocabularies from the pragmatic perspective, but also pro-
vide a new way to explore the Linked Data other than the one provided by
the LOD cloud.

The spirit of the Linked Data desires a new way to search and organize RDF
data, other than the current one for the traditional Web. The work reported
in this paper is a first step towards exploring the Web of data by pragmatic
patterns, and many issues still need to be addressed. In future work, we look
forward to proposing methods to generate more sophisticated pragmatic patterns
(e.g. revealing explicit term relations). We also plan to evaluate the effectiveness
of pragmatic patterns in semantic search. Besides, combining semantics and
pragmatics for ontology partitioning is another interesting topic to be studied.
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Abstract. One aspect of the so called Big Data challenge is the rising
quantity of data in almost all scientific, social, governmental and com-
mercial disciplines. As a result there are many ongoing developments
of analysis techniques to substitute manual processes with automatic or
semi-automatic algorithms. This means the knowledge of data analysts
has to be transferred to algorithms which can be executed simultaneously
on many data sets. Such, the rising amount of data can be analysed in
an constant quality and in a shorter time. Even if the number of existing
algorithms is enormous, a ready to use solution for each problem doesn’t
exist. Especially for analysing and comparing series of measurements,
e.g. for analysing data of activity trackers or to monitor service execu-
tion infrastructures, we discovered a lack of options. Thus we explain the
basics of an algorithm using the cross-correlation function to determine
a meaningful value of similarity for two or more series of measurements.
We used the new method to analyse and categorise job centric monitoring
data.

Keywords: Cross-correlation · Monitoring · Similarity · Big-data ·
Analysis · Series of measurements · Jobs · Cloud · Grid · HPC · Smart-
data · Normalisation

1 Introduction

Terms like Big Data or Smart Data mark todays hot topics. One of the challenges
in this complex research field is the analysis of huge amounts of data. Due to
the massive data quantity a manual handling is no longer feasible. Therefore
many different strategies for automatic and semi-automatic analysis strategies
are developed.

As already shown and discussed before [18] we see a lack of methods to
analyse and compare series of different measurements. An example use case is
job centric monitoring which we will introduce in this paper, but also other fields
of monitoring applications, analysis of informations of home automation systems
c© Springer International Publishing Switzerland 2015
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and wearables, or for comparing social behaviour/activities can benefit from
the introduced method. In this paper we show a new semi-automatic strategy
to analyse huge quantities of such measurement series using cross-correlation
as basis.

In the scenario, which is described in the following section, we use a so called
reference. A reference is a series of measurements with an already known behav-
iour. To find deviant behaviour we have to compare all series of measurements to
the reference, preferable (semi-)automatically. In addition a method to evaluate
the similarity is needed, which we will introduce after a presentation of related
work. We will also show how we can improve the method in two steps to achieve
more meaningful results. Based on the comparison of the measurements with
the reference, it can be automatically decided whether the series shows known
behaviour or an additional manual analysis is needed. This manual analysis can
lead to an additional reference so that future series with the same behaviour can
be automatically handled from now on. To use the method for Big Data chal-
lenges, the computing time for the comparison has to be of low computational
complexity and low runtime. This and additional details are covered in the last
part of the paper.

2 Use Case

The analysis method described in this paper is a general one and can be adapted
to various scenarios where series of measurements are used. Originally, the strate-
gies were developed for job centric monitoring [29].

Job centric monitoring in short, is an observation strategy for program and
application execution or service provision (this is what we call jobs) which are
processed on local, remote or distributed computing systems. It collects job spe-
cific performance data (like CPU or memory usage) over the life time of a job.
It can be done on HPC systems or clusters as well as on conceptional strate-
gies like portals for job execution or Grid and Cloud environments. Based on
the still increasing capabilities of such systems the number of jobs executed by a
user ca be enormous. The observation capabilities of the jobs are hindered at the
same time by additional management layers introduced by Grid, Cloud or portal
services which often prevent a direct job observation for users. As a result the
job execution is a mostly unobserved task where errors, misbehaviour of jobs or
computing systems as well as optimisation potentials can’t be identified. Based
on a large number of similar jobs (like analyses of different data sets or parame-
trized simulations) and the limited knowledge of users about details of the job
observation a job centric monitoring infrastructure had been introduced [16,17]
which was enhanced to semi-automatically find erroneous and unwanted behav-
iour of jobs. This was needed because traditional analysis strategies based on
visualisation and manual analysis can no longer keep up with the rising number
of jobs - even with the introduction of more compact visual representations like
colour coding as shown in Fig. 1. Such, the analyses and comparison of series of
measurements from job centric monitoring of similar jobs is a big data challenge.
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Fig. 1. Screenshot of the AMon-GUI showing monitoring data of multiple jobs (one bar
per job) with a color-coded representation of the consumed memory of the individual
jobs

The classical analysis strategy for job centric monitoring data is to compare a
jobs data with the data from normal, exceptional, and faulty runs. An exception
or fault depends on the already determined standard job behaviour. Examples
are job sets that use the same program or service with analogous data, which
is common in physics, chemistry or life science. Fealty behaviour is not easy
to describe and even if possible it is not easy to find an generally applicable
automatic detection strategy [8]. Thus it depends on the analysis expert which
errors and discrepancies are detected.

For semi-automatic analysis we adapt this strategy. The first job of a new job
set has to be analysed manually because there is no reference yet. This can be
done with the help of the application expert, e.g. when introducing a new service.
Additional jobs can be compared to the first one which is taken as reference and
be categorised as similar/faultless or unalike/differing. A similar job presents
already known behaviour and doesn’t need any future attention, while a differing
one has to be manually categorised as faulty or error free. Based on the decision
this job can be used as an additional reference. In this way, enormous numbers of
jobs can be automatically analysed with minimal user interaction. The missing
link is an algorithm which can categorise such measurement series of jobs as
similar or unalike. The basics of such an algorithm are described in this paper.

3 Related Work

A lot of scientific work has been done on monitoring in general and in similar
fields of research.
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Monitoring on Local Computing Resources: For local monitoring on
UNIX or Linux systems command line tools like ps, top or free1 or graph-
ical ones like Gnome System Monitor2 can be used. On clusters Ganglia3

gives information about the utilisation of resources. The impact of a spe-
cific user or job can not be identified directly by these tools and automatic
categorisation of the data is only rudimentary if present at all.

Tracing and Profiling: Profiling like done with GNU gprof4 gives informa-
tion which functions of a program are used and how long they are used. This
information is often presented as statistical evaluation. Even more detailed
information are given by tracing tools like Vampir [4]. But such analyses
significantly slowdown the application. Thus they are not valuable for mon-
itoring many jobs at once. Data analyses for such systems are currently
under development and use e.g. k-means [15,28] based clustering, sometimes
in combination with silhouette [35,36] or other clustering algorithms [22] like
k-medoids [23] or DBSCAN [10]. To apply an clustering algorithm to series
of measurements, an lossy transformation is needed in additional. Such algo-
rithms are e.g. based on Fourier-coefficients [11], wavelets [21,39] or step-
wise approximation [24]. Sequence comparison [14,19,30,31] is an additional
family of algorithms to analyse tracing and profiling data.

Accounting: Accounting is used to measure the utilisation of computing sys-
tems and for billing of the use of resources. Examples are SGAS [9] and
DGAS [33]. Based on the fact that only basic summary information of a
job have to be recorded the amount of data to be handled is low and the
capabilities to extract information about the job behaviour are limited.

Resource Monitoring: The task of resource monitoring is to record infor-
mation about computing resources or components in distributed infrastruc-
tures like Grids. Collected are information about hardware, middlewares,
the offered services, known outages, planed maintenances and utilisation or
free resources. This allows to create statistics of reliability and utilisation of
resources and services or to assign jobs to available resources. Examples are
D-Mon [2], CMS Dashboard [1] and Ganga [38]. The information evaluation
is mostly limited to usage statistics.

The specific needs for handling and analysing series of measurements of
job centric monitoring data are not properly considered by any of these tools
or research topics. Thus we investigated additional algorithms e.g. from the
field of genetic algorithms [3,12,20,37], pattern matching for intrusion detection
[7,27,32,34], statistical analysis of events [6], machine learning [5,25,26] and
some more [18]. Finally we came up to develop a method which is based on the
cross-correlation function.

1 http://procps.sourceforge.net/index.html
2 http://library.gnome.org/users/gnome-system-monitor/stable/index.html
3 http://ganglia.info/
4 http://sourceware.org/binutils/docs/gprof/

http://procps.sourceforge.net/index.html
http://library.gnome.org/users/gnome-system-monitor/stable/index.html
http://ganglia.info/
http://sourceware.org/binutils/docs/gprof/
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4 Cross-Correlation

Correlation functions, known from the field of signal analysis [13], calculate a
so called similarity of two functions. The cross-correlation function is defined as
follows:

(f1 � f2)(τ) =
∫

f1(t) · f2(t + τ) dt (1)

τ denotes the offset between the functions f1 and f2. There are also adaptations
for discrete signals available and it is possible to adapt the continuous function
to non-discrete sequences5 of measurements by using interpolation.

A typical application for cross-correlation is to determine the time-based
shift of two signals. An example is shown in Fig. 2. x1(t) is the transmitted
signal while x2(t) is the received signal. To determine the time shift between
both signals (e.g., to calculate the distance the signal travelled in radar systems)
the cross-correlation is calculated. The correlation function on the right side of
Fig. 2 shows the similarity of both signals depending on an constant time shift
(τ). The maximum value of the cross-correlation indicates the corresponding
value of τ , which is the time shift between f1 and f2.

The classical usage of cross-correlation allows to align two functions with an
arbitrary offset. For more complex scenarios containing dynamic changes (e.g.
caused by system noise, different CPU-speed or memory bandwidth of different
executing systems or a variable performance of an network connection) of the
offset and extra execution loops with repeating sequences a transformation of
one of the functions is needed to compensate the variable time drifts. This trans-
formation can also realise a defined fixed offset like expressed by τ . Consequently,
the offset in the cross-correlation can be removed by defining τ = 0.

The optimisation problem to fined an adequate transformation is future work
and not covered by this paper. In short, the cross-correlation has to be maximized
by finding a transformation respecting the dynamic time shift. Without this
transformation the cross-correlation result would be useless as similarity metric

Fig. 2. Example of two similar but non identical signals x1(t) and x2(t) (left figure).
Between both signals is a time lag τ ′. Also shown is the cross-correlation (x1 � x2)(τ)
of both functions (right figure) which has its maximum at τ ′.

5 Non-discrete sequences are series of measurements which are not guaranteed to be
taken at constant time intervals.
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in a contexts like job centric monitoring or other scenarios with a dynamic change
of measurement times. One strategy to determine the dynamic time shift of a
complete time series is educated guessing. Educated guessing uses characteristic
points like fast rising CPU usage, starting of jobs, or writing output to a file
in the case of job centric monitoring. It matches corresponding points in both
series for a coarse alignment and recalculates the cross-correlation for each pair.
Depending on the cross-correlation result the respective pair of corresponding
points is retained or discarded. Additional optimization strategies are genetic
algorithms or machine learning.

But before we can solve this optimisation problem we have to deal with
the effects of the cross-correlation itself and have to check whether the kind of
similarity the function delivers corresponds to our demands on an measurement
for similarity.

5 Calculating the Cross-Correlation for Series
of Measurements

The cross-correlation gives a function (depending on τ) calculated from two func-
tions. We have to adapt it to series of measurements as input and to give a value
(not an function) which represents the similarity of both series of measurements
instead of an function.

If we accept that a time-based alignment has to be applied to the series of
measurements to arrange corresponding parts of the execution process of both
jobs to the same time index we can determine the value of τ = 0. This means
we calculate a cross-correlation coefficient which is an value.

To calculate the cross-correlation coefficient, it is not needed to calculate
approximation functions of the series of measurements. The coefficient can be
calculated step wise. For each interval between two measurements a local coef-
ficient can be calculated and the local coefficient can be summed up to get the
result. This is possible due to the additivity of integration on intervals.

The values in-between two measurements of a measurement series are not
defined. To calculate the integral over the time, it is needed to interpolate the
values in between. In the following we use a linear interpolation as a first approx-
imation. More complex interpolations are not considered as we do not expect
any issues with accuracy at this point.

Another difficulty of series of measurements is the measurement time, which
is not necessarily synchronised for both series. To realise a step wise integra-
tion, additional data points are therefore interpolated. More precisely, for each
measurement time of one series a data point is calculated for the other series of
measurements.

Now, both series of measurements have data points to the same times. Thus
the cross-correlation coefficient for each interval of two contiguous data points
can be calculated.

To simplify the calculations for a single interval we adapt the measurement
time. The first measurement time of the value is transformed to zero, the second
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time has to be adapted according to t2 − t1. This transformation represents a
moving of the coordinate plane illustrated by Fig. 3. The time of the interval
remains the same and dose not alter the calculation.

Based on the linear interpolation and the time transformation the continuous
functions for the measurements f1(t) and f2(t) are the following:

f1(t) =
t · (p1,2 − p1,1)

t2 − t1
+ p1,1

f2(t) =
t · (p2,2 − p2,1)

t2 − t1
+ p2,1

(2)

Both formulas have to be applied to the cross-correlation (formula 1) for
τ = 0 to calculate a local cross-correlation coefficient c. This can be solved to
an easy to apply calculation:

c =

t2−t1∫

0

(

p1,1 + t · p1,2 − p1,1
t2 − t1

)

·
(

p2,1 + t · p2,2 − p2,1
t2 − t1

)

dt (3)

=

t2−t1∫

0

p1,1 · p2,1 + t · p1,1 · (p2,2 − p2,1)
t2 − t1

+ t · p2,1 · (p1,2 − p1,1)
t2 − t1

+ t2 · (p1,2 − p1,1) · (p2,2 − p2,1)
(t2 − t1)2

dt
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∣
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0

+
t3
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∣
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3
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∣
∣
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3
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c = (t2 − t1) ·
(

(p1,2 − p1,1) · (p2,2 − p2,1)
3

+
p1,1 · (p2,2 − p2,1) + p2,1 · (p1,2 − p1,1)

2
+ p1,1 · p2,1

)

(4)

A program can calculate all the local cross-correlation coefficients and sum
them up to the cross-correlation coefficients of both series of measurements C.
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Fig. 3. Moving the coordinate plane for future calculation of the cross-correlation coef-
ficients. The time of the first measurement t1 (upper diagrams) is defined as 0 (lower
diagrams), t2 is adapted according to the movement.

From the mathematical and programming point of view, the cross-correlation
coefficients can be calculated and compared with other ones. As already described,
one of the series of measurements is a reference, the other one is the data of a job
to test. To interpret the number of a calculated cross-correlation coefficient, it can
be compared with the self-correlation coefficient of the reference.

The self-correlation coefficient is calculated similar to the cross-correlation
coefficient but for both input functions the data of the reference are used. The
self-correlation coefficient CS is the ideal value of the cross-correlation coefficient
because it represents the similarity of the reference to itself. Such a normalised
cross-correlation coefficient Cn = C

CS
is introduced. This is called the global

normalisation to distinct it from later introduced normalisations. To the method
we refer in following as the naive implementation.

The ideal value for the normalised cross-correlation coefficient Cn is 1 and
each difference to this value is a discrepancy. Based on such discrepancies, the
historical data of the analysis process and the users feedback the job can now
be categorised as similar or differing to the reference (normal program run or a
known error) - depending on the reference used. If the jobs monitoring data are
not similar to a reference we found an unknown or not yet categorised behaviour
which has to be analysed further and will probably give an additional reference.

6 Example Using the Naive Implementation
of the Cross-Correlation

For a better understanding of the method in the following we will use a simple
and artificial job behaviour and look only at one measurement category. In this
way we can also better demonstrate the effects we have found by analysing more
complex jobs.
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The monitoring data of the basic job 1 we are using is shown in Fig. 4. Shown
is a measurement of the CPU load over a runtime of about eight hours. At the
beginning of the job the CPU usage increases from 0 to 1. This is the starting
phase of the job. Afterwards a working phase follows with a constant value of 1
which means that one CPU is used to 100%. In the last phase the job ends with
decreasing CPU-usage. There is no measurement with zero percent CPU usage
at the end as the resources of the job got deallocated before such a measurement
was taken. An example for such a behaviour is an application that reads in data
at the beginning, does some extensive calculations and write output data at
the end.

Fig. 4. Plot of the used monitoring data (CPU load) of basic job 1.

To demonstrate the use of the cross-correlation we constructed additional
jobs based on the basic job. In the following so called gaps are applied. A gap
changes the monitored values in a defined time interval. In our example the value
is varied by 1 over 10% of the runtime of the job, either as an increase (<+<)
or a decrease (<–<) (Fig. 5).

Fig. 5. Adaptations of basic job 1 with gaps (<+<) and (<–<).

By using basic job 1 as reference the normalised cross-correlation coefficient
can be calculated using the naive method:

no gap (<+<) (<–<)
naive method 1.00 1.10 0.90
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If the basic job 1 is compared with itself (no gap, self-correlation) it is clear
that the ideal value for similarity is reached. Also shown is that a change of 10%
of the basic job results in a 10% decrease or increase of the cross-correlation
coefficient.

Here we have seen the first phenomena which can be called unusual. A job
with a discrepancy to the reference can have a higher cross-correlation coefficient
than the reference. This means a higher value does not correspond to a better
similarity in all cases. The difference to the ideal value (self-correlation) has to
be considered.

7 Compensation of Locally Increased and Decreased
Cross-Correlation Coefficients

By evaluating a gap (<+–<), which increases and decreases the measurement
values of the reference (see Fig. 6), it can be shown that the corresponding
increase and decrease of the cross-correlation coefficient can compensate each
other.

Fig. 6. Adaptations of basic job 1 with gap (<+–<).

As result a job with a clear anomaly has an ideal value of the cross-correlation:

no gap (<+<) (<–<) (<+–<)
naive method 1.00 1.10 0.90 1.00

To avoid such an unwanted compensation and to get a clear signal for a
differing job behaviour all discrepancies between job and reference should clearly
show either an increase or a decrease of the cross-correlation coefficient! We
decided to always take a decrease as signal. As result the ideal normalised cross-
correlation coefficient 1 will be the highest possible result. Each variation of
the basic behaviour results in lowering6 of the coefficient. If we just consider
measurement series of positive values (like CPU or memory usage) the result

6 This lowering has to respect the leading sign. A cross-correlation coefficient less then
zero represents similar functions with reverse signs.
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will be a cross-correlation coefficient between 0 for no similarity and 1 for ideal
similarity. This can be realised by introducing a local normalisation.

Local normalisation can be done in various ways. The most intuitive one
is to normalise the cross-correlation coefficient for each segment between two
measurement points. The variant we have chosen for practical use is to transform
the measurements of the job. Both variants are described in the following.

The first step for both ways is to check for which intervals or measurement
points a normalisation has to be applied. In the case of normalising the local
coefficient each interval of two contiguous points is checked separately. We have
to consider three different cases:

1. The values at both points have lower values than the corresponding points
of the reference. Then the (non-normalised) local coefficient is below the self-
correlation coefficient and a local normalisation is not needed for this segment.

2. Both values of the job are larger then the corresponding values of the refer-
ence. So the local coefficient for this segment is higher then the self-correlation
coefficient and normalisation has to be applied to transform the discrepancy
to a lower value of the local coefficient.

3. One value of the job is below and the other point is above the corresponding
value of the reference (see Fig. 7). This means that only a part of the interval
has to be normalised. For our experiments we calculated the point of inter-
section and added it to the measurements. The resulting new sections can be
handled according to the first or second case.

Fig. 7. In case of an intersection of job and reference the local cross-correlation coeffi-
cient has to be normalised only for one part of the segment.

By using a transformation of the measurements of the job a cross-correlation
coefficient above the self-correlation coefficient can be avoided. When a value of
the job is below the value of the reference (first case from above) no transfor-
mation is needed. Higher values result in high coefficients (second and last case
from above). Consequently these values have to be lowered by normalisation.
Thus, intersection points between the reference and the normalised points of the
job are avoided and a fragmentation of intervals is not needed. This makes the
value normalisation easier and due to viewer calculations faster in comparison
to the normalisation of the coefficients.
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After identifying which local cross-correlation coefficients or measurement
values have to be normalised, in the second step the normalisation has to be
applied. For both ways of normalisation a number has to be lowered below a
reference. As normalisation function we used:

vnormed =
vref

1 +
(

v−vref

vref

) (5)

For the normalisation of the local coefficients, vnormed is the normalised cross-
correlation coefficient, v the cross-correlation coefficient to normalise, and vref
the ideal value for the segment which is defined by the self-correlation coefficient
of the reference. In case of normalisation of the measurement values, vnormed is
the normalised value, v the value of the job to normalise, and vref the value of
the reference.

After the local normalisation process the calculation of the cross-correlation
coefficient for the combination of the job and reference proceeds by summing
up the locally normalised coefficients of all intervals. In addition the already
introduced global normalisation is applied, which makes 1 the ideal value for
similarity.

Based on these methods, the coefficients for basic job 1 with the tree types
of gaps are:

no gap (<+<) (<–<) (<+–<)
local normalisation (by coefficients) 1.00 0.95 0.90 0.92

local normalisation (by value) 1.00 0.95 0.90 0.92

If no gap or the gap (<–<) is applied, no local normalisation is used and the
result does not change in comparison to the naive method. A gap with increased
value (<+<) yields a coefficient below the ideal due to the normalisation. Most
important is that the gap (<–<) leads to a decreased coefficient because com-
pensation of decreased and increased values can no more be compensated by
each other, so even this kind of gap can be detected.

Not yet discussed are measurements with negative values. In our use case
of job centric monitoring we always have data which are presented by positive
values. So a local coefficient of an interval is always positive and only increases
but never decreases the summed up coefficient for the complete comparison of
a job and a reference. By allowing negative values a so called reverse similarity
(the measurement series have some kind of similarity but opposite signs) has
to be considered. As result, similarity and reverse similarity can compensate
each other. How such an effect has to be considered depends on the concrete
usage scenario and leads to a more complex local normalisation then the one
described above.

8 Coefficient Dependence on the Values of the Reference

The expectation on the analysis algorithm is that a discrepancy to a reference
can be detected independent of the form of the reference. The cross-correlation
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Fig. 8. Plot of the monitoring data (CPU load) of basic job 2.

coefficient does not fulfil this requirement directly. To demonstrate this, we intro-
duce basic job 2 (Fig. 8), which adds an additional waiting phase to basic job
1 where e.g. data is transferred to a remote system and no CPU utilisation is
caused.

Once again we applied the gap (<–<) at the running phase of the job. For
an another job the gap (>+>) is applied, which increases the values during the
waiting phase of the job. Both jobs are shown in Fig. 9.

Fig. 9. Adaptations of basic job 2 with different gaps.

Calculating the cross-correlation coefficients with local normalisation (of the
values) and global normalisation for basic job 2 and the gap-jobs leads to the
following results:

no gap (<–<) (>+>)
local normalisation (value normed) 1.00 0.84 1.00

The first two are as expected - a job matching the reference gives the ideal
result 1 and a gap during the running phase of the job leads to a decreased value
for the similarity. But the third one is clearly not wanted - a variation of the job
during the waiting phase yielding the value for ideal similarity.

The cause for the unwanted behaviour is the way the cross-correlation is
calculated. Formula 4 shows the calculation for an interval between two points
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of the measurements. When the values of the reference (p1,1 and p1,2) are both
zero, the local coefficient is also zero. This is independent of the values of the
job. Thus, intervals where the value of the reference is zero do not influence the
cross-correlation at all. Small values for the reference have only a slight impact
compared to intervals with higher values.

Our goal is to have an algorithm which does a detection over the whole
reference, independent of its concrete values. To implement this behaviour we
introduce an inverse cross-correlation coefficient in the following. This coefficient
will have a high sensitivity when the values of the reference are low (maximal
sensitivity is reached when the values of the reference are zero) and a low sen-
sitivity for intervals with high values (for the maximum value of the reference
no detection will be done). In short, the sensitivity of the reverse coefficient
will be opposite to the cross-correlation coefficient. This allows to combine both
coefficients to get meaningful results for the similarity of a job to the reference.

To calculate the inverse coefficient we do a value transformation for job and
reference. We still want to compare the coefficients for different jobs calculated
for the same reference, so it is needed to apply the same transformation to them.
This means only the parameters of the reference can be used to find an adequate
transformation.

The transformation has to change the sensitivity of the cross-correlation.
Therefore low values have to be mapped to high values and high values to low
once. As transformation we use:

xs = −(x − xMax) = xMax − x (6)

xs is the shifted (transformed) value and x the original value of the mea-
surement, either of the reference or the job. xMax is always the maximum value
of the reference. The maximum value of the job cannot be considered for the
transformation based on the reasons given above.

For the reference the situation is quite simple. A value of null is transformed
to the maximum value with maximal sensitivity and the maximal value is trans-
formed to null with no sensitivity. Negative values are not caused by the trans-
formation.

The values of the job can be higher than the maximum of the reference
leading to negative values after the transformation. Because the negative values
always show a discrepancy to the non-negative transformed values of the job and
the negative, local inverse cross-correlation coefficient respects this behaviour
we can accept negative values for the job. If preferred, negative values can also
be avoided by applying the value normalisation from above before shifting the
values. This avoids that values of the job are higher then the values of the
reference.

A visualisation of the value transformation by shifting is shown in Fig. 10.
The points of the job jA, jB and jC can only be analysed by the cross-correlation
coefficient while the points jD, jE and jF can only be analysed by the inverse
cross-correlation coefficient. Also shown is that the points (jC and jF ) of the job
can be transformed to negative values.



Cross-Correlation as Tool to Determine the Similarity 277

Fig. 10. Shifting of values for job and reference. The picture at top shows the values
before, the lower one shows the values after the transformation. The reference is shown
as a line (values interpolated), the job is shown by representative points.

Based on the inverse coefficient a new global normalisation to combine both
coefficients is needed. The first version normalises both coefficients separately to
0.5 each and sums up both values, so that the ideal value remains 1. The formula
for this combination ccnormed v1 is:

ccnormed v1 =
cc
sc + cci

sci

2
(7)

cc is the cross-correlation coefficient and cci the reversed one. sc and sci are
the respective self-correlation coefficients.

The second version to calculate a normalised and combined coefficient
ccnormed v2 is based on the same data as the first. It sums up both not yet
globally normalised coefficients and applies the normalisation to an ideal value
of 1 afterwards:

ccnormed v2 =
cc + cci
sc + sci

(8)

For basic job 2 with the gaps described above and the local normalisation
introduced in Sect. 7 the results for all variants are:

no gap (<–<) (>+>)
normalised cross-correlation coefficient 1.00 0.84 1.00

normalised, inverse cross-correlation coefficient 1.00 1.00 0.70
coefficient combination variant 1 1.00 0.92 0.85
coefficient combination variant 2 1.00 0.90 0.90

The values for the normalised cross-correlation coefficient were already
presented above.
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The inverted coefficient has an inverted sensitivity. Thus, the gap at the time
of low values of the reference can be clearly detected with a value for similarity
of 0.70. The gap at the time of high values of the reference can not be detected
- an ideal similarity is signalised by a value of 1.00.

Both variants of combining the coefficient show ideal values when the job
and the reference are the same (no gaps) and give reduced values for both gaps.
We verified this, as well as the other results, with other basic jobs and various
kinds of alterations.

For practical use we chose the second version of combining the coefficients.
The first version weights both coefficients the same, independence of there sen-
sitivity effects. For example, in basic job 2 the cross-correlation coefficient is
responsible for about 2

3 of the reference (mainly for the running phase), the
inverse coefficient for about 1

3 (the waiting phase). As result a gap or another dis-
crepancy of the job to the reference during the waiting phase is over-represented.
This is also shown by the values above. The gap (<–<) changes the job value
by 10% and gives a combined coefficient of 0.92. The gap (>+>) also changes
the job value by 10% but gives a stronger decrease of the combined coefficient
to 0.85 because it is placed in a region where the inverse coefficient responsible
for the detection.

The effect, that a discrepancy between reference and job leads to different
reduction of the first version of the combined coefficient depending on which
coefficient was used to detected it can become more powerful. A basic job with
a shorter waiting time would yield a much stronger over-representation of the
inverse coefficient. So the first version of combining coefficients is not feasible for
real world applications even if the results from above look acceptable.

The second version weights according to the self-correlation coefficient and
its inverse variant. The not normalised self-correlation coefficient is an very good
metric for the sensitivity of the cross-correlation coefficient because it depends on
the values of the reference and the time these values are present. In the example
above this combination and normalisation of both coefficients gives ideal results.
Both gaps alter the job values by 10% and each yields a 10% decrease for
similarity represented by a coefficient of 0.90.

9 Conclusions and Future Work

The number of methods for semi-automatic data analysis is rising due to an
ongoing demand for such algorithms and the missing of universal strategies. We
already discussed this in an earlier publication [18] which also pointed out a lack
of methods to analyse series of measurements. With this paper we contribute
to the pool of analysis strategies and set a clear focus on data which is organ-
ised as series of measurements. This kind of data is not only common for job
centric monitoring, the use case we showed, but also other fields of monitoring
applications, analysing information of home automation systems and wearables,
or the comparison of social behaviour/activities can benefit from the introduced
method. Such data sets are e.g. temperature or energy measurements used in
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home automation systems or heart rates and speeds for activity trackers and
many more applications in field of internet of things or for analysing human
behaviour.

For this paper, we extended the well-known cross-correlation to an algorithm
to calculate a similarity between measurement series. It allows to compare them
in an meaningful way and with an adequate detection sensitivity for the com-
plete series. We also showed how to avoid the compensation of measurement
deviations between series and offered a normalisation concept to allow an easy
interpretation of the calculated similarity values. This holds up even for users
unconversant with our concept or the analysis process at all.

First tests on real data show promising results. For the tests a single com-
puting cluster with uniform computing nodes and a user job (the CKM-Fitter,
a program to calculate parameters of the standard model of particle physics)
was used to minimise the not yet compensated time drift. An example for the
automatically analysed jobs of one day is given in Fig. 11. One of the outliers in
the diagram could be directly mapped to an additional reference which showed
an overload situation for a computing node. Thus we had to analyse just one
job which later on was identified as an additional error free execution pattern.
Based on the design of the tests the result can not be generalised but it shows
that the job centric monitoring data can be automatic analysed and the results
can be easily presented to users, e.g. in a mail report.

Fig. 11. Shown is the similarity of the jobs processed on one day in comparision to
a reference which presents normal job execution. The acceptable similarity (shown in
green for the similarity of 0, 96 to 1, 00) was computed based on historical information
of the job execution observed for the last month.

With the work presented in this paper, we lay the foundation for an additional
class of algorithms to process job centric monitoring data (our use case) and for
measurement series in general.
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Additional problems have to be solved to get good and reliable results in daily
use. The most important challenge for job centric monitoring is to determine a
time alignment of the measurement series. This is needed to compare the same
section (same lines of code executed for distinct data) of program runs even when
the section was executed at a different time in the job and the reference. We have
to deal with more complex usage scenarios where job and reference are executed
on different computing systems with different CPU speed, memory bandwidth,
network connections, system noise or the influence of other user jobs. This leads
to a complex and variable time drift between job and reference that has to be
estimated because a direct measurement of this drift is not possible.

This clearly defines an important part of future work which was partly
already done but not yet published. We plan to demonstrate an aligning strat-
egy based on educated guessing which stepwise determines the time drift of job
and reference. This is done by a maximisation process for the similarity values
introduced here. One of the most challenging parts of the optimisation process
is to realise a strategy with a low computing complexity to analyse many jobs
with an adequate demand on computing time. For this article we reduced the
number of different data sets to a minimum as we just wanted to demonstrate
the basic principles of our method. Later we will use a larger pool of data for a
more detailed analysis of the method.

In addition a comparison to other semi-automatic analysis strategies for mea-
surement series has to be done in future work. Later on we have to show how to
handle typical issues of job centric monitoring data like repeating segments based
on loops or if-statements during program execution. Also missing segments of a
job in comparison to a reference have to be handled in an adequate way. At least
at this point we have to leave the generic description of the analysis method and
show how we can improve its potential of analysing job centric monitoring data
to find misbehaving jobs.

References

1. Andreeva, J., Calloni, M., Colling, D., Fanzago, F., D’Hondt, J., Klem, J., Maier,
G., Letts, J., Maes, J., Padhi, S., Sarkar, S., Spiga, D., Mulders, P.V., Vil-
lella, I.: CMS analysis operations. J. Phys. Conf. Ser. 219(7), 072007 (2010).
http://stacks.iop.org/1742-6596/219/i=7/a=072007

2. Baur, T., Breu, R., Klmn, T., Lindinger, T., Milbert, A., Poghosyan, G., Reiser,
H., Romberg, M.: An interoperable grid information system for integrated resource
monitoring based on virtual organizations. J. Grid Comput. 7, 319–333 (2009).
doi:10.1007/s10723-009-9134-3. http://dx.doi.org/10.1007/s10723-009-9134-3

3. Beasley, D., Bull, D.R., Martin, R.R.: An overview of genetic algorithms: Part 1,
fundamentals. Univ. Comput. 15, 58–69 (1993)

4. Brunst, H., Hackenberg, D., Juckeland, G., Rohling, H.: Comprehensive perfor-
mance tracking with vampir 7. In: Müller, M.S., Resch, M.M., Schulz, A., Nagel,
W.E. (eds.) Tools for High Performance Computing 2009, pp. 17–29. Springer,
Heidelberg (2010). doi:10.1007/978-3-642-11261-4 2

5. Chan, P., Stolfo, S.J.: Toward parallel and distributed learning by meta-learning.
In: AAAI Workshop in Knowledge Discovery in Databases, pp. 227–240 (1993)

http://stacks.iop.org/1742-6596/219/i=7/a=072007
http://dx.doi.org/10.1007/s10723-009-9134-3
http://dx.doi.org/10.1007/s10723-009-9134-3
http://dx.doi.org/10.1007/978-3-642-11261-4_2


Cross-Correlation as Tool to Determine the Similarity 281

6. Denning, D.E.: An intrusion-detection model. IEEE Trans. Softw. Eng. 13(2), 222–
232 (1987)

7. Dickerson, J.E., Dickerson, J.A.: Fuzzy network profiling for intrusion detection.
In: Proceedings of NAFIPS 19th International Conference of the North American
Fuzzy Information Processing Society, Atlanta, pp. 301–306 (2000)

8. Eichenhardt, H., Müller-Pfefferkorn, R., Neumann, R., William, T.: User- and job-
centric monitoring: analysing and presenting large amounts of monitoring data.
In: Proceedings of the 2008 9th IEEE/ACM International Conference on Grid
Computing. GRID 2008, pp. 225–232. IEEE Computer Society, Washington (2008).
http://dx.doi.org/10.1109/GRID.2008.4662803

9. Elmroth, E., Gardfjll, P., Mulmo, O., ke Sandgren, Sandholm, T. : A Coordinated
Accounting Solution for SweGrid Version: Draft 0.1.3, 7 October 2003

10. Ester, M., Kriegel, H.P., Sander, J., Xu, X.: A density-based algorithm for discov-
ering clusters in large spatial databases with noise. In: KDD 1996, pp. 226–231
(1996)

11. Faloutsos, C., Ranganathan, M., Manolopoulos, Y.: Fast subsequence matching
in time-series databases. In: Proceedings of the 1994 ACM SIGMOD International
Conference on Management of Data, SIGMOD 1994, pp. 419–429. ACM, New York
(1994). http://doi.acm.org/10.1145/191839.191925

12. Grefenstette, J.: Optimization of control parameters for genetic algorithms. IEEE
Trans. Syst. Man Cybern. 16(1), 122–128 (1986)

13. von Grünigen, D.: Digitale Signalverarbeitung: Mit einer Einführung in die kon-
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Abstract. There is an ever-growing number of diverse RDF documents
available on the Web, and most of them are published following Linked
Data principles. To indicate the current status of data interconnection,
we analyze structural properties of these linked RDF documents. We
propose a document link graph (DocGraph) to model links between doc-
uments, and analyze its structure from three aspects: degree distribution,
morphological structure, and reachability. We report our experiments on
structural properties of the graph using two crawls, each with about 10
million documents. We find that the DocGraph is scale-free, and with
small average distance. Its structure in 2012 is close to that of the Hyper-
text Web in the years around 2001–2002, and is not as good as the struc-
ture of the Hypertext Web in later years. Therefore, we conclude that
data interlinking is very necessary for the Web of Data.

Keywords: Semantic web · Document link graph · Structural proper-
ties · RDF data interlinking

1 Introduction

The Semantic Web vision and its related technologies have brought out the devel-
opment of a Web of Data. In the past decade, we have witnessed the explosion of
the Web of Data from an information repository of a few millions of RDF triples
[1] into a Giant Global Graph [2]. Especially, the Linking Open Data (LOD)
project1 is populating the Web of Data with massive amounts of distributed yet
interlinked RDF data. As of Sept. 2011, the LOD is estimated to contain 31
billion RDF triples and about 503 million cross dataset links [3].

As the Web of Data is filled with huge data, making them accessible over Web
is an important issue. Linked Data Proposal [4] proposes that every entity, i.e. a
person, company, should be identified with its own HTTP URI. And every URI
should be made dereferencable into an RDF description of the entity, i.e. a doc-
ument. Then, when interacting with the Web of Data, agents dereference URIs
in the current document into other documents. Thus, directed links between
documents are formed.
1 http://www.w3.org/wiki/SweoIG/TaskForces/CommunityProjects/
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Although more and more data are published on the Web, and we can enjoy
the convenience on navigation that comes from Linked Data Proposal, we know
nothing about the status of document link structure. For example, we may con-
cern that how many directed links do exist, and whether the majority of docu-
ments can be reached from a given starting point by following directed links. It
should be stressed that the status of document link structure indicates the nav-
igability and searchability of the Web of Data. The traditional Hypertext Web
can be considered to be a graph, where the directed edges are the hyperlinks
between Web pages. And the source of its strength lies in its network structure.
Many research studies have been carried out on analyzing the structure of linked
Web pages, e.g. [5–7]. Similarly, we argue that the power of the Web of Data
also lies in its structure, especially, the link structure of RDF documents.

In this paper, we use three structural properties to analyze the link structure:

– Degree Distribution: Given a graph, its average in/out-degree shows that it
is sparse or dense. Its degree distribution indicates whether it is a scale-free
network. Generally, a higher average degree indicates a denser graph, which
is the necessary condition for a good connected structure.

– Morphological Structure: What is the size of its largest weakly/strongly con-
nected component (LWCC/LSCC). Especially, the morphological structure
[5] is an important and intuitive feature for understanding its link structure.
A larger LWCC/LSCC usually indicates a more connected structure.

– Reachability: In a graph, from a random selected node as the start, how many
nodes it can reach by following directed edges in average. And how many steps
it should take in average or in most situations. If it can reach more nodes in
fewer hops, a graph usually has a more connected structure.

We propose a document link graph (DocGraph) to model directed links between
documents. In order to reduce the bias caused by different samples, we perform
our experiments on two crawls both of which cover significant portions of the
Web of Data. Our study indicates that the structure of the DocGraph in around
2012 is close to that of the Hypertext Web in the years around 2001–2002, but
is not as good as the structure of the Hypertext Web in later years.

The rest of this paper is structured as follows. Section 2 gives some pre-
liminary definitions. Section 3 introduces the structural properties that used to
measure. Section 4 introduces experiment settings, especially the used datasets.
Section 5 analyzes the structural properties of the DocGraph. Section 6 intro-
duces related work. Section 7 concludes our work with future directions.

2 Definitions and Notations

In RDF, identifiers consist of three disjoint sets: URIs (U), blank nodes (B) and
literals (L). An RDF triple t has three parts: a subject (subj(t)), a predicate
(pred(t)), and an object (obj(t)), which is with the form t ∈ (U ∪B)×U × (U ∪
B ∪ L).
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An RDF document d is a non-empty set of RDF triples, and let D denotes
all RDF documents. For the sake of simplicity, we use “document” to denote
“RDF document” in this paper unless otherwise stated.

According to the Linked Data principles, when exploring the Web of Data
to find other related data, an agent obtains all URI references contained in the
current document, and dereferences them to obtain representations (i.e. RDF
documents) of the identified resources. Thus, links between RDF documents are
the composition of two relations: “contains” and “dereferences”.

Definition 1 (Contains). The “contains” relation Rc ⊆ D × U is a binary
relation from D to U , where (d, u) ∈ Rc means there is an RDF triple t ∈ d such
that u ∈ {subj(t), pred(t), obj(t)}.

Definition 2 (Dereferences). The “dereferences” relation Rd ⊆ U × D is a
functional relation, where (u, d) ∈ Rd means d is a representation of a resource
identified by u.

For example, as there is an RDF triple 〈owl:sameAs, rdf:type,
rdf:Property〉 in OWL2, OWL contains owl:sameAs, rdf:type and
rdf:Property. And as RDF3 is a representation of a resource identified by
rdf:type, (rdf:type, RDF) ∈ Rd.

Definition 3 (Document Link Graph). A document link graph (DocGraph),
represented as (V,E), is a directed graph

– V � D, the set of documents,
– E ⊆ V × V , the set of directed edges, where E = Rc ◦ Rd.

3 Structural Properties

We measure the structure of a given graph from three aspects.

3.1 Degree Distribution

In a graph, the average in/out-degree indicates its density, which is the necessary
condition for a graph to have a good connected structure. Many networks are
thought to be scale-free, e.g. Hypertext Web [8], biological networks [9], and
social networks [10]. Therefore, whether a graph has a scale-free nature, i.e. the
degree distribution follows a power law, is a basic question with regard to the
link structure. The scale-free network is likely to have a small diameter [11],
which results in a easy-to-traverse structure.

2 http://www.w3.org/2002/07/owl.
3 http://www.w3.org/1999/02/22-rdf-syntax-ns.

http://www.w3.org/2002/07/owl
http://www.w3.org/1999/02/22-rdf-syntax-ns
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3.2 Morphological Structure

The distribution of connected components in the graph is another important
measurement for the structure. A large strongly connected component (SCC)
means that huge amounts of nodes can be reached following directed links from
any node in the component. On the contrary, if there is no giant weakly connected
component (WCC), the graph is very fragmented. Last but not least, the mor-
phological structure [5] is an intuitive feature. If the largest weakly connected
component (LWCC) has a dominant size, and the largest strongly connected
component (LSCC) is far larger than the second one, we can use a method to
get the morphological structure of the graph (cf. Fig. 2). In detail, we take the
LSCC as the central of the structure. Then, there is an IN component: each node
in IN has a directed path to all nodes in SCC, but nothing in SCC can reach
nodes in IN. Similarly, each node in the OUT component can be reached by
directed paths from SCC, but not vice versa. Apart from these, there are some
nodes weakly connected to all of the above, but cannot reach SCC or be reached
from SCC in directed fashion; they are in the TENDRILS. Left groups of nodes
are in DISC (Disconnected Components).

Here we introduce a method to get its morphological structure. We use a
breath first search (BFS) to compute the LWCC of the graph. And its time
complexity is O(|E|+|V |), where |E| and |V | are the number of edges and vertices
in the graph, respectively. Moreover, the Tarjan’s algorithm4 is used to compute
all SCCs of the graph, whose time complexity is also O(|E| + |V |). Finally, from
any node in the SCC component, we use the BFS to follow forward/backward
links to get nodes in OUT or IN.

3.3 Reachability

The reachability at h is the number of pairs of nodes having a directed path
within distance h. If we plot it on a coordinate system, where the x axis is h
and the y axis is the reachability at h, the plot is called hop plot [12]. With the
reachability, several terms related to distance can be computed: the average con-
nected distance is the expected length of the shortest paths between connected
pairs of nodes in the network as defined in [5]; the effective diameter is the min-
imum number of hops in which some fraction (e.g. 90 %) of all connected pairs
of nodes can reach each other [12]; and the diameter is the maximal length of all
the shortest paths between connected pairs of nodes. Especially, the reachability
at ∞ divided by the number of all pairs of nodes is called the reach probability.

To compute the reachability, we have to find the shortest paths for every
pair of nodes in the graph. And this is the all-pairs shortest path problem.
For an unweighted digraph, no (quasi-)linear time algorithm is known. There-
fore, given a large scale graph like ours, we resort to an approximate algo-
rithm. In this paper, we use the HyperANF [13], as it is both accurate and
efficient. Let r(h) denote the reachability at h, the average connected distance

4 http://en.wikipedia.org/wiki/Tarjan’s strongly connected components algorithm.

http://en.wikipedia.org/wiki/Tarjans_strongly_connected_components_algorithm
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Table 1. Top-10 sites with most documents in FC10 and CC12

(a) FC10

site #documents

l3s.de 1,071,954
geonames.org 1,027,864

hi5.com 1,023,098
dbpedia.org 1,022,596
freebase.com 832,563

linkedmdb.org 678,834
bibsonomy.org 660,620
rdfabout.com 648,467
dbtune.org 646,768

livejournal.com 633,732

(b) CC12

site #documents

data.gov.uk 2,000,000
bio2rdf.org 1,356,642
bbc.co.uk 962,299

semantictweet.com 853,100
opencyc.org 500,912
cornell.edu 366,539

legislation.gov.uk 236,703
ufl.edu 144,846
cyc.com 140,026

freebase.com 135,537

is
∑∞

h=1
h∗(r(h)−r(h−1))

r(∞) . The effective diameter is h such that r(h)
r(∞) = 0.9. The

diameter is arg max
h

r(h). And the reach probability is r(∞)
|V |2 .

4 Experiment Settings

RDF documents on the Web cannot be entirely fetched because of the dynamic
and distributed features. In order to reduce the bias caused by different samples,
we use two crawls both of which cover significant portions of the Web of Data.
One crawl is collected by the Falcons search engine5 till December 2010, named
FC10. Another crawl is collected by a custom spider from January to May 2012,
named CC12. This spider is fed by seeds sampled from Google Search Engine
using a random walk based sampler [14]. This sampler ensures that all sampled
seeds are uniform distributed on the Web. And this spider proceeds in a polite
BFS manner. Furthermore, to avoid a dataset starts dominating the crawl, the
crawler remove any document in this dataset from consideration when it has
more than 2 million documents.

Statistics indicate that there are 12,587,771 RDF documents and
3,260,796,023 statements in FC10. The number of quadruples in FC10 approx-
imates to 10.31 % statements on the LOD (31,634,213,770 statements by Sept.
2011 [3]). And it has a similar scale to BTC146 (4.1 billion statements). Docu-
ments in FC10 are distributed in 5,430 sites. In CC12, there are 7,660,773 RDF
documents from 63,109 sites. Table 1 lists top-10 sites having most documents
for these two crawls. From the table, we find that most data in them are also in
the LOD cloud.

5 http://ws.nju.edu.cn/falcons.
6 http://km.aifb.kit.edu/projects/btc-2014/.

http://ws.nju.edu.cn/falcons
http://km.aifb.kit.edu/projects/btc-2014/
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Table 2. Top 10 documents with the largest in-degrees for the DocGraph in FC10 and
CC12

(a) FC10

eerged-nItnemucoD
http://xmlns.com/foaf/spec/ 6,869,539
http://dublincore.org/2008/

3,634,871
01/14/dcelements.rdf
http://dublincore.org/2008/

2,006,788
01/14/dcterms.rdf
http://ontoware.org/swrc/

1,432,811
swrc_v0.3.owl
http://www.w3.org/2003/01/

1,054,563
geo/wgs84_pos
http://www.geonames.org/

1,035,608
ontology/
http://xmlns.com/foaf/0.1/

1,023,102
homePage
http://xmlns.com/foaf/0.1/

969,547
surName
http://dublincore.org/2008/

837,097
01/14/dctype.rdf
http://rdf.freebase.com/rdf/

832,561
common/topic

(b) CC12

eerged-nItnemucoD
http://xmlns.com/foaf/spec/ 4,575,813
http://dublincore.org/2010/

3,697,605
10/11/dcterms.rdf
http://www.w3.org/2009/08/

2,213,763
skos-reference/skos.rdf
http://vocab.org/frbr/core.rdf 2,159,147
http://www.w3.org/2006/time 1,862,035
http://reference.data.gov.uk/

1,856,817
def/reference/uriSet
http://www.w3.org/2007/08/

1,855,961
pyRdfa/extract?uri=http://
trdf.sourceforge.net/provenance
/ns.html
http://vocab.deri.ie/void 1,855,539
http://reference.data.gov.uk/

1,855,353
def/reference/URIset
http://vocab.deri.ie/scovo 1,496,274

5 Structure of Document Link Graph

We analysis the structure of the document link graph (DocGraph), whose nodes
contain both ontologies and instance-level documents. Furthermore, we argue
that agents in the community are familiar with all terms in the W3C base-
ontologies RDF, RDF Schema7, OWL and DAML8. Thus, they seldom fetch
these ontologies. Therefore, we remove four ontologies from the DocGraph.

5.1 Degree Distribution

According to the definition in Sect. 3, we generate a DocGraph for each crawl.
The DocGraph for FC10 has 12,587,767 nodes and 250,659,182 edges. And the
DocGraph for CC12 has 7,660,770 nodes and 119,137,367 edges. Therefore, the
average in/out-degree is 19.91 and 15.55 respectively. Both degrees are larger
than the in/out-degree of the Hypertext Web in 1999–2001 (7.22–9.3 in Table 3).
But after that, the Hypertext Web is becoming denser. For example, its average
in/out-degree is 15.8 in 2002, 24.1 in 2003 (cf. Table 3). Therefore, we conclude
that the density of the DocGraph in 2012 is close to the density of the Hypertext
Web in 2001–2002, and is not as good as the Hypertext Web’s in later years.

Nodes with the largest in-degrees for the DocGraph in FC10 and CC12 are
listed in Table 2. As most of them are well-known ontologies, it’s normal that
there are many links to them. As there is no outstanding nodes with large out-
degree, we do not list them here.

7 http://www.w3.org/2000/01/rdf-schema.
8 http://www.daml.org/2001/03/daml+oil.

http://www.w3.org/2000/01/rdf-schema
http://www.daml.org/2001/03/daml+oil
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Fig. 1. In-degree and out-degree distributions. In-degree follows a power law. Out-
degree approximately follows a power law.

Figure 1(a, b) show the in-degree and out-degree distribution of the Doc-
Graph, respectively. In-degree follows a power law with exponent 1.82 (FC10)
and 1.94 (CC12). Out-degree follows approximately a power law with exponent
1.65 (FC10) and 1.60 (CC12). The same power law distributions are also found in
the Hypertext Web, where in-degree exponent is 1.6–2.2 and out-degree exponent
is 2.72 (cf. Table 3). An interesting observation is that nodes with the highest
in-degree and nodes with the highest out-degree are quite distinct. Actually, the
Kendall-tau correlation between the in-degree and outdegree is about zero. It
implies that hubs (authorities) are not necessary to be authorities (hubs). As
in/out-degree distributions follow power laws, the DocGraph is scale-free.

Table 3. Degree distribution

#nodes #edges Average γIN γOUT

in/out-degree

DocGraph(FC10) 12,587,767 250,659,182 19.91 1.82 1.65

DocGraph(CC12) 7,660,770 119,137,367 15.55 1.94 1.60

Web99a 203m 1466m 7.22 2.1 2.72

Web01b 80,571,247 752,527,660 9.3 1.9 N/A

UKWeb02c [6,7] 18,520,486 292,243,663 15.8 1.7 N/A

Web03d [7] 49,296,313 1,185,396,953 24.1 2.2 N/A

ITWeb04e [6,7] 41,291,594 1,135,718,909 27.5 1.6 N/A

IndochinaWeb04f [6] 7,414,866 194,109,311 26.2 N/A N/A
aCrawled by AltaVista in 1999
bCrawled by WebBase in 2001
cWeb of United Kingdom, crawled by UbiCrawler in 2002
dCrawled by WebBase in 2003
eWeb of Italy, crawled by UbiCrawler in 2004
fWeb of Indochina, crawled by UbiCrawler in 2004
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5.2 Morphological Structure

To get the distribution of weakly connected components (WCCs), we treat the
DocGraph as an undirected graph and perform a WCC algorithm to find all undi-
rected connected components. In FC10, a giant WCC composed of 12,241,551
nodes is identified, which means that 97.25 % of the nodes are reachable from
one another by following either forward or backward links. In CC12, the size of
the largest WCC is 99.99 %. For a query engine or a crawler, it is not likely to
follow backward links. Hence we should compute its strongly connected compo-
nents (SCCs). We find that there is a large SCC in each crawl, which is much
larger than the second one. For example, the largest SCC in FC10 consists of
49.29 % documents, and the largest one in CC12 consists of 60.94 % documents.
While, the second largest SCCs have 986,405 and 1,121,828 nodes, respectively.
A manual inspection shows that documents in SCC for both crawls come from
many datasets and cover diverse topics.

Table 4. Morphological Structure

SCC IN OUT TENDRILS DISC

DocGraph(FC10) 49.29 % 31.77 % 8.39 % 7.80 % 2.75 %

DocGraph(CC12) 60.94 % 36.40 % 2.12 % 0.53 % 0.01 %

Web99 27.74 % 21.29 % 21.20 % 21.52 % 8.24 %

Web01 56.46 % 17.24 % 17.94 % N/A N/A

UKWeb02 65.3 % 1.7 % 31.8 % 0.8 % 0.4 %

Web03 85.87 % 2.28 % 11.26 % N/A N/A

ITWeb04 72.3 % 0.03 % 27.6 % 0.01 % 0%

IndochinaWeb04 51.4 % 0.66 % 45.9 % 0.66 % 1.4 %

As the largest SCC is much larger than the second one, we use a method
introduced in Sect. 3 to analyze the morphological structure of the DocGraph.
The sizes of various components in the morphological structure are listed in
Table 4. From the table, we find that the DocGraph is mainly composed of two
components: SCC and IN. The OUT component is almost non-existent, which
is different from the Hypertext Web.

5.3 Reachability

With the HyperANF algorithm [13], we estimate the reachability of nodes in the
DocGraph. Table 5 lists four measures related to the reachability of the Doc-
Graph. For comparison purposes, we also list the reachability of the Hypertext
Web in 1999. We cannot find values about the reachability of other Web graphs,
so we do not list them in the table. From the table, we notice that the DocGraph
in FC10 has a larger distance than that in CC12. This is because that CC12 is
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Fig. 2. Morphological structure of the DocGraph.

Table 5. Reachability

Reach Average connected Effective γdiameter

probability distance diameter

DocGraph(FC10) 42.73 % 13.32 16.02 258

DocGraph(CC12) 51.58 % 11.46 15.96 34

Web99 24 % 16 N/A 503

crawled by a limited-depth BFS crawler, while FC10 has a more complex crawl-
ing strategy. Though there are some differences in the distance between two
crawls, their reach probabilities are almost the same, which in turn are much
higher than the probability of the Hypertext Web in 1999.

Though there are no exact values on the reachability for other Web graphs,
the relative sizes of the SCC and the IN and OUT components can give us some
indications. Section 3.3 of [5] gives an equation to estimate the reach probability
by sizes of three components, i.e. (SCC+IN)∗(SCC+OUT )

V ∗(V −1) . Generally, the size of
the SCC is of particular importance, since it constitutes the subset of reversible
and complete access navigability. When an agent starts to surf the Web from
the IN component, it maybe end up in the SCC, and maybe eventually in the
OUT component, but can never go back to the IN component. If in the OUT
component, it can never go back to the other components. But in the SCC, all
nodes are reachable and can be revisited. Therefore, the size of SCC reflects the
reach probability in some sense. Based on this, we find that the reach probabil-
ity of the DocGraph is smaller than that of the Hypertext Web after 2002. In
summary, its reachability is close to that of the Hypertext Web in around 2002,
but is not as good as that in later years.

6 Related Work

Some work focus on analyzing the structural properties of entity link graph in
the Web of Data. Gil et al. [15] find the RDF graph composed of ontologies from
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the DAML Ontology Library is a small-world and scale-free network. Cheng
and Qu [16] study the graph structures of dependence between concepts and
between vocabularies. The results characterize the current status of schemas in
the Semantic Web in many aspects, including degree distributions, reachability,
and connectivity. Guéret et al. [17] analyze the robustness of entity link structure
in the Web of data. Ge et al. [18] find that the entity link graph in the instance-
level is scale-free and has a small diameter. Ding et al. [19] give a structural
analysis of the entity owl:sameAs network and focus discussion around its usage
in the Web of Data.

Graph analysis techniques have also been applied to single ontologies. Hoser,
et al. [20] illustrate the benefits of applying social network analysis to ontologies
by measuring SWRC and SUMO ontologies. They discuss how different notions
of centrality (degree, betweenness, eigenvector, etc.) describe the core content
and structure of an ontology. Zhang [21] study NCI-Ontology, Full-Galen, and
other five ontologies, and discover that the degree distributions of these entity
networks fit power laws well. Theoharis, et al. [22] analyze graph features of
250 ontologies. For each ontology, they constructed a property graph and a
class subsumption graph. The property graph is a directed graph whose nodes
correspond to classes and literal types, and whose arcs point from the domain of a
property to its range. They find that the majority of ontologies with a significant
number of properties approximate a power law for total-degree distribution,
and each ontology has a few focal classes that have numerous properties and
subclasses.

To the best of our knowledge, there is no work analyzing the morphological
structure of RDF document link graph, and thus there is no work assessing the
reachability of RDF documents on the Web. Therefore, we want to fill this gap.
We think that our analysis results can be used to engineer a better Web of Data
in the future, just like what has happened in the Hypertext Web.

7 Conclusions and Future Work

To ensure the navigability and searchability of the Web of Data, we assess the
link structure of RDF documents. All experiments are performed in two crawls
each with about 10 million documents.

Degree distribution shows that RDF document link graph (DocGraph) is
scale-free. Morphological structure shows that it is mainly composed of two com-
ponents: SCC and IN, and its OUT component is very small. Reachabilty shows
that it is with small average distance. Besides, results show that its structure
properties (i.e. density, SCC size, reach probability and avg. distance) are close
to those of the Hypertext Web in the years around 2001–2002, but are not as
good as those of the Hypertext Web in later years. Therefore, to develop, it
is recommended to add more links to connect documents. And we believe that
sufficient data interconnections can improve the structure of the current Web of
Data tremendously.

It is known that sampling cannot maintain all structural properties of the
original graph. Thus, we need a sample of the Web of Data as large as possible.
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In our experiment, both the Falcons 2010 crawl and our custom crawl are used.
In the future, we will use other available large crawls to test the universality
of our results. Besides, the relations between structural properties and crawling
policies should be further investigated. In this paper, three structural properties
are used to measure the structure of graphs. But there does not exist an exact and
definitive description of structural properties, which could affect our judgment
on the navigability and searchability of the Web of Data. Furthermore, we are
interested in tracking the evolutionary of document link structure on the Web
of Data.
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Abstract. Real-time monitoring microblog data can find sensitive infor-
mation in time and provide help for public sentiment management and
control. However, it needs processing large-scale data stream. MapRe-
duce is a framework of processing large-scale data in batch mode, its pur-
pose is to increase throughput, but its real-time performance is limited.
Aiming at the real-time performance limitation of MapReduce, RT-SSP
(Real-Time Staged Stream Processing), a hybrid staged real-time stream
processing scheme both for batch and real-time processing was proposed.
By this method large-scale high-speed data stream is locally processed in
stages, the communication cost is reduced by storing intermediate results
to local node, and key technologies such as cache optimization are used to
realize high concurrent read and write. Experiments show that RT-SSP
scheme can improve the real-time performance of processing large-scale
microblog data stream and achieve speed-up ratio of about 2.3.

Keywords: Microblog monitoring · High-speed data stream · MapRe-
duce · Real-time processing · RT-SSP

1 Introduction

Micro-blog is a convenient and quick social network of short messages and has
vast users. Using computers, mobile phones and other devices, users can release,
comment and forward micro-blog very quickly. So micro-blog information is
large-scale, high-speed and continuous data stream. Processing micro-blog to
discover sensitive information in time is very important for strengthening pub-
lic opinion guidance and management, inhibiting harmful information spreading
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and promoting beneficial information communication [1,2]. Facing high speed
and continuous micro-blog data stream, strong processing ability and large stor-
age capacity are needed. Because of the continuity and infinity of data stream,
window mechanism (time and data amount) is used to divide processing bound-
ary, and the accumulated data within boundary is historical data. With the
rapid development of data acquisition and transmission technology, accumu-
lating large amount of historical data in short time is possible. In micro-blog
monitoring analysis, comparison, merge and so on between real-time data and
results of processing historical data are required to complete quickly. So the con-
tradictions between the need for processing real-time data stream on massive
historical data and the shortage of processing and storage capacity has become
a new challenge. This is the extensibility problem in data stream processing.

Researches on extensibility can be divided into two classes: centralized and
distributed. In centralized environment, the extensibility is guaranteed mainly
by admittance control, QoS reduced order, summary data and other methods
at the expense of losing service quality. In distributed environment, extensibility
is ensured mainly by balancing operator distribution among nodes [3], but the
overall processing capacity is limited by the storage and processing capacity of
single node. In order to break the limitation of single node and support storing
and processing large-scale data, multi-core CPU cluster and four-layer storage
structure including cache, memory, external memory and distributed storage
are usually used. In this architecture, multi-core CPUs and Caches form local
processing resources. Compared with distributed storage, the memory and exter-
nal memory form a high-speed local storage. In cluster architecture, MapReduce
[4] is often used to process large scale data. It provides a simple programming
interface for parallel processing massive data and shields details such as task
scheduling, data storage and transmission from programmers, thus reduces the
requirements for programmers, so it is suitable for solving the extensibility prob-
lem. However, its existing specific implementations such as Hadoop, Phoenix [5]
and so on belong to batch processing mode of persistent data. Every time run-
time environment is initialized, large-scale data is reloaded and processed, Map
and Reduce stage are executed synchronously, and massive data is transmitted
among nodes. When continuous data stream is processed in batch mode, if small
scale batch of data is processed each time, the system overhead is too large, real
time is limited; if waiting until the batch reaches a certain scale, the processing
delay increases, the real-time demand cannot be met similarly. Therefore, accord-
ing to the real-time processing demand of large-scale high-speed data stream,
how to use MapReduce model is worth considering [6].

In order to strengthen the data stream processing ability of MapReduce,
methods such as preprocess, distributed cache and reusing intermediate results
can be used to avoid repetitive processing overhead of historical data each
time data stream arrives, make data stream processing localize, reduce over-
head of data transmission among nodes. This paper analyzed and proved the
reasonability of using MapReduce to solve this kind of problem, and put forward
RT-SSP (Real-Time Staged Stream Processing) method, an improvement of
MapReduce to adapt to the real-time processing scene of high-speed data stream.
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RT-SSP method includes an optimization method of local staged processing
based on system parameters and a local storage method supporting high con-
current read-write.

2 Real-Time Processing Method for Large-Scale
High-Speed Data Stream

2.1 Research Background

Processing continuous data stream in batch mode cannot meet real-time demand.
HOP [7] and S4 [8] extended the real-time processing ability of MapReduce by
pipeline and distributed processing unit technology respectively, but lacked sup-
port for historical data preprocessing and synchronization and did not optimize
data stream processing ability by making full use of intermediate result caching,
local staged processing technology and so on.

The initialization overhead of each process can be reduced by thread pool
technology and synchronization can be eliminated by transferring data asynchro-
nously between stages. It can also improve real-time processing ability by con-
trolling batch size within stage and adjusting resources between stages. RT-SSP
local staged pipeline was constructed, global control for each stage was carried
on by using CPU usage information in thread pool control, so CPU was utilized
sufficiently and effectively and data stream processing ability was improved.

In this paper, the storage file of intermediate results was established on
SSTable structure. However, existing file read-write strategies based on SSTable
[9] only optimize write operation. For improving the hit ratio of replacement
between internal and external memory, existing replacement algorithms such as
LRU and clock [10] do not fully utilize the table information in the buffer of
staged pipeline, so the replacement hit ratio is restricted. In this paper, by using
read-write overhead estimation and buffer information, file read-write strategies
and replacement algorithm are transformed, high concurrent read-write perfor-
mance of intermediate results was further optimized.

2.2 RT-SSP Method

MapReduce abstracts parallel processing to two functions–Map and Reduce. Its
procedure is: a large data set is divided into some small data sets, each (or
several) small data set is processed by a node (usually a computer) running
Map function and intermediate results are generated, then intermediate results
are merged by many nodes running Reduce function and the final results are
generated. Map and Reduce functions are implemented by user.

MapReduce model is defined as following [4]:

Map: k1, v1 → list(k2, v2)
Reduce: k2, list(v2) → list(k3, v3)

Map converts [k1, v1] key-value pairs to [k2, v2] key-value pairs, Reduce per-
forms list operation for value list list(V 2) of each K2 and get the results, [k3, v3]
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key-value pairs. If the data to be processed is D, the intermediate results of Map
stage is I, then MapReduce process can be described as: MR(D) = R(M(D)) =
list(I). M represents Map method, R represents Reduce method, and list repre-
sents operations done by Reduce. The property of MapReduce model is analyzed
as following.

Definition 1. For function F : I → O, if there exists a function P : O×O → O
which makes F (D + Δ) = P (F (D), F (Δ)), then F can be merged.

Definition 2. For n data subsets D1,D2, ...,Dn of data set D, If D1 ∩ D2 ∩
... ∩ Dn = ∅ and D1 ∪ D2 ∪ ... ∪ Dn = D, then D1,D2, ...,Dn is a division of D.

Definition 3. For D, a collection of key-value pairs and key set K, the set
{d|d.key ∈ K, d ∈ D} is a projection of D on K, denoted as σK(D).

According to MapReduce model and above definitions, MapReduce has the
following properties:

(1) Map method meets distribution law, i.e. the Map on the union of two data
sets equals to the Union of Maps on each of the two sets: M(D + Δ) =
M(D) + M(Δ).

(2) Reduce method can be combined: list(D + Δ) = list(list(D), list(Δ)).
(3) Reduce method meets distribution law, i.e. if K1,K2, ...,Kn is a divi-

sion of I, the set of intermediate results, then: list(I) = list(σK1(I)) +
list(σK2(I)) + ... + list(σKn(I)).

Theorem 1. MapReduce can be combined.
Proof: According to MapReduce’s property, for data D and increment Δ:

MR(D + Δ)
= R(M(D + Δ))
= R(M(D) + M(Δ))
= list(ID + IΔ)
= list(list(ID), list(IΔ))
= R(MR(D),MR(Δ)).

Therefore, according to definition 1, MapReduce can be combined. Q.E.D.
Theorem 1 indicates that MapReduce can reduce reprocessing overhead every

time data stream arrives by preprocessing historical data and caching interme-
diate results and improve real-time processing ability. The above process can be
expressed as: MR(D + Δ) = list(ID + IΔ) = MR(Δ|ID).

Theorem 2. K1,K2, ...,Kn is a division of the key set of I, the MapReduce
intermediate results. For MapReduce of data increment Δ on I:

MR(Δ|I) = MR(Δ|σK1(I)) + MR(Δ|σK2(I)) + ... + MR(Δ|σKn(I)).

Proof: According to the property of MapReduce, for intermediate results I
and data increment Δ:

MR(Δ|I)
= list(I + IΔ)
= list(σK1(I) + σK2(I) + ... + σKn(I) + IΔ)
= list(σK1(I) + IΔ + σK2(I) + IΔ + ... + σKn(I) + IΔ)
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= list(σK1(I) + IΔ) + list(σK2(I) + IΔ) + ... + list(σKn(I) + IΔ)
= MR(Δ|σK1(I)) + MR(Δ|σK2(I)) + ... + MR(Δ|σKn(I))
Q.E.D.

Theorem 2 shows that MapReduce can process data stream and intermediate
results only on local node by distributed caching intermediate results to avoid
data transmission among nodes.

From practical view, processing micro-blog data stream on a cluster with
3.2 GHz CPU, 16 GB memory and 1 Gbps Ethernet connection, with existing
100 MB historical data, for each data stream of about 140 B, the average time
required from receiving to completing Hash grouping was 2(±0.2)μs, the average
time required to complete string match and comparison and merge with historical
data is 7(±0.1) ms, the average delay of data transmission is 30(±2) μs. Experi-
mental data shows that a 3.2 GHz CPU can receive and group data stream at the
speed of more than 70 MB/s, and in practical application, limited by collecting
bandwidth, etc., the data stream cannot reach this speed. Therefore receiving
and grouping data stream (Map stage) takes a small part of CPU resources, the
main works are string match of data stream and processing such as statistics,
comparison, combination, etc. (Reduce stage) and data transmission. In order
to reduce the overhead of reprocessing historical data and data transmission,
the intermediate result of preprocessing historical data is cached in each node
by distribution; each node receives micro-blog data stream redundantly, Reduce
is performed in local cache, so inter-node processing from Map to Reduce is not
needed, communication overhead is reduced. When local processing and storage
resources of existing nodes cannot meet real-time demand, they can be extended
by re-dividing and moving cached data to newly added nodes.

RT-SSP method ensures that, after dividing data set, for each small data set,
Map and Reduce are completed by the same node, pipeline is formed, interme-
diate results are cached locally (mainly in memory) to improve processing speed
and reduce transmission cost. In RT-SSP , the working node is responsible for
maintaining local intermediate result caching and staged pipeline. The procedure
of RT-SSP includes:

(1) Cache intermediate results. Preprocess relevant historical data to generate
intermediate results, divide sensitive information according to the Hash value
of K2, cache them to the local storage of various nodes.

(2) Local staged processing. Map stage gets the sensitive information processed
only on local node by Hash function acting on K2, generates micro-blog-
sensitive information pairs with micro-blog data received on local node,
transfers them to Reduce stage asynchronously. According to string match-
ing algorithm, Reduce stage will produce matching results of this batch of
micro-blog, the matching results are cached in memory or written to disk.

(3) Data synchronization. Local processing results are synchronized to distrib-
uted storage.
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3 Key Technologies of High Concurrency Control

In order to reduce the overhead of reprocessing historical data every time data
stream arrives, RT-SSP supports caching intermediate results. The working
threads of Map and Reduce will frequently read and write intermediate results.
The optimization of high concurrent read-write performance of intermediate
results is the key to improve the ability of processing data stream. After intro-
ducing the memory data structure of intermediate results and file structure of
external storage, this section proposed one kind of local storage optimization
method supporting high concurrent read and write.

3.1 Key Storage Structure

In MapReduce, [k2, list(V 2)] and list(V 2) are intermediate results. Intermediate
results are stored with Hash linked list in memory. K2 with the same Hash
value is organized with linked list in the same item of Hash table. If K2 can
be predicted and has unique Hash value, conflict and lookup may be avoided
by allocating sufficient items for Hash table, both insertion and search have the
complexity of O(1). If K2 does not have unique Hash value or is unpredictable,
a linked list is maintained in Hash table item, insert and search only have the
complexity of O(1) + O(log n).

In order to extend the local storage capacity of intermediate results, SSTable
file [9] is constructed in external storage. The SSTable file includes an index block
and many data blocks of 64 KB, disk space is allocated in block units for Hash
table entries. During processing, if the required Hash table item of intermediate
results is not in memory but in external disk and there is no space in memory,
the replacement between memory and external storage will occur.

Aiming at large-scale historical data, in order to ensure extensibility in clus-
ter environment, RT-SSP divides the Hash partitions of intermediate results
for working nodes. The Hash partitions of K2 distributes in n working nodes
(P1, P2, ..., Pn). It is known from RT-SSP procedure that Map stage includes
one Hash grouping operation for K2, each node is only responsible for processing
the data within its partition. If the partition division uses the method of taking
the remainder from node numbers, the extension (adding or removing nodes)
will move large amount of data. In order to reduce the scale of moving data,
RT-SSP uses consistent Hash algorithm [11] to divide intermediate results on
nodes. For example, there are three partitions P1, P2 and P3 originally, when
adding a node, only a part of P1 and P3 is needed to be divided into P4.

In staged pipeline, data stream real-time processing ability is restricted by
Map and Reduce threads’ concurrent read-write synchronization for memory
structure and concurrent read-write overhead on the external files of intermedi-
ate results. In order to improve the concurrent read-write performance of local
intermediate results, two aspects should be considered: (1) establish memory
buffers to reduce synchronization among concurrent threads; (2) optimize read-
write strategies and replacement algorithms to reduce the concurrent read-write
overhead of external memory.
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3.2 Buffer Technologies

Working nodes maintain a Hash linked list in memory to store intermediate
results. Within local staged framework, Map and Reduce threads frequently
read and write intermediate results, Map threads write processed results, Reduce
threads read Map results, write or update the intermediate results. Therefore,
in order to improve memory concurrent read-write performance, the key is to
reduce the concurrent read-write synchronization overhead on the same area of
memory between Map and Reduce threads. The read-write synchronization on
intermediate results can be avoided by establishing buffers between Map and
Reduce stages [12].

In order to avoid write synchronization on buffers among Map threads, each
Map thread monopolizes a buffer. In order to avoid read-write synchronization
on buffers between Map and Reduce threads, buffer area is designed as a FIFO
queue, Map thread writes to queue tail, Reduce thread reads from queue head.
Each Reduce thread is responsible for a Hash partition; there is no synchroniza-
tion among Reduce threads. Buffers are established corresponding to Hash par-
titions Between Map and Reduce threads, Map threads filter out the data they
are responsible for from data stream and write them to corresponding buffers,
Reduce threads process buffered data within partitions and write results to Hash
linked list. According to the number of Map and Reduce threads, buffered data
in memory will form a M × N buffer matrix.

3.3 High Concurrent Read-Write Strategies

Existing file read-write strategy based on SSTable is optimized for writing. For
example, BigTable [9] adopts additional write mode that writes to a new file
directly when it writes cached data in memory to disk, and merges cached data
and many small files when reading, and the overhead is higher. For the local
storage file of intermediate results, read and write operations are relatively fre-
quent and balanced, it is unsuitable only to optimize write operation. In order
to improve the performance of concurrent read and write, read and write mode
should be selected according to overhead. The following are the methods to
estimate read and write overhead:

If the seek time is a constant Ts, data read and write overhead functions are
Tr and Tw, data merging overhead function is Tm.

Additional writing data d′ includes seek and write overhead, i.e. Timedmic =
Ts + Tw(d′).

Combining existing data d and newly added data d′ includes two times of
seeking, two times of reading and merging overhead, i.e. Timermc = 2Ts +
Tr(d) + Tr(d′) + Tm(d, d′).

Combined writing data d includes seek and write overhead, i.e. Timedmec =
Ts + Tw(d).

Random reading data d includes seek and read overhead, i.e. Timer = Ts +
Tr(d).
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When the replacement between internal and external memory occurs, for the
Hash table item to be replaced, firstly the buffer between Map and Reduce stage
should be used to view whether the table item is about to be accessed. If the table
item will not be accessed soon, additional writing mode with smaller overhead
is used; if the table item will be accessed soon, Time1 = Timedmic + Timermc

and Time2 = Timedmec + Timer are compared; if Time1 is bigger, merge write
and random read are chosen, if Time2 is bigger, additional writing and merge
reading are chosen.

In addition, for small files generated by additional write, combination is done
by management threads to optimize read operation, especially when CPU is idle
due to low system load.

3.4 Replacement Algorithms

Improving the hit ratio of replacement algorithms is also important to reduce the
read-write overhead of external storage. The optimal algorithm [10] determines
the replaced page according to the page information to be accessed, so hit ratio is
the highest; but in practical system, due to unpredictable pages to be accessed,
this method is less used. In the local staged pipeline of RT-SSP, the buffer
between Map and Reduce stages contains the Hash table item information to
be accessed, so the idea of optimal algorithm can be used. In addition, locality
of data access and replacement cost should be considered. Therefore, RT-SSP
internal and external memory replacement algorithm determines the replaced
Hash table items according to the order of whether is about to be accessed,
whether is accessed most recently and whether the replace cost is the minimum.
Among them, buffer data are retrieved to determine whether table item will
be accessed soon, the last access time of table item is recorded based on LRU
algorithm, the least table item which can accommodate for entered table item
is chosen according to the amount of data.

During micro-blog processing, the program will continuously write results to
buffer. When buffer is full, the longest Hash table item in the list is written to
disk, buffer space is released; when reading, the longest linked list and the linked
list that has not been used for the longest time are replaced.

3.5 Staged Optimized Processing

In order to improve data stream processing capacity, RT-SSP constructs staged
pipeline in each working node, uses thread pool to reduce initialization overhead
of every processing, and eliminate the synchronization between Map and Reduce
stages by asynchronous transferring data. In stage division, in order to reduce
staged overhead, data receiving stage and Map stage are merged, each stage is
composed of working thread pools, input buffers and controllers within stage,
and resource allocation is adjusted between stages by controllers.

In RT-SSP local staged pipeline, Map and Reduce stages occupy part of
working threads respectively, the key shared resource is CPU. How to use CPU
(including CPU Cache) fully and effectively is the key to improve the ability of
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data stream processing. The staged pipeline can optimize CPU usage by batch
adjustment within stage and thread pool adjustment between stages.

4 Experiment and Analysis

This section validates RT-SSP method according to real-time monitoring micro-
blog data as the benchmark test.

4.1 Benchmark Test

According to the statistical data of previous work, micro-blog data stream speed
will reach 1 MB/s (each data is assumed 140 B, about 7000 data/s). At the same
time, when micro-blog data is saved for a month, the storage amount will reach
3 TB.

Micro-blog monitoring uses the following RT-SSP algorithm: the item is
found in the Hash table of all micro-blog-sensitive information pairs in Map
stage, the position of its linked list is found in Reduce stage, each micro-blog-
sensitive information pair is processed in turn and the linked list is updated. In
case that the amount of micro-blog-sensitive information pairs is Ns, the Hash
function Hash(k) = k mod Ns whose output is Ns numbers can be used to
group. There are totally Ns items in Hash table to store intermediate results,
the matching result of one micro-blog-sensitive information pair is stored in one
Hash table item averagely.

Data stream processing is built on cluster of 10 3.2 GHz Intel core i3930K
CPU, 16 GB memory, 2 TB hard disk computers, Ubuntu13.04 and Hadoop2.2.0
are installed in each node; ordinary switches are used in network connection;
data stream is simulated by using LoadRunner11.0 on a computer. In order to
test data stream processing extensibility, historical data partitions are divided
evenly in cluster nodes, monitoring sites are set randomly to record system time,
add timestamps and control data stream speed.

4.2 Storage Performance Analysis

The optimization effect of RT-SSP on local storage is validated. a single node is
used, the data stream speed is 1 MB/s (each data is 140 B, about 7000 data/s),
the scale of intermediate results is 50 GB size, 10 tests are performed in every
item, 10 min each time, average value is adopted to calculate experiment results.
Table 1 shows the performance comparison before and after optimization on local
storage. It can be seen that RT-SSP eliminates read-write synchronization by
establishing buffers, so memory read-write performance is improved by 12.3 %;
RT-SSP guides reading and writing strategies and replacement algorithms by
using buffer information, so the read-write performance and the hit ratio of
internal and external memory are improved by 15.8 % and 10.6 % respectively.
Local read-write performance (read and write times per time unit) of interme-
diate results is increased by 1/4 according to combination of 3 methods.
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Table 1. The storage performance optimization of intermediate results

Performance index Test method Experiment results Effect /%

Memory read-write read-write synchronization 143231 times/s 12.3

performance synchronization elimination 160848 times/s

external memory BigTable 8408 times /s 15.8

read-write performance RT-SSP 9736 times/s

Memory hit ratio LRU 67.7 % 10.6

RT-SSP 74.9 %

overall read-write before improvement 140413 times/s 25.1

performance RT-SSP 175657 times/s

On the basis of above experiment, data scale is kept invariant and data
flow speed is increased gradually to test the external memory read-write perfor-
mance of RT-SSP method and the changing situation of hit ratio. Experiments
show that, as data stream speed increases, because buffer queue becomes larger
and larger, more adequate information of table items to be accessed is pro-
vided for external memory read-write strategies and replacement algorithms,
so read-write performance and hit ratio increases continuously. But when data
stream speed increases to a certain extent, the extension of buffer data scale
will not improve read-write performance and hit ratio, but because retrieval
cost increases, and additional internal and external replacements and read-write
operations are caused due to occupying too much memory resources, so read-
write performance and hit ratio decreases. Further analysis of the relationship
among data stream speed, buffer queue size, read-write performance and hit
ratio will be done in the next step to guide the dynamic changes of buffer size
and load discarding strategies.

4.3 Real-Time Analysis

Three kinds of architectures–S4, HOP and RT-SSP are compared in real time
analysis experiments. Because S4 and HOP do not support preprocess, historical
data will be loaded and processed newly each time stream data is to be processed,
a large number of unnecessary overhead restricts throughput. Therefore, in order
to compare data stream processing ability, preprocessing logic is added in S4 and
HOP implementation. Various data stream processing architectures are built, the
data stream speed is 1 MB/s, each data scale is tested 10 times, 10 min each time,
average value is adopted to calculate experiment results.

Experiments show that, when the size of intermediate results is less than
32 GB, because a node’s memory can hold all the intermediate results, HOP and
S4 also have very high throughput (greater than 12000 items/s), but because RT-
SSP uses local staged pipeline and memory read-write optimization, throughput
is higher; when the scale of intermediate results is more than 32 GB, intermediate
results are distributed in the memory of two nodes, in HOP and S4 throughput
decreases more rapidly as data transmission between nodes and synchronization
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overhead increases, while in RT-SSP data transmission is avoided due to using
localization technique, throughput is still high; when the size of intermediate
results is over 64 GB, as this is beyond the cache capacity for intermediate results
of S4 and HOP, its throughput tends to be stable, but error rate increases as
data size increases, while RT-SSP performs extension and optimization for the
ability of caching intermediate results by using local disk, higher throughput
(greater than 11500 items/s) is able to be kept while reducing error rate (less
than 5 %).

4.4 Extendibility Analysis

Two experiments are conducted to test extensibility of RT-SSP on historical
data size and data stream speed respectively.

In the first experiment data stream speed is 1 MB/s to test the historical data
scale RT-SSP can process in the case that the number of nodes increases. Exper-
iments show that, the improvement of RT-SSP processing capacity is approxi-
mately linear when the number of nodes increases; this is because RT-SSP divides
intermediate results of history data and use localized processing to avoid data
transmission and synchronization overhead. The reason that linear scaling is not
achieved is that the read-write overhead of local files increases when historical
data scale increases.

In the second experiment the size of intermediate results in each node is
50 GB to test the data stream RT-SSP can process in the case that the number
of nodes increases. Experiments show that, in case that data stream speed is
lower than 15 MB/s, the improvement of RT-SSP processing capacity is approx-
imately linear when the number of nodes increases; in case that data stream
speed is faster than 15 MB/s, the improvement of RT-SSP processing ability
becomes slower when the number of nodes increases. This is because with the
improvement of data stream speed, CPU overhead for each RT-SSP node to
receive redundant data stream and perform Map stage increases, and the read-
write performance of intermediate results and replacement hit ratio of RT-SSP
begin to fall, so throughput is affected.

From the experience of monitoring micro-blog by RT-SSP, the stream process-
ing application occupies only a very small portion of node multi-core CPU to
complete receiving and grouping operations, and RT-SSP can effectively improve
concurrent read-write performance of intermediate results and has a good exten-
sibility in case that historical data scale is continuously extending.

5 Conclusion

The difficulties of processing high-speed large-scale data stream lie in the
demands for extensibility and real-time. This paper proposes RT-SSP method to
support such data processing. By distributed caching intermediate results and
local staged pipeline technology, the data stream real-time processing ability
of MapReudce is improved, the local pipeline is optimized in stages according
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to system parameters, CPU is utilized sufficiently and effectively, the real-time
processing ability is improved; By transforming internal and external memory
data structure, read-write strategies and replacement algorithms, high concur-
rent read-write performance of intermediate results is optimized. Experimen-
tal results show that RT-SSP method can guarantee real-time performance
and extensibility of processing data stream on massive historical data. Com-
pared with conventional MapReduce, the speedup ratio is about 2.3. In RT-SSP
method, improving single node processing ability is the foundation of cluster
extensibility, so this paper mainly solves the problem of local optimization. The
key issue of guaranteeing RT-SSP extensibility–load balancing (including data
distribution of intermediate results on heterogeneous working nodes and dynamic
load scheduling) is the research focus of next step.

References

1. Cao, Y.: Monitoring large-scale microblog on GPUs. J. Comput. Inf. Syst. 10(15),
6493–6500 (2014)

2. Cao, Y., Wang, H.: The key optimal parallel technologies of processing large-scale
micro-blog data on GPUs. J. Comput. Inf. Syst. 10(18), 7731–7738 (2014)

3. Abadi, D.J., Ahmad, Y., Balazinska, M., et al.: The design of the Borealis stream
processing engine. In: Proceedings of the 2nd Biennial Conference on Innovative
Data Systems Research (CIDR2005), pp. 277–289. Asilomar, USA (2005)

4. Dean, J., Ghemawat, S.: MapReduce: simplified data processing on large clusters.
ACM Commun. 51(1), 107–113 (2008)

5. Ranger, C., Raghuraman, R., Penmetsa, A., Bradski, G., Kozyrakis, C.: Eval-
uating MapReduce for multi-core, multiprocessor systems. In: Proceedings of
the 13th International Conference on High-Performance Computer Architecture
(HPCA2007), Phoenix, USA, pp. 13–24 (2007)

6. Qi, K., Han, Y., Zhao, Z., Ma, Q.: Real-time data stream processing and key
techniques oriented to large-scalr sensor data. Comput. Integr. Manuf. Syst. 19(3),
641–653 (2013)

7. Condie, T., Conway, N., Alvaro, P., Helerstein, J.M., Elmeleegy, K., Sears, R.:
MapReduce online. In: Proceedings of the 7th USENIX Symposium on Networked
Systems Design, Implementation (NSDI2010), San Jose, USA, pp. 313–328 (2010)

8. Neumeyer, L., Robbins, L., Nair, A., Kesari, A.: S4: distributed stream comput-
ing platform. In: Proceedings of the 10th IEEE International Conference on Data
Mining Workshops (ICDMW2010), Sydney, Australia, pp. 170–177 (2010)

9. Chang, F., Dean, J., Ghemawat, S., et al.: Bigtable: a distributed storage system
for structured data. In: Proceedings of the 7th Symposium on Operating Systems
Design and Implementation (OSDI2006). Seattle, USA, pp. 205–218 (2006)

10. Lubomir, F.B., Show, A.C.: Operation System Principles. Prentice Hall,
New Jersey (2003)

11. DeCandia, G., Hastorun, D., Jampani, M., et al.: Dynamo: amazon’s highly avail-
able key-value store. In: Proceedings of the 21st ACM Symposium on Operating
Systems Principles (SOSP2007). Stevenson, USA, pp. 205–220 (2007)

12. Qi, K., Han, Y., Zhao, Z., Fang, J.: MapReduce intermediate result cache for
concurrent data stream processing. J. Comput. Res. Dev. 50(1), 111–121 (2013)



An Efficient Index Method
for Multi-Dimensional Query in Cloud

Environment

Youzhong Ma1,2(B), Xiaofeng Meng2, Shaoya Wang3, Weisong Hu3, Xu Han2,
and Yu Zhang2

1 School of Information and Technology, Luoyang Normal University, Luoyang, China
{mayouzhong,xfmeng,hanxumelody,zhangyu1990}@ruc.edu.cn

2 School of Information, Renmin University of China, Beijing, China
3 NEC Labs China, Beijing, China
{wang shaoya,hu weisong}@nec.cn

Abstract. The explosion of the data in many applications brings big
challenges to the traditional relational database management systems,
they are in trouble with the scalability when deal with very large volume
data. The cloud-based databases provide a promising approach to manage
massive data because of their native good scalability, fault tolerance and
high availability, while they can not provide efficient multi-dimensional
queries processing on the non-rowkeys. In real applications, many queries
are focused on many attributes, at the same time we can not predicate
all the query requirements and the query requirements always changes. In
this paper we proposed an efficient index solution layered on the key-value
store that can deal with multi-dimensional queries efficiently on large scale
data in cloud environment, and the solution can support adding new index
dynamically for the new query requirements. We implemented a proto-
type based on HBase and performed comprehensive experiments to test
the scalability and efficiency of our proposed solution.

Keywords: Multi-dimensional index · Cloud computing · HBase

1 Introduction

The explosion of the data in many applications brings big challenges to the
traditional relational database management system (RDBMS), the RDBMS can
provide efficient multi-dimensional query processing because of its lots of index
structures, such as KD trees [1], R-trees [2] et al., but RDBMS has big trouble
with the scalability when deal with massive data. The cloud-based databases
provide an effective way to deal with the big data because of its native good
scalability, fault tolerance and high availability, but the cloud-based databases,
such as Bigtable [3] and HBase, can only support efficient query on the rowkey,
they can not provide efficient multi-dimensional queries on the non-rowkeys.
This shortcoming limits the widespread usage of the cloud-based databases in
many applications.
c© Springer International Publishing Switzerland 2015
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With the development of GPS technology and widely spread of smart phones,
location based service(LBS) and location based social network(LBSN) have been
used by many users. LBS providers can collect users’ location information via
their smart phones, based on these information, LBS providers can offer many
interesting service for the users, e.g. recommending nearest Peking Duck restau-
rant. The users can also find the nearby friends through LBSN. In order to con-
duct the above services, the system needs to support multi-dimensional query,
such as on time, location and other attributes. In addition, in many other appli-
cations, the queries are focused on multiple attributes, such as e-commerce, the
internet of things applications. At the same time we can not predicate all the
query requirements and the query requirements always changes. In this paper
we proposed an efficient index solution layered on the key-value store that can
deal with multi-dimensional queries efficiently on large scale data in cloud envi-
ronment, and the solution can support adding new index dynamically for the
new query requirements. We implemented a prototype based on HBase and per-
formed comprehensive experiments to test the scalability and efficiency of our
proposed solution. The main contributions of the paper are as follows:

1. we propose an efficient index solution layered on the key-value store that can
deal with multi-dimensional queries efficiently on large scale data in cloud
environment, and the solution can support adding new index dynamically for
the new query requirements.

2. We propose a Region Split Tree as the global index to reorganize the regions
based on the selected key attributes, so we can locate the related regions
through the Region Split Tree for a given query.

3. We develop a prototype system based on HBase and perform comprehen-
sive experiments to test the scalability and efficiency of our proposed index
solution.

The organization of the paper is as the follows: Sect. 2 describes the related
research works about the index techniques for cloud data management; Sect. 3
gives the system overview of our proposed index solution; In Sects. 4 and 5, we
introduce the details of global index and local index respectively; Sect. 6 mainly
gives the detailed procedure of the range query algorithm; In Sect. 7, we perform
comprehensive experiments to test our proposed index solution; We conclude
this paper in Sect. 8.

2 Related Works

Many research works have been done to study the index techniques on the cloud
data management, they can be divided into many different categories accord-
ing to their index techniques:double-level index framework, distributed index,
bitmap-based index, Hadoop framework based index, index solution based on
key-value stores and other index techniques specialized in processing some kind
of data type.
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Wu et al. [4] are the first to explore the index techniques for the cloud data
management, they firstly proposed a double-level index framework in the cloud
environment. The double-level index framework includes two parts: global index
and local index. In cloud environment, the data is always stored at different
storage nodes in a distributed way, each local index is built for the data at every
storage node, and the global index is built based on the local index. In order
to improve the query efficiency and eliminate the bottleneck of the centralized
index paradigm, the computer nodes are organized into overlay networks such
as CAN and Chord.

Several index approaches have been proposed based on the double-level index
framework. [5] is one kind of the double-level index solutions. [5] builds up one
B+-tree at each storage node, then some index nodes of each B+-tree are selected
based on a costmodel, these index nodes are reorganized into the global index using
BATON overlay network. But [5] can only support point query or range query
on single attribute, can not deal with multi-dimensional queries. Wang et al. [6]
and Ding et al. [7] proposed other different index solutions respectively to support
multi-dimensional query for the cloud data management. Wang et al. [6] built one
R-tree to index the local data on each compute node, and organized the compute
nodes into a CAN overlay network, the global index was constructed by selecting
portion of the local R-tree index nodes to publish into the CAN overlay network.
Ding et al. [7] used MX-CIF quad tree as the local index and Chord overlay net-
work as the global index. Efficient B-tree, Wang et al. [6] and Ding et al. [7] all use
P2P overlay network to organize the global index, this scheme has good scalability,
but it needs additional network cost when deal with a query. Zhang et al. [8] and
A-tree [9] both adopt the centralized index scheme at the global index. Zhang et al.
[8] also adopted the local index plus global index structure, it used the K-d tree for
local data, and in the global index level he adopted the centralized index scheme
by using R-tree to organize the portion of the local K-d tree nodes.

IHBase, THBase, CCIndex [10] and MD-HBase [11] proposed some index
solutions based on the key-value store. IHBase [12] and ITHBase [13] are two
open source projects that provide transactional and indexing extension for hbase.
CCIndex [10] is a kind of secondary index solutions based on Key-value store
proposed by Zhou et al., in [10], one secondary index table was built for each
indexed column. And in order to reduce the random read, the detailed infor-
mation of each record was pushed into the secondary index table, so that the
random read can be changed into sequential read. The author also proposed some
optimization methods to support multi-dimensional query based on the several
secondary indexes. CCIndex is easily to be implemented, but it has several draw-
backs. Firstly it needs much more additional storage space when there are many
indexed columns; secondly CCIndex does not support adding or removing index
after the table was created. MD-HBase, as a scalable multi-dimensional data
infrastructure, was proposed in Shohi et al. [11]. In [11], the author transformed
the data from multi-dimensional space into one dimension by using linearization
techniques such as Z-ordering and used the z-order value as the rowkey. In order
to reduce the false positive scan during the query, the author divided the space
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Fig. 1. System overview

into subspaces by using K-d tree and Quad-tree, and then constructed the index
layer using the longest common prefix naming scheme.

3 System Overview

In order to provide efficient multi-dimensional query on large scale data and
deal with the upcoming new query requirements on other attributes, we propose
a hybrid index solution layered on the key-value store(HBase). The overview
of the system is depicted in Fig. 1. There are mainly five components in our
solution: global index, local index, statistical information, query processing and
index maintaining. The global index is always a multi-dimensional index and
mainly responsible for the selected key attributes; the local index is built on the
non-key attributes or the new attributes for each region; statistical information
module is used to collect the statistical information of the data in each region;
query processing module is responsible for executing the queries based on the
above index and statistical information; lastly, the index maintaining module is
used to add new index on other attributes.

4 Global Index

It is well known that the query performance of the multi-dimensional index
(R-tree) decreases dramatically as the dimensionality increases. Especially when
the dimensionality is very high, the performance of the multi-dimensional query
will be almost the same with that of full scanning the whole data. So in our
solution we just create multi-dimensional index for the selected key attributes,
not for all the attributes. The aim of the multi-dimensional index is to divide the
data into several disjoint partitions on the selected attributes and each partition
will be stored in a region in HBase, so we propose a Region Split Tree as the
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Fig. 2. Global index: region split tree

global multi-dimensional index. Figure 2 displays the overview of the Region
Split Tree.

Actually Region Split Tree is a hybrid index by combining gird index and
tree index. The basic idea of the grid index is to divide the k-dimensional space
based on a orthogonal grid, the whole space is divided into many k-dimensional
rectangle subspaces, and these rectangle subspaces are called grid directory. The
strength of the grid index is that it can find the final results through limited
times of access to the external storage. The main problem of the grid index is
the storage of the grid directory, when the dimensionality is very high, the grid
directory will be very large and the split will add many new grid directory items.
So in our solution we make some modifications based on the original grid index.

TopGrid. Region Split Tree has two entrances: TopGrid and RegionInfoGrid.
TopGrid is a coarse grained grid that is used to pre-split the space into partitions,
each partition corresponds to a region of the HBase and the data of each partition
is stored in the region. At the beginning the information that is stored in the
TopGrid is the region names, as the data increases, if the number of the records in
a specific partition exceeds a predefined threshold, we need to split the partition
into several new partitions, at the same time we update the information that
is stored in the TopGrid using the address of the new partitions. Finally all
the regions can be indexed using the Region Split Tree. The granularity of the
TopGird depends on the distribution of the original data, the data volume and
other factors.

RegionInfoGird. When the data is skewed, the depth will be very high, it will
cost too much time to locate the related regions by traversing the whole Region
Split Tree from the TopGird to the bottom. In order to solve this problem, we
proposed RegionInfoGrid that is a fine grained grid compared with TopGrid.
RegionInfoGird is mainly used to store the information of the regions that lie at
a given level (L) of the Region Split Tree. The names of the regions from Level2
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to LevelL can be stored in the RegionInfoGrid. At LevelL, if a sub-grid is split
again, then the address of the new sub-grids will be stored in the RegionInfoGrid.
The granularity of the RegionInfoGird is the same as that of the Grid ar LevelL.

The information of RegionInfoGrid can be stored in main memory, If too
large, we can store all the grids information into HBase table. We create an
index table to store the grid directory items, the rowkey of the index table is the
combination of the y-coordinate and x-coordinate, the value corresponding to
each rowkey is the region name that the subspace belongs to. When we execute a
query, if the query contains the selected attributes, we can get the names of the
related regions by accessing the index table. Because each region may correspond
to several different sub grids, we need to filter the duplicated region names.

Region Split Procedure. Given the TopGrid, we need to record the number
of the records in each sub-grid, if it is over a threshold, we need to divide the
sub-gird again, so on and so forth. The number of the new partitions the sub-
gird is divided into must be suitable, not too big or too small. Supposing the
dimensionality of the key-attributes is n, the split number is N, then:

N = 2k; k =

{
2n, n = 2
n, n > 2

During the procedure of the gird splitting, the information stored in RegionIn-
foGrid needs to be updated accordingly.

Rowkey Formulation Scheme. Because the data in HBase is organized into
different regions based on their rowkeys, and the rowkey is in each region is
sequential, we need to design a suitable key formulation scheme. When we divide
the space using Region Split Tree, we have to make sure that the data that is
close in the original space is likely to be stored in the same region. So we use the
z-order value as the rowkey of each record, such coding scheme can make sure
that the rowkey is continuous in each region.

5 Local Index

In addition to the selected key attributes on which we build global multi-
dimensional index, we have to consider other non-key attributes for satisfying
the query requirements. We plan to create local index for the non-key attributes,
and the local index is built for each region. The structure of the local index can
be selected according to the characteristics of the attributes, we can select R-tree
for those attributes which are always used together, if one attribute is always
used dependently, we can use B-tree for such attribute. We have two kinds of
solutions for the local index: real time processing and batch processing.

5.1 Real-Time Processing

In real time processing mode, we have to index each record when it is inserted
into the region. In order to keep the consistency between the local index and
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the actual data inserted into the region, we can make use of the Coprocessor
technique proposed in HBase recently. When a record is inserted into a region,
it will trigger a new task that is used to insert the record into the local index
through Coprocessor mechanism, the record will be inserted into the region only
after the record has been inserted into the local index successfully.

5.2 Batch Processing

Although the real time processing mode can make sure that the data can be
indexed timely, it will bring additional burden to the system and affect the
performance of the insertion. In order to maintain the high inset throughput, we
can adopt the batch processing mode. According to the batch processing mode,
we don’t create local index for the data when they are inserted into the region.
After the data of one region becomes stable, that is to say no more data will
be inserted in to this region again, we can create the local index for each region
by scanning the whole data in the specific region. MapReduce paradigm can be
used to speed up the batch processing procedure, map task is enough for the
MapReduce job and each map task is responsible for one region.

5.3 Region and Local Index Localization

HBase always moves the regions among the region servers according to some
predefined load balance strategy. While the local index is built for each region
and it is stored as a file on the HDFS, at the beginning each region and its
corresponding local index are at the same region server. In order to reduce the
communication cost, we have to move the local index together with the region.
We have two methods to choose: one is that we move the local index as long as
the region has been moved; another one is that we can check the local index and
regions occasionally and move the local index in batch.

6 Query Processing

In this section we mainly describe the detailed procedure of the range query
processing based on our proposed index solution.

6.1 Range Query Processing

Q(Es, En) is a multi-dimensional query, Es and En are the query conditions
on the selected attributes and non-selected attributes respectively. Algorithm 1
display the detailed procedure of the multi-dimensional query. Firstly we need to
decide whether the query contains the selected attributes or not, that is to say
if Es is empty, we have to send the query to all the regions, so we set the names
of all the regions to the related region set SQ (line 4), otherwise we can get the
related regions through querying the global index (line 6). For each region R
in the related regions set SQ, we firstly decide whether R contains the desired
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results or not based on the statistical information, if not, region R can be skipped
(line 9,10), otherwise we need to process R (line 11–21). When process region
R, we need to decide whether it is necessary to use the local index or not, if yes,
we can get the final results through the local index (line 12,13), if not, we need
to scan the whole region to find the final results (line 14–19).

Algorithm 1. Range Query Processing
Input: Q(Es, En)

Es: conditions on selected attributes
En: conditions on non-selected attributes

Output: RQ

1: RQ ← ∅
2: SQ ← ∅ /*Initialize the related region set to empty*/
3: if (Es == ∅) then
4: SQ ←the names of all the regions
5: else
6: SQ ← getRegions(Q(Es, En), RST )
7: end if
8: for each region R in SQ do
9: if (R doesn’t contain the desired result) then

10: continue
11: else
12: if (need to query localindex) then
13: RQ ← RQ ∪ searchLocalIndex(R,Es, En)
14: else
15: for each record r in R do
16: if r ∈ (Es, En) then
17: RQ ← RQ ∪ r
18: end if
19: end for
20: end if
21: end if
22: end for

6.2 Get Related Regions Through Global Index

Algorithm 2 displays how to get the related regions based on the global index:
Region Split Tree, it mainly contains three steps. Firstly we get the sub-girds by
querying theTopGirdof theRegionSplitTree, if the elements of the query result are
allRegions (that is to sayno regionhasbeen split),we return the result directly (line
3–6); if some regions havebeen split,weneed to query theRegionInfoGird ofRegion
Split Tree again (line 7–10). If the elements of the query result are all Regions,
we combine the result and previous result SQ, then retrun SQ (line 11–13); oth-
erwise we need to query the Region Split Tree continuously by using the entrances
retrieved from the RegionInfoGird (line 14–18). Finally the related region set SQ
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is returned, the Range Query Processing Algorithm will continue to process the
related regions.

Algorithm 2. Get Related Regions Through Global Index
Input: Q(Es, En)

Es: conditions on selected attributes
En: conditions on non-selected attributes
RST : global index: Region Split Tree

Output: SQ: the related regions set
1: SQ ← ∅ /*Initialize the related region set to empty*/
2: subGridSet ← ∅ /*The temporal set to store the query result*/
3: subGridSet ← getGirds(Q,RST.TopGird)
4: if (the regions in subGridSet are Region) then
5: SQ ← subGridSet
6: return SQ

7: else
8: SQ ← Regions in subGridSet
9: subGridSet ← ∅

10: subGridSet ← getGirds(Q,RST.RegionInfoGird)
11: if (the regions in subGridSet are Region) then
12: SQ ← SQ ∪ subGridSet
13: return SQ

14: else
15: SQ ← SQ ∪ Regions in subGridSet
16: SQ ← SQ∪
17: getRegions(Q,RST.RegionInfoGird.Entrances)
18: end if
19: end if
20: return SQ

7 Experiment Evaluation

In this section we will perform comprehensive experiments to test the perfor-
mance of our prototype. We will compare our proposed index RegionSplitTree
with other two index: UQE-Index [14] and EMINC [8], UQE-Index [14] is an
Update and Query Efficient index for massive IOT data in cloud environment,
EMINC [8] index refers to Efficient Multi-dimensional Index with Node Cube.
The prototype is implemented based on HBase-0.94.5 and Hadoop-1.0.3 The
experiments were performed on an in-house cloud platform, the cloud platform
size varies from 4 to 16 nodes that are connected with 1 Gbit Ethernet switch,
the configuration is: CPU: Q9650 3.00 GHz, memory: 4 GB, disk:1 TB, os: 64 bit
Ubuntu 9.10 server. We mainly focus on the insert throughput, query processing
performance such as rang query, point query.
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The experiments are performed on two different data set: uniform distribution
data set and skewed distribution data set, each data set contains 200 million
records. The data sets are synthetic data, and they are generated in the following
scheme: in the distribution uniform data set, each record has six attributes:
time, latitude, longitude, att1, att2, contastantString. The values of longitude
and latitude are uniformly distributed in the range [1, 10000], the time is the
system time when the data is generated, ConstantString is used to tune the
record size, att1 and att2 are two additional attributes on which we need to
build local index. In the skewed distribution data set, each record has the same
attributes as the uniform distribution data set, the difference is that longitude,
latitude, att1 and att2 are skewed following zipf like distribution, and we set the
skew factor as 0.5.

7.1 Performance of Insert Throughput

Figure 3 shows that the insert throughput of RegionSplitTree, UQE-Index and
EMINC. We can see that the insert throughput of RegionSplitTree is up to
6000 rec/s, it is two times of EMINC. We also can see that UQE-Index is the
best, it is two times of RegionSplitTree. The main reason is that UQE-Index can
only create index on three attributes: time, latitude and longitute, while Region-
SplitTree creates index on five attributes: time, latitude, longitute, att1, att2. So
the cost of RegionSplitTree will be higher than that of UQE-Index.

7.2 Performance of Point Queries

Figures 4 and 5 show that the performance of point query for uniform data set
and skewed data set. When the number of the computer nodes exceeds 8, the
point query performance of RegionSplitTree is always better than that of UQE-
Index for both uniform data set and skewed data set. But for the skewed data set,
the performance of UQE-Index decreases as the number of the computer nodes
increases, the main reason is that the data is skewed, although the computer
nodes increase, the data is still inserted into some fixed computer nodes; on the
other hand, communication cost will increase as the computer nodes increase.
From the experiment result we can see that RegionSplitTree is more suitable for
the skewed data set than UQE-Index.

7.3 Performance of Range Queries

Figure 6 shows the performance of range query for uniform data set. From the
figure we can see that RegionSplitTree has the best performance when the selec-
tivity is lower than 0.01%, while the performance of RegionSplitTree becomes
worst when the selectivity is more than 0.1%. But Fig. 7 shows that the range
query performance of RegionSplitTree is the always the best for all the selectivity
on skewed data set.
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8 Conclusions and Future Work

In this paper we proposed an efficient index solution layered on the key-value
store that can deal with multi-dimensional queries efficiently on large scale data
in cloud environment, and the solution can support adding new index dynam-
ically for the new query requirements. We pick up some important attributes
which are often used in the queries as the key attributes and create global multi-
dimensional index for the key attributes, we proposed a Region Split Tree as the
global index. We build up local index for non-key attributes if needed, the ocal
index can be R-tree or B-tree. Finally, we implemented a prototype based on
HBase, and comprehensive experiment evaluations have been done to analyze
our solution’s efficiency and scalability.

In this paper we mainly focus on multi-dimensional range query, in the future
we plan to extend our works to support other more complex query, such as KNN
query, aggregate query. In addition to query on the simple data, we plan to deal
with queries on the more complicated data, such as strings, vector data, graph
data, an so on.
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Abstract. This paper evaluates the similarity between two time series gener-
ated by two sensors manufactured by different companies, trying to provide
some valuable information upon choosing sensors of different brands. Spearman
correlation coefficient analysis and Euclidean distance measurement have been
applied. Experiment is carried out on R. Visualization of the studied time series
and results of similarity measured over time series by Spearman correlation
coefficient and Euclidean distance are presented. Besides, the consistency and
inconsistency in the analysis results of two measurements have been discussed
in this paper.

Keywords: Time series � Similarity � Spearman correlation coefficient �
Euclidean distance � R � Visualization � Consistency � Inconsistency

1 Introduction

Today, time series are ubiquitous and the interest in querying and mining such data has
increased dramatically in the last decade [1]. This project aims to measure the similarity
of time series generated by two sensors manufactured by different companies. The
sensors are both installed in the Pump and provide the vibration information, which can
be used to analyze the existing condition of the machinery, and to provide some
predictive information such as what parts may be on the way to failure, and when the
failure is likely to occur [2]. Thus, the performance comparison of the sensors provides
information which can be used as an important reference factor for the company when
choosing the sensors.

A time series is a sequence of data points, usually collected at regular intervals over a
period of time. Similarity measure over time series is indispensable for time series
clustering and classification systems [3]. There are many algorithms proposed to solve
this problem [3–7], including Spearman correlation coefficient and various kinds of
distance measure. This paper applies Spearman correlation coefficient and the most
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famous Euclidean distance measurement on real world datasets to evaluate the similarity
between two time series of two kinds of sensors. Spearman correlation coefficient is a
simple and efficient way to analyze the similarity of the shape of two time series. It
operates on raw data and it is based on the ranks of the data, besides it is insensitive to
outliers. However, it loses information when converting data to ranks [8]. In contrast,
Euclidean distance calculates root of the sum of the distance between each observation
points, it is sensitive to extreme large values while caring about details at the same time.

The conclusion is made by considering the analysis results obtained from two
methods, and the consistency and inconsistency in the results have been discussed.
Through comprehensive analysis, this paper provides reliable supporting data for the
company to make decisions while choosing sensors.

The rest of this paper is structured as follows. Section 2 presents the description of
the dataset, including the sample size and the number of studied variables. In Sect. 3,
we present the standard definition of Spearman correlation coefficient and Euclidean
distance, and describe the definition of similarity measured by them. Section 4 reports
the experiment results including Spearman correlation coefficient and Euclidean dis-
tance of examined variables. Number and percentage of variables with high Spearman
correlation coefficient and small Euclidean distance are reported. The visualization of
time series and their correlation are presented. Besides, the consistency and inconsis-
tency in the analysis results made by Spearman correlation coefficient and Euclidean
distance measure are discussed in Sect. 4. Lastly, the conclusion is presented, con-
sidering the analysis results of both Spearman correlation coefficient and Euclidean
distance.

2 Data Description

In this paper, sensors manufactured by different companies are named sensor A and
sensor B. Besides, sensor A and sensor B both have two types of sensors, which are
acceleration sensor and velocity sensor. Acceleration sensor can be used to detect both
low frequency and high frequency signal, while velocity sensor is ideal for sensing low
and mid-frequency signal. In our experiment, the acceleration sensor can detect signal
whose frequency ranges from 2 Hz up to 50 kHz, and the velocity sensor covers
frequencies from 2 Hz to 1 kHz. Sensors detect and record the runtime parameters and
send them back to the data center for further analysis.

The time series generated by sensor A and sensor B are sampled at the same rate
and have equivalent length, thus it is able to apply Spearman correlation analysis and
Euclidean distance measurement on it. There are some faults exist in the dataset, the
errors act like spikes, which are abnormal large values. The spikes might be large
particles being injected or pressure bursts from the pressurized air. These abnormal
large values affect data scaling, and then they would affect Euclidean measurement
results, so they should be deleted before performing analysis. The summary of datasets
of sensor A and sensor B after pre-processing is given in Table 1.
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3 Methodology

3.1 Spearman Correlation Coefficient

The Spearman correlation coefficient is a nonparametric (distribution free) rank statistic
for evaluating the strength of monotone association between two independent variables
[8]. Compared to Pearson correlation coefficient, Spearman correlation coefficient
operates on the ranks of the data rather than the raw data, and it does not require the
relationship between variables is linear. Since it is based on the ranks of the data, it can
well represent the similarity of the trend of the time series. However, it loses infor-
mation when the data is converted to ranks. For example, Spearman correlation
coefficient is insensitive to extreme data. In our case, this property would become a
disadvantage since the performance of sensors in extreme situation is concerned.

Spearman correlation analysis ranks each variable separately from lowest to highest
and record the difference between ranks of each data pair [9]. The sum of the square of
the difference between ranks denotes the strength of the correlation between variables.
If the data is strong correlated, then the sum will be small, vice versa. Besides, the
magnitude of the sum is related to the significance of the correlation.

The Spearman ranks correlation coefficient can be calculated using the following
equations [10]:

rs ¼ 1� 6
P

d2i
N N2 � 1ð Þ ð1Þ

Where di is the difference between ranks for each data pair, and N is the number of
data pairs.

3.2 Euclidean Distance Measurement

Euclidean distance is a shape based distance measures that operates on raw represen-
tation of time series [11]. It is based on directly comparing the raw values and the shape
of the series. Euclidean distance has the advantage of being easy to compute and the
computation cost is linear in terms of sequence length [12]. However, Euclidean

Table 1. Summary of datasets

Dataset
type

File name Type Num. of
variables

Sample
size

Name of
variables

Overall
dataset

overall_acc_2Hz-10kHz Acceleration
sensor

2 4105 RMS; 0-P

overall_vel_2Hz-1kHz Velocity
sensor

12800 63 Frequency
variables

Spectrum
dataset

spec_acc_2Hz-50kHz Acceleration
sensor

2 4105 RMS; 0-P

spec_vel_2Hz-1kHz Velocity
sensor

6400 63 Frequency
variables

Time Series Similarity Evaluation 321



distance requires that the two time series be of the same length and it does not support
local time shifting.

Euclidean distance derives from Lp norms where p ¼ 2. Lp distances have been
widely used in many tasks related to time series analysis and mining due to their
simplicity [13].

Definition 3.1 Lp � norm [11]: Given two time series with one dimension X ¼
fx0; x1; . . .; xN�1g and Y ¼ fy0; y1; . . .; yN�1g, the Lp distance between X and Y is

Lp � normðX; YÞ ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiXN

i¼1
ðxi � yiÞpp

r
ð2Þ

It is not hard to find out that the larger p is, the smaller the Lp distance will be, and the
Lp distance would be closer to the large difference between pairs in the observations. In
other words, Lp distance measurement with large p value is more sensitive to extraordi-
nary large observations. In our case, Euclidean distance is considered to be most suitable,
for it is sensitive to extreme observations while caring other details at the same time.

Figure 1 shows an example of two time series with small and large Euclidean
distance respectively. According to the figure, it is obvious that the two time series are
similar if their Euclidean distance is small.

Definition 3.2 Similarity Measured by Distance Function [1]: Given two time series
X and Y, along with a Euclidean distance function Euc, X is similar to Y if

Eucðx; yÞ\e ð3Þ

Where e is a predefined threshold.

For most applications, the threshold definition is left to the user to choose a value to
be applied to queries [14]. Were threshold chosen too high, there would be a risk of not
retrieving enough results or even no results. On the other hand, were threshold chosen
too low, many retrieved items would be irrelevant.

(a)                                  (b)

Fig. 1. Examples of time series with small (a) and large (b) Euclidean distance
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4 Experiment and Results

This paper applies both Spearman correlation coefficient and Euclidean distance
measurement to evaluate the similarity between two time series generated by two
sensors manufactured by different companies. The experiment is implemented in R,
and the experiment results are presented in the order of dataset files.

4.1 Overall Dataset

• overall_acc_2Hz-10kHz (Acceleration sensor)

Summary of file “overall_acc_2Hz-10kHz” is listed in the Table 2, each variable (RMS
and 0-P) has 4105 observations. The Spearman correlation coefficients of RMS and 0-P
are 0.9335 and 0.7926, which are quite high in such a large number of observations.
The average Euclidean distance of RMS and 0-P are small, which are 0.002 and 0.003
respectively. Figure 2 shows the visualization of the two time series, the red points and
black points represent observations of sensor A and sensor B. From Fig. 2(a) and
(b) we can see that the two sensors’ records are similar during the sampling period.
Figure 2(c) and (d) shows correlation between two time series of two sensors, the
relationship between them is monotonous and approximately linear, which again shows
the high similarity between sensor A and sensor B’s time series of RMS and 0-P.

• overall_vel_2Hz-1kHz (Velocity sensor)

Similarly, Table 3 describes the summary of file “overall_acc_2Hz-10kHz”. The cor-
responding Spearman correlation coefficients of RMS and 0-P are 0.9689 and 0.9347,
which are higher than those of acceleration sensors. However, the average Euclidean
distance of RMS and 0-P are 0.02 and 0.03 respectively, which are much higher than
that of acceleration sensors.

The Spearman correlation analysis results and Euclidean distance seems inconsis-
tent, this can be explained by Fig. 3. From Fig. 3(a) and (c), it is not hard to find that at
some time domain, sensor A and sensor B behave quite different. For example, around
time index 1000, sensor B is much more “active” than sensor A. This difference can also
be seen from figure (c) and (d), there are some extreme large observations at which two
sensors behave differently. The inconsistence between the Spearman correlation coef-
ficient and Euclidean distance is mainly because the two sensors generally have similar

Table 2. Summary of file “overall_acc_2Hz-10kHz”

File name Variables Num. of
observations

Data range
(scaled)

Spearman
correlation
coefficient

Average
Euclidean
distance

overall_acc_2Hz-10kHz RMS 4105 −0.62*5.12 0.9335 0.002
0-P 4105 −0.57*3.40 0.7926 0.003
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trend while reacting quite differently at some time domain. The similarity evaluation
between them depends on how users care about the extreme large values.

4.2 Spectrum Dataset

The spectrum dataset contains frequency variables and provides valuable information
which arouses much attention. The summary of two spectrum datasets is listed in
Table 4. In this section, in order to examine the performance in an all-around way, this

(a)                               (b)

(c)                                       (d) 

Fig. 2. Visualization of Time series generated by acceleration sensor A and sensor B and their
correlation; (a) Time series of variable RMS, black point represents time series of sensor A, and
red point stands for time series of sensor B; (b) Correlation of RMS time series generated by
sensor A and sensor B; (c) Time series of variable 0-P, black point represents time series of
sensor A, and red point stands for time series of sensor B; (d) Correlation of 0-P time series
generated by sensor A and sensor B (Color figure online).

Table 3. Summary of file “overall_vel_2Hz-1kHz”

File name Variables Num. of
observations

Data range
(scaled)

Spearman
correlation
coefficient

Average
Euclidean
distance

overall_vel_2Hz-1kHz RMS 4105 −0.13*38.72 0.9689 0.02
0-P 4105 −0.13*38.37 0.9347 0.02
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paper performs two kinds of experiment. The first experiment is to compare the time
series of every frequency pairs. The other experiment compares frequency spectrum
sampled at the same time, in this sense, the observations is the frequency variables. The
first experiment is aimed to examine the performance of sensors at specified frequency,
while the second experiment can reflect overall property of the spectrum.

• spec_acc_2Hz-50kHz

Table 5 shows the number of frequency variables and the corresponding percentage
with high Spearman correlation coefficient in the spectrum dataset of acceleration
sensors. Just about 5.4 % of frequency variables that has Spearman correlation coef-
ficient are higher than 0.7, which shows weak Spearman correlation between the time
series of sensor A and sensor B.

Table 6 describes the average Euclidean distance of two time series of frequency
variables, the threshold for distance similarity measurement is defined as 0.09 (average
Euclidean distance). The threshold is decided through many trials and observations, of
course it can be adjusted by users to meet their requirement and application. As Table 6

     (a)                              (b) 

      (c)                               (d) 

Fig. 3. Visualization of Time series generated by velocity sensor A and sensor B and their
correlation; (a) Time series of variable RMS, black point represents time series of sensor A, and
red point stands for time series of sensor B; (b) Correlation of RMS time series generated by
sensor A and sensor B; (c) Time series of variable 0-P, black point represents time series of
sensor A, and red point stands for time series of sensor B; (d) Correlation of 0-P time series
generated by sensor A and sensor B; Spectrum dataset (Color figure online)
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shows, there is just about 600 frequency variables whose average Euclidean distance is
below 0.09 (threshold), accounts for only 4.69 % in the dataset. This result is consistent
with the result get from Spearman correlation analysis.

Figure 4 shows an example of the spectrums of two acceleration sensors sampled at
the same timestamp. According to Fig. 4, the two sensors behave quite differently at
some frequency domain. Sensor A (black points) is more “active” around frequency
1000 (index), while sensor B (red points) is more “active” around 3500*8500 fre-
quency domain. Again, Fig. 4 shows the dissimilarity between acceleration sensor A
and sensor B in spectrum dataset.

Table 4. Summary of spectrum datasets

File name Num. of frequency
variables

Num. of
observations

Data range
(scaled)

spec_acc_2Hz-50kHz 12800 63 −3*8
spec_vel_2Hz-1kHz 6400 63 −3*8

Table 5. Spearman correlation coefficients summary

Spearman coefficient (p-value < 0.05) >0.85 >0.8 >0.75 >0.7

Num. of variables 118 233 398 690
Percentage 0.92 % 1.82 % 3.11 % 5.4 %

Table 6. Euclidean distance summary

Average Euclidean distance <0.015 <0.03 <0.045 <0.06 <0.075 <0.09

Num. of variables 6 21 63 140 300 600
Percentage 0.047 % 0.16 % 0.49 % 1.09 % 2.23 % 4.69 %

Fig. 4. Spectrum of two sensors sampled at a same time point (black points refer to observations
of acceleration sensor A while red points refer to observations of sensor B) (Color figure online)
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• spec_vel_2Hz-1kHz.

Compared with acceleration sensors, time series of velocity sensors are much more
similar as Tables 7 and 8 shows. According to Table 7, the number of variables which
has Spearman correlation coefficient larger than 0.7 is 6283, accounting for about
98.2 %. And the percentage of variables whose average Euclidean distance is small
than 0.09 (threshold) is about 96.6 %. Both Spearman correlation analysis and
Euclidean distance similarity measurement show that there is high similarity between
the spectrum time series of sensor A and sensor B.

An example of the spectrums of two velocity sensors sampled at the same times-
tamp is illustrated in Fig. 5. The two velocity sensors behave almost the same through
the frequency domain. Thus, it proves again that the performance of two velocity
sensors of different brands is similar according to this spectrum dataset.

Table 7. Spearman correlation coefficient summary

Spearman coefficient (p-value < 0.05) >0.85 >0.8 >0.75 >0.7

Num. of variables 5075 5795 6133 6283
Percentage 79.3 % 90.5 % 95.8 % 98.2 %

Table 8. Euclidean distance summary

Average
Euclidean
distance

<0.015 <0.03 <0.045 <0.06 <0.075 <0.09

Num. of
variables

421 1858 3772 5155 5878 6180

Percentage 6.6 % 29.0 % 58.9 % 80.5 % 91.8 % 96.6 %

Fig. 5. Spectrum of two sensors sampled at a same time point (black points refers to velocity
sensor A while red points refers to sensor B) (Color figure online)
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4.3 Spearman Correlation VS Euclidean Distance

Spearman correlation performs analysis based on the ranks of data, thus it can represent
the similarity of the shape of two distributions, while the Euclidean distance calculates
the distance between two time series and represents the similarity according to a
predefined threshold. These two methods represent the similarity of two time series
from different aspects. They are both sensitive to the shape of time series. However,
Spearman correlation cares only about the ranks of data while Euclidean distance cares
more about the overall trend. Besides, Euclidean distance is more sensitive to the
extreme data.

The general conclusion get from Spearman correlation analysis and Euclidean
distance measurement is consistent, while there is some inconsistency exists if we look
into the some specified variables. This paper divide the data into different types
according to the results get from Spearman correlation analysis and Euclidean distance
evaluation.

• Type 1: High Spearman correlation coefficient & small Euclidean distance
This type of data has high similarity between two time series, and the similarity has
been proved by both two methods.

• Type 2: High Spearman correlation coefficient & large Euclidean distance

As the issues described in the file “overall_vel_2Hz-1kHz”, two sensors’ different
reaction to extreme data can cause this problem. Figure 6 shows an example of this
kind of data. The general trend of two time series is similar while there is a big
difference between two sensors observations around time index 49. This large differ-
ence causes the inconsistency between Spearman correlation coefficient and Euclidean
distance analysis result.

Fig. 6. An example of type 2 data (Spearman correlation coefficient = 0.95 and Average
Euclidean distance = 0.10)
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• Type 3: Low Spearman correlation coefficient & small Euclidean distance
In contrast to type 2 data, type 3 data may react similarly to large “signal”. However
their “background noise” may fluctuate within a narrow range. Thus the ranks of
data may be different while the Euclidean distance is small. Figure 7 shows an
example of this kind of data.

• Type 4: Low Spearman correlation coefficient & large Euclidean distance

This type of data reflects the variables at which two sensors have different time
series, this dissimilarity is proved by both methods.

Table 9 describes the summary of four types of data in spectrum files of acceler-
ation sensors and velocity sensors. For the acceleration sensors, the largest proportion
of data (about 93.3 %) falls into type 4, which shows the dissimilarity between the
performance of acceleration sensor A and sensor B. In contrast, for the velocity sensors,
there is about 96.0 % data falls into type 1, which shows the high similarity between
performance of velocity sensor A and sensor B.

Fig. 7. An example of type 3 data (Spearman correlation coefficient = 0.35 and Average
Euclidean distance = 0.08)

Table 9. Summary of four data types in spectrum datasets

File name Num. and
percentage of
Type 1 data

Num. and
percentage of
Type 2 data

Num. and
percentage of
Type 3 data

Num. and
percentage of
Type 4 data

spec_acc_2Hz-50kHz 437 (3.4 %) 253 (2.0 %) 163 (1.3 %) 11947 (93.3 %)
spec_vel_2Hz-1kHz 6143 (96.0 %) 138 (2.16 %) 37 (0.58 %) 80 (1.25 %)
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5 Conclusion

This paper is aimed at comparing the performance of two sensors manufactured by
different companies. This is done by evaluating the similarity of time series generated
by these two sensors (sensor A and sensor B) using Spearman correlation coefficient
analysis and Euclidean distance measurement. Both sensor A and sensor B have two
kinds of sensors —Acceleration sensor and Velocity sensor respectively. Through
experiment and analysis, it has been proven that the data generated by these acceler-
ation sensors and velocity sensors have quite different statistical properties. For the
overall variables (e.g. RMS, 0-P), time series of acceleration sensor A and sensor B has
much higher similarity than those of velocity sensor A and sensor B. In contrast, for the
frequency variables in spectrum dataset, it can be concluded that the performance of
velocity sensor A and B is similar, while the performance of acceleration sensor A and
B is dissimilar. This paper also discusses the consistency and inconsistency of analysis
results of Spearman correlation analysis and Euclidean distance measurement, and
divides the data into four types. These four types of data have different attributes and
can be used in applications of different purposes. Further work such as applying other
efficient time series similarity measurements to more complicated time series (e.g.
multidimensional time series) can be done in the future.
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Abstract. As cloud computing becomes popular, more and more sensitive infor‐
mation are being centralized into the cloud. Hence, we need some mechanism to
support operations on encrypted data in many applications in cloud. Public key
encryption with keyword search (PEKS) is a mechanism for searching on
encrypted data. It enables user Alice to send a secret value  to a cloud server
that will enable the server to selectively retrieve encrypted messages containing
the keyword , but learn nothing else. In this paper, we propose a PEKS scheme
using lattices. Lattice-based cryptosystems are becoming an increasingly popular
in the research community. Our scheme can be proven secure in the standard
model with the hardness of the standard Learning With Errors problem.

Keywords: Lattice-based cryptography · Cloud computing · Keyword search ·
Provable secure

1 Introduction

With the fast development of cloud computing, more and more sensitive information
are being centralized into the cloud, such as emails, personal health records, government
documents, etc. By storing their data into the cloud, the data owners can be relieved
from the burden of data storage and maintenance so as to enjoy the on-demand high
quality data storage service. In many cloud computing scenarios, the individual users
might want to retrieve certain specific data files that they are interested. Keyword-based
search technique has been widely applied in search scenarios, such as Google search.
However, due to the fact that the data owners and cloud server are not in the same trusted
domain, sensitive data usually should be encrypted for data privacy and authorized
accesses. What’s more, for privacy, data encryption may also demands the protection
of keyword since keywords usually contain important information related to the data
files. This leads to the traditional plaintext search techniques useless in this scenario.
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To securely search over encrypted data, some searchable encryption techniques have
been developed [1–8]. In 2004, Boneh et al. [2] proposed the concept of public-key
encryption with keyword search (PEKS). The mechanism enables one to give trapdoors
for the keywords he wants the server to search for. The trapdoors can be used to test the
existence of keywords in the encrypted data without compromising the security of the
original data. PEKS mechanism can be widely used in many practical applications, such
as encrypted emails extraction [2], encrypted and searchable audit logs [3], and
encrypted files extraction in Cloud [6].

Recently, lattice-based cryptosystems are becoming an increasingly popular in the
research community due to their attractive and distinguishing features: their resistance
so far to cryptanalysis by quantum algorithms, their asymptotic efficiency and concep‐
tual simplicity, and the guarantee that their random instances are as hard as the hardness
of lattice problems in worst case. Many new constructions with lattices have been
proposed, such as one-way functions and hash functions [9, 10], trapdoor functions [11],
public-key encryption schemes [11], ID-based encryption schemes [11, 13, 14], fully
homomorphic encryption schemes [15, 16], and so on. In this paper, we propose a public
key encryption with keyword search scheme using lattices. The scheme can be proven
secure with the hardness of the standard Learning With Errors (LWE) problem in the
standard model.

The rest of this paper is organized as follows: In Sect. 2, we recall some preliminary
works. In Sect. 3, we describe the details of our new schemes and their security proofs.
Finally, we conclude in Sect. 4.

2 Preliminaries

2.1 Public-Key Encryption with Keyword Search

A PEKS scheme consists of four polynomial-time algorithms described as below [2]:

• KeyGen(k): Take a security parameters k, and generate a public/private key pair
.

• PEKS(pk,w): Take a public key pk and a keyword w as input, and output a searchable
encryption for w.

• Trapdoor(sk,w): Take the private key sk, and a keyword w as input, and output a
trapdoor  for .

• Test(pk, c, ). Given the public key pk, a searchable encryption c where
c = PEKS(pk, w’), and the trapdoor  to a keyword w. Determine whether or not
w = w’.

The general notion of security of PEKS scheme is indistinguishability against chosen
keyword attack (IND-CKA) [2]. In this paper, we consider a weak notion of PEKS
security called indistinguishability against selective keyword attack (IND-SKA). A
PEKS scheme is IND-SKA security if no polynomial time adversary A has a non-negli‐
gible advantage against a challenger C in the following game.
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Security Game:
Init. The adversary A selects and outputs target key words .
KeyGen. C runs KeyGen algorithm to generates a key pair , and gives  to A.
Phase 1. A can adaptively ask the challenger for the trapdoor  for any keyword 
of his choice as long as .
Challenge. The adversary decides when phase 1 ends. Then the challenger C picks a
random bit  and a random cipher-text  in the cipher-text space. If  it
sets the challenge to , otherwise it sets . It gives  as the
challenge to the attacker.
Phase 2. A can adaptively ask the challenger for the trapdoor  for any keyword 
of his choice as long as .
Guess. Eventually, the attacker A outputs  and wins the game if .
The advantage of A in this game is defined as .

Recall that Waters [18] showed how to convert the selectively-secure identity-based
encryption to an adaptively secure identity-based encryption. A similar technique can
also use to convert a IND-SKA secure PEKS scheme to a IND-CKA secure one.

2.2 Lattices and Sampling Algorithms

Given  linearly independent vectors , the lattice  generated by them

is denoted  and define as: . The

vectors  are called the basic of the lattice. Let  denote its Gram-Schmidt
orthogonalization of the vectors  taken in that order, and we let  denote
the length of the longest vector in B for the Euclidean norm.

For  prime and  and , define 
and . Ajtai [9] and later Alwen and Peikert [20]
showed that for any prime  and , there exists a probabilistic polynomial-
time algorithm TrapGen(q,n) that outputs a pair  and  such that A is statis‐
tically close to uniform and  is a basis for  with length 
with all but  probability.

We further we review Gaussian functions used in lattice based cryptographic
constructions. Let  be a positive integer and  be a  dimensional lattice. For
any vector  and any positive parameter , we define:

 and 
The discrete Gaussian distribution over  with center  and parameter  is

(1)
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For notational convenience,  and  are abbreviated as  and .
Gentry et al. [11] construct the following algorithm for sampling from the didcrete Gaus‐
sian , given a basis  for the m-dimensional lattice  with .
Specialized to the case of random lattices, they show an algorithm:

SamplePre ( ): On input a matrix  with ‘short’ trapdoor basis  for
, a target image  and a Gaussian parameter , outputs

a sample  from a distribution that is within negligible statistical distance of
.

Let  be matrices in , R be a matrix in , . Agrawal
et al. [13] proposed two polynomial time sample algorithms to sample short vectors in

 for some  using a trapdoor for  or :

SampleLeft ( ): On input a matrix  with ‘short’ trapdoor basis 
for , , a target image  and a Gaussian parameter

, outputs a sample  from a distribution that is
within negligible statistical distance of .

SampleRight ( ): On input matrices  with ‘short’ trapdoor
basis  for , a matrix , a target image  and a Gaussian
parameter  where , outputs a sample

 from a distribution that is within negligible statistical distance of
.

2.3 The LWE Hardness Assumption

Security of all our construction reduces to the LWE problem, a classic hard problem on
lattices defined by Regev [12].

Consider a prime , a positive integer , some probability distribution  over , and
a vector , define  as the distribution on  of the variable of 
where  is uniform and  are independent.

The Decisional LWE Problem [12]. The goal of the decisional -LWE problem
is to distinguish between the distribution  some uniform secret  and uniform
distribution on (via oracle access to the given distribution). In other words, if
LWE problem is hard, then the collection of distribution is pseudorandom. Regev has
showed that for certain noise distributions , the LWE problem is as hard as the worst-
case SIVP and GapsSVP under a quantum reduction.
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Propositon 2 [12]. For an  and a prime , let  denote the distri‐

bution over  of the random variable  where  is a normal random

variable with mean 0 and standard deviation . Then, if there exists an efficient,
possibly quantum, algorithm for deciding the -LWE problem, there exists a
quantum poly-time algorithm for approximating the SIVP and GapSVP problems, to
within  factors in the  norm, in the worst case.

3 A PEKS Scheme from Lattice

Our construction uses an encoding function  to map identities in  to
matrices in . The function should be an encoding with full-rank differences (FRD).
That is, for all distinct , the matrix  is full rank, and  is
computable in polynomial time (in ). Agrawal et al. [13] has presented an efficient
and explicit FRD construction.

3.1 The Construction

Let  be positive integers,  be prime, with  and , 
be a FRD function. The scheme is described as follows:

• : On input a security parameter , invoke TrapGen(q,n) to generate a
uniformly random matrix  along with a short basis  for . Select
uniformly random matrices , and . Output the
public key  and secret key .

• : On input public key  and keyword , do:
1. Compute .
2. Select a random  and a random matrix  uniformly.
3.

Compute , , where

 with  ( ), and  are noise vectors. Output
the cipher-text ( ).

• : Compute , for , choose a
 satisfying  by , where  is

a Gaussian parameter. Output  as the trapdoor.
• : Let , for , compute
• . If for all ,. , output 1 (“yes”); other‐

wise, output 0 (“no”).

We should note that the construction can only be proven secure stands on a weak
IND-SKA security notion. However, with a similar technique in [13, 19], the scheme
can be convert to an adaptively secure PEKS scheme with the cost of larger size of keys
and cipher-texts.
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3.2 Consistency

The consistency of the scheme requires that for any keyword   and ,
, output 1 if , and 0 otherwise.

Suppose  and , then

(2)

It is easy to see that if , then , just as discussion in

[13], with parameters , , and , with
overwhelming probability we have .

However, if , with the randomness of  and ,  can be seen as
a random vector in . That is  is a random in  (over the random choices of  and

). Hence, for each  the probability of  is at most . That is, the
Test algorithm output 0 with probability . When  is large enough, we can ensure
the consistency of the scheme.

3.3 Security Proof in the Standard Model

For the simpleness, we only consider the parameter  in the proof. The proof for
 is almost the same.

Proposition 3. The PEKS scheme is IND-SKA secure provided that -LWE
assumption holds.

Proof. The proof shows that suppose there is a IND-SKA adversary F that have non-
negligible advantage  in attacking the scheme, then we can construct a polynomial-time
algorithm S that can solve the LWE problem with the same probability.

With the adversary F, we construct the algorithm S as follows:
S requests from LWE oracle  and receives, for each , a fresh pair

. S chooses a random matrix  uniformly, and invokes
TrapGen(q,n) to generate a uniformly random matrix  along with a short basis

 for .

Targeting. The adversary F announces to S the keywords  that it intends to attack.

KeyGen. S assembles the random matrix  from  of given LWE samples by
letting the  _th column of  be the vector  for all , and sets

, , and gives the public key  to F.
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Phase 1. S answers the queries of F as follows:
 query: For input  with ,  is full rank

(  be a FRD function). Hence  is also a trapdoor for , where
. Therefore, S can respond the query by running

,and sending  as the
trapdoor to the adversary.

Challenge. When Phase 1 ends, S retrieves  from the LWE instance, and

sets , , . S chooses a

random . If  it responds with the challenge cipher-text  to the
adversary, otherwise it chooses a random , responds with  to
the adversary. (We should note that .
And when  is a pseudo-random LWE oracle, then  for some noise vector

. Therefore

(3)

and  for some random noise values . In this case  is a valid
encryption for . When  is a random oracle then  is uniform in .)

Phase 2. S answers queries of F as follows:  query: For input  with
,  is full rank (  be a FRD function). Hence 

is also a trapdoor for , where . Therefore, S can respond
the query by running

(4)

and sending  as the trapdoor to the adversary.

Guess. Eventually F outputs .
Finally, S output F’s guess as the answer to his own the LWE challenge. The distri‐

bution of the public parameters is identical to its distribution in the real system as are
responses to private key queries. The challenge cipher-text is distributed either as in the
real system or is independently random in . Hence, the advantage of S in solving
LWE is the same as F’s advantage in attacking the scheme. This completes the security
proof..
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4 Conclusion

Lattice-based cryptosystems are becoming an increasingly popular in the research
community. In this paper, we propose a PEKS scheme using lattices. To the best of our
knowledge, this is the first lattices-based PEKS scheme. The scheme can be proven
secure with the hardness of the standard LWE problem in the random oracle model. We
should note that although our security proof stands on a weak IND-SKA security notion,
our scheme can be convert to an adaptively secure PEKS scheme with a similar technique
in [13, 19], with the cost of larger size of keys and cipher-texts.
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Abstract. In 2013, Wang designed an efficient proxy provable data pos-
session scheme. However, Wang’s scheme focuses on a single copy of the
file and the client just delegates the integrity checking task to only one
proxy, not multiple ones. In this paper, we extend Wang’s scheme to
apply to multiple replicas. We propose two proxy multiple-replica prov-
able data possession schemes. In the first scheme, the client delegates the
integrity checking task to only one proxy. In the second scheme, multiple
proxies form a group, and the client delegates the integrity checking task
to this group. In the two proposed schemes, only the client and the proxy
(proxies) can guarantee that multiple replicas are correctness. Finally, we
analyze the security and performance of the two schemes.

Keywords: Data integrity · Multiple-replica · Cloud security · Cloud
computing

1 Introduction

In cloud computing, clients outsource the large data files to the untrusted cloud
storage server. As clients no longer possess the local copy of their data, protecting
the integrity of outsourced data is very important in cloud computing.

In recent years, researchers have proposed two novel approaches, called prov-
able data possession (PDP) [1] and proofs of retrievability (POR) [2], for validating
the integrity of data at untrusted remote servers. Ateniese et al. [1] firstly proposed
a provable data possession model to guarantee the integrity of the files at remote
servers. They also presented a scalable PDP scheme [3] to support dynamic opera-
tions, such as block modification, deletion and append. However, this scheme does
not support block insertion. Juels et al. [2] presented a POR model to ensure not
only data possession but also retrievability. Shacham and Waters [4] proposed two
compact POR schemes. The first one is constructed based on BLS signatures [5]
and is proved in the random oracle model. The second one is constructed based on
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pseudo-random functions and is proved in the standard model. Wang [6] proposed
the concept of proxy provable data possession. In Wang’s scheme, the client does
not allow anyone to act as a verifier, and delegates the remote data integrity check-
ing task to some proxy. The proxy has the capacity to verify the integrity of the
data stored in the cloud according to a warrant.

Erway et al. [7] proposed a dynamic PDP scheme based on the rank-based
authenticated skip list (RASL). This scheme was the first PDP scheme that can
support fully dynamic data operations, including operations of modification,
deletion, and insertion. Wang et al. [8] proposed a POR scheme based on the
Merkle Hash Tree (MHT) [9] that can support public auditing and fully dynamic
data operations. Zhu et al. [10] presented a cooperative provable data possession
(CPDP) scheme in multicloud Storage. They indicated that their CPDP scheme
held completeness, knowledge soundness, and zero-knowledge properties. Unfor-
tunately, Wang et al. [11] pointed out that the malicious cloud service provider
or the malicious organizer can deceive the verifier in Zhu et al.’s CPDP scheme.
Yang et al. [12] described an efficient and secure dynamic auditing protocol.
Subsequently, Ni et al. [13] pointed out that the protocol in [12] is vulnerable to
the attack from the active adversary. Liu et al. [14] proposed a public auditing
scheme based on the ranked Merkle hash tree (RMHT), which can support fine-
grained update requests. Wang et al. [21] adopted random masking technique to
propose a privacy-preserving public auditing protocol.

However, these schemes mentioned above focus on a single copy of the file,
which are unsuitable for the environment that the cloud storage servers (CSS)
store multiple copies of the client’s file. Curtmola et al. [15] firstly proposed
a multiple-replica provable data possession (MR-PDP) scheme. In MR-PDP
scheme, the client can check the integrity of all outsourced copies. However,
Curtmola et al.’s scheme only achieves private verifiability, i.e., only the client
itself can check the integrity of the multiple replicas. Hao et al. [16] proposed
a multiple-replica remote data possession scheme, which achieved public ver-
ifiability and allowed anyone to check the possession of the multiple replicas.
However, Hao et al.’s scheme suffers from a drawback: the key kr that is used in
the generation of multiple replicas is publicly known, so that the cloud storage
servers can derive the encrypted file F ′ and store only one replica. Barsoum et al.
[17] proposed a pairing-based provable multi-copy data possession (PB-PMDP)
scheme, which supports public verifiability. Xiao et al. [18] proposed two efficient
multiple-file remote data checking (MF-RDC) schemes. However, these schemes
in [15–18] could not resist denial of service (DoS) attacks or distributed denial
of service (DDoS) attacks, in which malicious auditors send large amounts of
challenge requests to exhaust the server’s resources. Hwang et al. [19] proposed
a DoS-resistant ID-based password authentication scheme with client puzzles.
We apply the strategy in [19,23] to prevent DoS/DDoS attacks.

Wang [6] proposed a proxy provable data possession scheme. However, Wang’s
scheme is unsuitable for the multiple-replica environment, and the client just dele-
gates the integrity checking task to only one proxy, not multiple ones. In this paper,
we extend Wang’s scheme and propose two proxy multiple-replica provable data
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possession schemes. The two schemes use the client puzzle protocol in [19,23] to
prevent DoS/DDoS attacks. In the first scheme, the client delegates the integrity
checking task to only one proxy, and the proxy is able to verify the integrity of
client’s multiple replicas. In the first scheme, if the proxy fails, then only the client
itself can check the data integrity, so in some situations the client needs multi-
ple proxies to perform the data integrity checking. In the second scheme, multi-
ple proxies form a group, and the client delegates the integrity checking task to
the group. In the two schemes, only the client and the delegable proxy (proxies)
can check the data integrity and guarantee that multiple replicas are correctness.
Finally, we analyze the security and performance of the two schemes.

2 Preliminaries

We describe the bilinear map in the following. Let G and GT be two cyclic
multiplicative groups with the same prime order q. For any g1, g2 ∈ G and all
a, b ∈ Z∗

q , let e : G × G → GT be a bilinear map which satisfies the following
properties:

(1) bilinearity: e(ga
1 , gb

2) = e(g1, g2)ab;
(2) non-degeneracy: e(g1, g2) �= 1 unless g1 or g2 = 1;
(3) computability: e(g1, g2) is efficiently computable.

S = (q,G,GT , e) is a bilinear map group system composed of the objects as
described above.

We introduce notations used in the two schemes.

Si: the i-th cloud storage server, 1 ≤ i ≤ t.
F : the original file, denoted as a sequence of n blocks f1, f2, . . . , fn ∈ Z∗

q .
F ′: the encrypted file, obtained by encrypting the original file F with an
encryption key K, denoted as a sequence of n blocks c1, c2, . . . , cn ∈ Z∗

q .
Fi: the file replica stored at the server Si, denoted as a sequence of n blocks
mi1,mi2, . . . , min ∈ Z∗

q .
Ω: pseudorandom function (PRF), defined as: Z∗

q × {1, 2, . . . , n} → Z∗
q .

φ: pseudorandom function, defined as: Z∗
q × {0, 1}∗ → Z∗

q .
π: pseudorandom permutation(PRP), defined as: Z∗

q × {1, 2, . . . , n} →
{1, 2, . . . , n}.
h: cryptographic hash function, defined as: Z∗

q → G.
H: cryptographic hash function, defined as: G → Z∗

q .
h∗: one-way hash function.
vs: the solution of the puzzle.
puzzle(cp, x1, x2, . . . , xn, vs): the puzzle in [19], given cp, x1, x2, . . . , xn, find
an solution vs such that cp = h∗(x1, x2, . . . , xn, vs).
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3 Two Proxy Multiple-Replica Provable Data Possession
Schemes

The proxy multiple-replica provable data possession system involves three dif-
ferent network entities: Client, CSS, and Proxy. The detailed description of the
three network entities is given in the following:

Client: Stores multiple replicas at multiple servers;
CSS: Provides data storage services and maintains multiple replicas of the
client’s data;
Proxy: Be delegated to check possession of client’s multiple replicas, is capa-
ble of checking possession of multiple replicas.

Let S = (q,G,GT , e) be a bilinear map group system, where G and GT are
two groups of a large prime order q. Let g be a generator of G. The original file
F is divided into n blocks of equal lengths. The security parameter is denoted
by κ.

3.1 Single-Proxy Multiple-Replica Provable Data Possession
Scheme

In this section, we give a description of the first proxy multiple-replica provable
data possession scheme. In the first scheme, the client delegates the integrity
checking task to some proxy. The first scheme consists of 8 phases: KeyGen,
ReplicaGen, TagGen, Challenge1, GenPuzzle, Challenge2, Gen Proof and
Check Proof .

KeyGen: The client chooses a random number x ∈ Z∗
q and computes X = gx.

Its private key is skc = x and its public key is pkc = X. The client generates
an encryption key K, which is used to encrypt the original file F . The proxy
chooses a random number y ∈ Z∗

q , and computes Y = gy. Its private key is
skp = y and its public key is pkp = Y . The proxy can check the client’s remote
data possession by using its private key y.

TagGen: The client encrypts the original file F into F ′ by using the encryption
key K. Let F ′ = (c1, c2, . . . , cn), each block ci has the same length. The client
computes ε = H(gxy) and Wi = Ωε(i), for 1 ≤ i ≤ n. Then the client computes
the tag Ti = (h(Wi)uci)x for each block ci.

ReplicaGen: The client uses the encrypted file F ′ to generate t different file
replicas {Fi}t

i=1, and then stores the replica Fi on the corresponding server Si.
More precisely, for the server Si, let Fi = {mi1,mi2, . . . , min}, where mij =
cj + rij , 1 ≤ j ≤ n, and rij = φε(i||j) is the pseudo-random number generated
by the client. After that, the client sends Fi to Si, and sends {Ti}n

i=1 to all t
servers {S1, S2, . . . , St}.

Challenge1: The proxy challenges the server Si to check the integrity of the
replica Fi. The proxy chooses a random number Np, and sends (IDp, Np) to the
server Si.
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GenPuzzle: The server Si checks whether IDp is valid. If IDp is valid and Np

is fresh, Si determines the difficulty of the client puzzle based on the current
loading. Si chooses vs and generates a random number Ns, then computes cp =
h∗(IDp, Np, Ns, vs). At last, Si sends (cp,Ns, IDp) to proxy.

Challenge2: Upon receiving the message (cp,Ns, IDp), the proxy applies a
brute-force method to solve the puzzle. Once the proxy finds an answer v∗

s

such that cp = h∗(IDp, Np, Ns, v
∗
s ), the proxy chooses a d-element subset

I = (s1, s2, . . . , sd) of set [1, 2, . . . , n], where s1 < s2 < . . . < sd. The proxy
chooses a random number vj for each j ∈ I. Then, the proxy sends {v∗

s , (j, vj)}j∈I

to the server Si.

GenProof : After receiving the message {v∗
s , (j, vj)}j∈I , Si checks whether the

equation cp = h∗(IDp, Np, Ns, v
∗
s ) holds. If it does not hold, Si stops and outputs

FALSE. If it holds, Si chooses a random number γ, and calculates R = e(u,X)γ .
Then, Si computes μ′ = (

∑
j∈I vjmij) + γ and T =

∏
j∈I T

vj

j . After that, Si

sends {μ′, T,R} to the proxy.

Check Pr oof : After receiving {μ, T,R} from Si, the proxy computes ε = H(gxy)
and the pseudo-random number rij = φε(i||j), for each j ∈ I, then computes
μ = μ′ −

∑
j∈I rij . The proxy checks the verification equation

R · e(T, g) ?= e(
∏

j∈I

(h(Ωε(j)))
vj · uμ,X).

If it holds, the proxy outputs TRUE, otherwise, the proxy outputs FALSE.
The correctness of the verification is elaborated as follows:

R · e(T, g)
= e(u,X)γ · e(

∏

j∈I

(h(Ωε(j)) · ucj )x·vj , g)

= e(uγ ,X) · e(
∏

j∈I

(h(Ωε(j)) · ucj )vj ,X)

= e(uγ ,X) · e(
∏

j∈I

(h(Ωε(j)))
vj · u

∑
j∈I vjcj ,X)

= e(
∏

j∈I

(h(Ωε(j)))
vj · u(

∑
j∈I vjcj)+γ ,X)

= e(
∏

j∈I

(h(Ωε(j)))
vj · uμ,X).

In the first scheme, only the client and the proxy can compute ε = H(gxy)
and have the capability to check possession of the multiple replicas. The first
scheme uses the client puzzle protocol in [19,23] to defend against DoS/DDOS
attacks. The puzzle is based on finding partial part of a pre-image of a hash
function, and the server requires the proxy to find the solution of a puzzle before
the server generates a proof.

3.2 Multi-proxy Multiple-Replica Provable Data Possession Scheme

In this section, we describe the second scheme. In the second scheme, the
client delegates the remote data integrity checking task to a group, which con-
sists of multiple proxies. All the group members can verify the integrity of
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multiple replicas stored in the cloud storage servers. The second scheme con-
sists of 9 phases: KeyGen, GroupKeyGen, TagGen, ReplicaGen, Challenge1,
GenPuzzle, Challenge2, GenPr oof and Check Pr oof .

KeyGen: The client’s public-secret key pair is (pkc = gx, skc = x). The client
generates an encryption key K, which is used to encrypt the original file F .
Assume l proxies form a group U = {P1, P2, . . . , Pl}. Each Pi randomly chooses
a signing key pair (pkpi

, skpi
).

GroupKeyGen: Group members {P1, P2, . . . , Pl} utilize the group key agree-
ment scheme [20] to share a group secret key Gsk. {P1, P2, . . . , Pl} form a circle
structure, with P0 = Pl, P1 = Pl+1.

Step 1: Each Pi generates a random number xi ∈ Z∗
q , computes Xi = gxi and a

signature Sigskpi
(Xi) on Xi. Each Pi sends Xi and Sigskpi

(Xi) to his neighbours
Pi−1, Pi+1.

Step 2: Each Pi computes its left key KL
i = Xxi

i−1, right key KR
i = Xxi

i+1,
Yi = KR

i /KL
i , and a signature Sigskpi

(Yi) on Yi. Each Pi broadcasts Yi and
Sigskpi

(Yi).

Step 3: Each Pi generates a group secret key Gsk as:

Gsk = KR
1 KR

2 KR
3 . . . KR

n = gx1x2+x2x3+x3x4+...xnx1 ,

where KR
i+j = KR

i Yi+1Yi+2 . . . Yi+j , for j = {1, 2, . . . , n − 1}. Each Pi computes
the group public key Gpk = gGsk.

TagGen: The client uses the encryption key K to encrypt the original file F into
F ′. Let F ′ = (c1, c2, . . . , cn). The client computes ε = H(gx·Gsk) and Wi = Ωε(i),
1 ≤ i ≤ n. Then the client computes the tag Ti = (h(Wi)uci)x for each block ci.

ReplicaGen: The client uses the encrypted file F ′ to generate t different file
replicas {Fi}t

i=1, and then stores the replica Fi on the corresponding server Si.
More precisely, for the server Si, let Fi = {mi1,mi2, . . . , min}, where mij =
cj + rij , 1 ≤ j ≤ n, and rij = φε(i||j) is the pseudo-random number generated
by the client. After that, the client sends Fi to Si, and sends {Ti}n

i=1 to all t
servers {S1, S2, . . . , St}.

Challenge1: All the proxies in the group U can challenge the servers to check the
integrity of the client’s replicas. Assume the proxy Pk (1 ≤ k ≤ l) to challenge
the server Si. Pk chooses a random number Npk

, and sends (IDpk
, Npk

) to the
server Si.

GenPuzzle: The server Si checks whether IDpk
is valid. If IDpk

is valid and
Npk

is fresh, Si determines the difficulty of the client puzzle based on the current
loading. Si chooses vs and generates a random number Ns, then computes cp =
h∗(IDpk

, Npk
, Ns, vs). At last, Si sends (cp,Ns, IDpk

) to Pk.

Challenge2: Upon receiving the message (cp,Ns, IDpk
), Pk applies a brute-

force method to solve the puzzle. Once Pk finds an answer v∗
s such that
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cp = h∗(IDpk
, Npk

, Ns, v
∗
s ), Pk chooses a d-element subset I = (s1, s2, . . . , sd) of

set [1, 2, . . . , n], where s1 < s2 < . . . < sd. Pk chooses a random number vj for
each j ∈ I. After that, Pk sends {v∗

s , (j, vj)}j∈I to the server Si.

Gen Pr oof : After receiving the message {v∗
s , (j, vj)}j∈I from Pk, Si checks

whether the equation cp = h∗(IDpk
, Npk

, Ns, v
∗
s ) holds. If it does not hold, Si

stops and outputs FALSE. If it holds, Si chooses a random number γ, and calcu-
lates R = e(u,X)γ . Then, Si computes μ′ = (

∑
j∈I vjmij)+γ and T =

∏
j∈I T

vj

j .
After that, Si sends {μ′, T,R} to Pk.

Check Pr oof : After receiving {μ′, T,R} from Si, Pk computes ε = H(gx·Gsk)
and the pseudo-random number rij = φε(i||j), for each j ∈ I, then computes
μ = μ′ −

∑
j∈I rij . Pk checks the verification equation

R · e(T, g) ?= e(
∏

j∈I

(h(Ωε(j)))
vj · uμ,X).

If it holds, Pk outputs TRUE, otherwise, Pk outputs FALSE. The correctness
of the verification is similar as that of the first scheme.

In the second scheme, all the proxies in the group U can verify the integrity
of multiple replicas stored in the cloud.

4 Security Analysis and Performance

In this section we analyze the security and performance of the two schemes.

4.1 Security Analysis

In the two schemes, the blocks of encrypted file F ′ are masked with random
numbers which can be computed by the client or the proxy (proxies). The two
schemes use the masking technique to resist the collusion attack. In the two
schemes, a cloud storage server cannot generate a valid proof unless the server
possesses its replica, which is shown in Theorem 1.

Theorem 1. If the server passes integrity verification, it must indeed possess
all the data blocks challenged by the proxy.

The security of the two schemes is highly similar to the security of the single
replica scheme proposed in [21]. Therefore, the detailed security proof is omitted
here.

4.2 Computation and Communication

In this section, we analyze the computation and communication costs of the two
schemes.
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Computation: The two schemes have the same computation costs in TagGen,
Challenge1, Challenge2, Check Pr oof and Gen Pr oof phases. The computa-
tion cost of hash operations and modular arithmetic operations is negligible [22],
we only consider the computation costs of pairing operations and exponentiation
operations. In the two proposed schemes, suppose the client generates t differ-
ent file replicas, and each replica is divided into n blocks of equal lengths. In
the TagGen phase, the client needs to perform 2n + 1 exponentiations. In the
Gen Pr oof phase, the server Si needs to do one pairing and d + 1 exponenti-
ations. In the Check Pr oof phase, the proxy needs to perform 2 pairings, and
d + 2 exponentiations. In the GroupKeyGen phase of the second scheme, each
proxy needs to do 4 exponentiations and 2 signatures. The computation cost of
an exponent operation is denoted by [E], and the computation cost of a bilin-
ear map is denoted by [B]. Table 1 presents the computation costs of the two
schemes. In Table 1, because Si determines the difficulty of the client puzzle, the
computation cost for solving a client puzzle is neglected.

Communication: The two schemes have the same communication costs in the
Challenge1, Challenge2, GenPuzzle and Gen Pr oof phases. In the Challenge2
phase, the proxy sends 2d + 1 elements in Z∗

q to the cloud storage server Si. In
the Gen Pr oof phase, the server Si sends one element in Z∗

q and one element in
G, one element in GT to the proxy.

Table 1. Computation costs of the two schemes

The first scheme The second scheme

TagGen (2n + 1)[E] (2n + 1)[E]

GroupKeyGen 4l · [E]

GenProof [B] + (d + 1)[E] [B] + (d + 1)[E]

CheckProof 2[B] + (d + 2)[E] 2[B] + (d + 2)[E]

5 Conclusion

In this paper, we extend Wang’s scheme and propose two proxy multiple-replica
provable data possession schemes. The two schemes use client puzzles to prevent
DoS/DDoS attacks. In the first scheme, the client delegates the integrity checking
task to only one proxy. In the second scheme, the client delegates the integrity
checking task to a group, which consists of multiple proxies. In the two schemes,
only the client and the proxy (proxies) can guarantee that multiple replicas are
correctness. Finally, we analyze the security and performance of the two schemes.
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Abstract. With the advancements of sensing technologies, participa-
tory data fusion and analysis have raised more and more attention as it
provides a promising way enabling the public benefit from this process.
However, it is increasingly becoming a challenging problem about how
to construct a statistical model for this kind of particular phenomenon
under the premise of protecting the data privacy. In this paper, we
present a method to build a linear regression model describing a phe-
nomenon observed in the distributed network. At the same time, the
private data of each node is preserved.

We propose a data aggregation algorithm to fuse the indispensable
data for constructing linear regression equation even though the data is
private and scattered in the whole network. We also point out that the
aggregate node can not only conduct regression modeling, but can con-
duct some complex statistical analyses based on the aggregation result
as well. In addition, we investigate the ability and the degree of the
algorithm to preserve the data privacy. We mainly focus on the ability
to protect the aggregation result of a community composed of sensor
nodes. The experiment shows that the aggregation result can not be dis-
closed to people unless all of the sensor nodes in the community collude
with each other.

1 Introduction

Distributed sensor network can be applied in various areas (i.e. habitat moni-
toring, environment observation, health applications, etc.). Users of the sensor
network can gain an insight into a particular phenomenon via in-network data
aggregation. Data aggregation is a promising method to save energy and pro-
vide accurate observation in sensor networks [3]. However, some data may be
sensitive and private. In this situation, data aggregation may cause threats to
the privacy of sensor nodes.

There are a number of nodes in a sensor network, and each of them have some
data related with their local state, which is called local data in this paper. Local
data is sensitive to be disclosed to others. We aim at enabling users to conduct
accurate linear regression modeling and preserving each node’s privacy at the
same time. The main contributions of this paper are summarized as follows:

– we propose a improved data aggregation algorithm based [14], through which
we can get the global data related with the global state of the sensor network.

c© Springer International Publishing Switzerland 2015
W. Qiang et al. (Eds.): CloudCom-Asia 2015, LNCS 9106, pp. 354–366, 2015.
DOI: 10.1007/978-3-319-28430-9 27
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– we give details of how the user conduct complex modeling and analysis accord-
ing to the aggregation result, which is just the global data.

– we investigate the ability of the aggregation algorithm to protect the aggrega-
tion result when facing a collusive attack, which is based on MLE (Maximum
Likelihood Estimate) and can be formulated as a constrained optimization
problem.

The rest of the paper is organized as follows. Most relevant researches are
presented in Sect. 2. In Sect. 3, we introduce some preliminaries about linear
regression and network model. In Sect. 4, we propose our data aggregation algo-
rithm. In Sect. 5, we present how to conduct modeling and some complex regres-
sion analyses. Details on attack analysis are presented in Sect. 6. The paper is
concluded in Sect. 7.

2 Related Work

In this section, we summarize the most relevant existing researches. [2] presents
the first provably secure sensor network data aggregation protocol, which can
prevent a portion of the sensor nodes controlled by an adversary from skewing
the final aggregate result. [10] epitomizes the privacy preserving issue in WSN. It
discusses two main categories of privacy-preserving, data-oriented and context-
oriented. It also reviews some existing techniques for privacy-preserving data
aggregation. [7] presents the algorithm CPDA and SMART to preserve the pri-
vacy of each sensor. CPDA adopts adding random numbers to the raw data, and
SMART divides the raw data into slices and then sends the slices to different
nodes. [6] proposes a series of compromise-resilient schemes, which is built on
the preloaded secret in the sensors. A sensor report the sum of the original data
and the secret shared with the sink node.

[13] PriSense focuses on people-centric urban sensing systems. It shares the
similar idea with [7], but differs in the application scenario. It presents three
cover-selection schemes to cope with the dynamic nature of urban sensing sys-
tems. iPDA [8] utilizes node-disjoint aggregation trees to verify the integrity of
the aggregation results, and data privacy is achieved through data slicing and
assembling techniques. In iPDA, the data integrity-protection and data privacy-
preservation mechanisms work synergistically. [12] considers two cases, vertically
and horizontally partitioned data. When the global data is vertically partitioned,
in order to compute the global regression model without revealing the private
data, the author develops an iteration strategy based on Powell’s algorithm [11]
to minimize the norm of residual error. [5] studies some multivariate statistical
analysis methods in secure 2-party computation (S2C) framework, and develops
a set of basic protocols for conducting matrix product and matrix inverse, which
can be used for secure linear regression and classification. But both of them
[5,12] require nodes with strong computation ability, and bring about heavy
communication load, which is not suitable for sensor network scenarios.

[1] proposes a technique to collect some features of private data and construct
the regression model of an node while protecting its privacy, and it studies the
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reconstruction of privacy data. But it doesn’t investigate its application in sensor
network where are lots of nodes. [14] proposes an aggregation algorithm to fuse
the necessary data for regression modeling and model fitting, which can be used
in the sensor network. As it requires the cluster to have a big size, which results
in a high-dimension problem it couldn’t deal with. Our method can deal with the
high-dimension problem by building an aggregation tree and dividing the data
into segments. Furthermore, we can conduct some complex regression analyses
besides regression modeling and model fitting. We also study the reconstruction
issue of the aggregation result.

3 Problem Formulation and Network Model

Linear regression is widely used in many fields. We assume that there is linear
correlation relationship between some explanatory variables x1, x2, · · · , xp−1 and
the response variable y. That is to say:

y = β0 + β1x1 + β2x2 + . . . + βp−1xp−1 = xβ

After we obtain m records, we have,

Y = Xβ

where

X =

⎡

⎢
⎢
⎢
⎣

1 x11 . . . x1,p−1

1 x21 . . . x2,p−1

...
...

. . .
...

1 xm,1 . . . xm,p−1

⎤

⎥
⎥
⎥
⎦

,Y =

⎡

⎢
⎢
⎢
⎣

y1

y2

...
ym

⎤

⎥
⎥
⎥
⎦

The least squared estimator(LSE) β̂ of the regression coefficient β and the
unexplained variation SSE are respectively

β̂ = (XTX)−1XTY (1)

SSE = (Xβ̂ − Y)T (Xβ̂ − Y) (2)

We assume that the sensor network consists of a user and n sensor nodes. In
order to reduce communication cost and achieve the goal of privacy-preserving,
we build a tree structure rooted at the user to implement the data aggregat-
ing algorithm, which is called aggregation tree. We can adopt EADAT [4] to
build the aggregation tree. Each non-leaf node aggregates its own data with the
data transmitted from all its children nodes and then it transmits the aggre-
gated result to its parent. Note that nodes sharing the same parent consist of a
community. Such an aggregation tree is shown in Fig. 1.

Each sensor node can get some local data related with its own state. The
user wants to obtain the global data to construct linear regression model.
We call the model derived from the global data global model. Let X(i),Y(i)

denote the local data of node V (i), i = 1, 2, · · · , n. Then the global data is
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Fig. 1. Aggregation tree

X(glb) =

⎡

⎢
⎢
⎣

X(1)

X(2)

· · ·
X(n)

⎤

⎥
⎥
⎦ ,Y(glb) =

⎡

⎢
⎢
⎣

Y(1)

Y(2)

· · ·
Y(n)

⎤

⎥
⎥
⎦

The regression coefficient of the global model is

β̂glb = ((X(glb))TX(glb))−1(X(glb))TY(glb)

In order to protect the privacy of each node, the user can not obtain X(glb),
Y(glb), but the user still wants to get the regression coefficient of the global
model and conduct analysis on the global model.

4 Data Aggregation Algorithm

Based on PDA [7], we propose a data aggregation algorithm below. We minimize
the traffic in the network and try our best to avoid transmitting redundant data.
We only transmit the indispensable data for coefficient estimation of the global
model.

Step 1: Generating feature data
Each node V (i), collects local data consisting of n(i) records according to its
local state, and constructs its own matrix X(i),Y(i). Then each of them computes
XTX(i) = (X(i))TX(i),XTY(i) = (X(i))TY(i). Note that XTX(i) is symmetric,
so we only need to transmit the upper triangular of it, which is different from
[14]. Then V (i) generates its feature data S(i). Here S(i) is a p2+3p+2

2 -dimensional
vector, and each component of S(i) is initialized as follows respectively.

XTX(i)
11 ,XTX(i)

12 , · · · ,XTX(i)
1,p,XTX(i)

22 ,XTX(i)
23 , · · · ,

XTX(t)
2,p,XTX(i)

33 , · · · ,XTX(i)
3,p, · · · ,XTX(i)

p,p,XTY(i)
1 ,

XTY(i)
2 , · · · ,XTY(i)

p ,
n(i)
∑

k=1

(y(i)
k )2
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The subscript (.)ij represents the element located at the i − th row and j − th
column of the matrix.

Step 2: Aggregating data in each community
This step will be initiated by all of the leaf-communities consisting of the leaf
nodes of the tree. Now we assume a leaf-community B consists of leaf nodes
{V (1), V (2), · · · , V (K)}. Each node has got K different random positive numbers
ρ1, ρ2, . . . , ρK from its parent node V (p). We adopt segmentation method to
deal with the high dimension problem, which occurs when p2+3p+2

2 > K and
encountered by [14]. Segmentation enables aggregation can be done on a small
scale of community’size, which is helpful for the energy saving in WSNs and
the random numbers ρi can be reused repeatedly. First, M -dimensional vector
f (i)(j), i, j = 1, 2, · · · ,K is computed by node V (i), and every component is
initialized as follows.

⎧
⎪⎪⎪⎪⎪⎪⎨

⎪⎪⎪⎪⎪⎪⎩

f (i)1 (j) =
∑K

l=1 S
(i)
l ρl−1

j

f (i)2 (j) =
∑2K

l=K+1 S
(i)
l ρl−K−1

j

· · · , · · · , · · · ,

f (i)M (j) =
∑MK

l=q S(i)
l ρl−q

j ,

j = 1, 2, · · · ,K

(3)

where M = �(p2+3p+2)/2K�, q = (M −1)K+1. When l > P = (p2+3p+2)/2,
we let S

(i)
l = r

(i)
l−P , where r

(i)
1 , r

(i)
2 , · · · are random numbers generated by the

node V (i).
Afterwards, node V (i) sends f (i)(j) to node V (j), and it keeps f (i)(i) for itself.

After node V (j) get all the values f (i)(j), i = 1, 2, · · · ,K, it computes F(j);

F(j) =

K∑

i=1

f (i)(j) (4)

Node V (j) sends F(j) to its parent. Then the parent node solves the following
M equations.

⎡

⎢
⎢
⎢
⎣

1 ρ1 . . . ρK−1
1

1 ρ2 . . . ρK−1
2

...
...

. . .
...

1 ρK . . . ρK−1
K

⎤

⎥
⎥
⎥
⎦
Zt =

⎡

⎢
⎢
⎢
⎢
⎣

F
(1)
t

F
(2)
t

...

F
(K)
t

⎤

⎥
⎥
⎥
⎥
⎦

t = 1, · · · , M (5)

and let Z =
[
ZT

1 ZT
2 · · · ZT

M

]
. Each node divides its feature data into

M segments. Then each segment will be perturbed by some random numbers
according to Eq. (3) and get a perturbed vector f (i)(j). After each pair of nodes
has exchanged their perturbed vector, each of them adds up all its received per-
turbed vectors and sends the sum F(j) to the parent. The parent solves M similar
equation systems, and each of them corresponds to one segmentation. In other
words, the solution of t− th equation system is just the sum of each node’s t− th
segmentation. That is
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Zt =
[∑K

i=1 S
(i)

(t−1)K+1

∑K
i=1 S

(i)

(t−1)K+2 · · ·
∑K

i=1 S
(i)
tK

]T

The parent V (p) assembles the solutions to Z and extracts the anterior (p2 +
3p + 2)/2 components to form S(children), let S(p) = S(p) + S(children). Now
the leaf-community B has completed the aggregation procedure and the parent
has got the aggregation result of this community. All other leaf-communities
also conduct the same procedure simultaneously. When all the leaf-communities
have completed this step, the same procedure will be initiated again by the
communities consisting of these parents, until the root-community, whose parent
node is the root, has also completed this procedure.

Step 3: Reassembling data at the user side
When the root-community has completed the aggregation, let S denotes the
aggregation result obtained by the user. The user declares some variables, a
matrix Ap×p, a vector bp×1, one float variable T . They are initialized as follows:

⎧
⎪⎪⎪⎪⎨

⎪⎪⎪⎪⎩

Akl = S(2p−k+2)(k−1)/2+l−k+1

Alk = Akl,
(k = 1, 2, . . . , p, l = k, · · · , p),
bk = Sp(p+1)/2+k, (k = 1, 2, . . . , p)
T = S(p2+3p+2)/2

(6)

5 Privacy-Preserving Regression Analysis

The user can conduct some analysis only according to A,b, T . [14] points out
that the user can conduct coefficient estimation, error computation and variable
significance test, etc. Besides these, we will show that some complex analyses
such as stepwise regression and multicollinearity detection can be conducted as
well. According to Eq. (6), we can get following conclusions.

A =
n∑

i=1

(X(i))TX(i) = (Xglb)TXglb (7)

b =
n∑

i=1

(X(i))TY(i) = (Xglb)TYglb (8)

T =
n∑

i=1

n(i)
∑

k=1

(
y
(i)
k

)2

= (Yglb)TYglb (9)

β̂glb = A−1b (10)

Pay attention that glb indicates that the statistic is related to the global model.
We expect that our regression model can describe the phenomenon accu-

rately and inexpensively. We want to build the regression model with the opti-
mal subset of complete explanatory variables rather than all of them. What’s
more important is that we want to reduce the error resulting from overfitting.
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Assuming XV = {xj1 , xj2 , . . . , xjk} is a subset, we define the complete explana-
tory variable set as: Xall = {x1, x2, . . . , xp−1}. We apply a screening policy to
find the optimal subset and avoid huge computation cost. Stepwise regression is
a widely-used iterative method among these screening policies. At each step of
the stepwise regression algorithm, we add a new variable into the old variable
subset (denoted by old) or delete a variable from the old variable subset. Then
we’ll get a new variable subset(denoted by new). We conduct a test to decide
which variable should be added or deleted. Suppose the candidate variable which
should be added or deleted is xk, we define:

Fk =
SSEold − SSEnew

SSEnew

/
(n − |old| − 2)

(11)

SSEold is the unexplained variation of the model built with the old variable set.
|old| represents the number of variables in the old variable set. At each step of
the stepwise regression, we can decide whether add or delete a variable according
to this statistic value. In the following, we will illustrate that user can compute
this statistic only according to A,b, T . We also point out that we can get all the
models built with arbitrary variable subset without more information.

Definition 1. Let V = {i1, i2, . . . , ip}, U = {j1, j2, . . . , jq}. The operator
∇V ×U (A) represents all the elements of matrix A located at i1 − th row, i2 − th
row, . . ., ip − th row, and j1 − th col, j2 − th, . . . , jq − th column. They form
a new matrix in their original order. Operator ∇V (b) represents a new vector
formed by the i1 − th, i2 − th, . . . , ip − th components of vector b in their original
order.

Theorem 1. For ∀k, 0 ≤ k ≤ p − 1, arbitrary V = {j1, j2, . . . , jk} ⊆ {1, 2, , p −
1}. If we construct the regression model with the subset XV = {xj1 , xj2 , . . . , xjk}
⊆ {x1, x2, . . . , xp−1}. Let V0 = {1, j1 + 1, j2 + 1, . . . , jk + 1}. Then the LSE of
the coefficient of the model is:

β̂glb
XV

= (∇V0×V0(A))−1∇V0(b)

Proof: In the following procedure, the auxiliary mark all represents all the rows
or columns.

(∇all×V0(X
glb))T∇all×V0(X

glb)

=
[
(∇all×V0(X

(1)))T . . . (∇all×V0(X
(n)))T

]

⎡

⎢
⎣

∇all×V0(X
(1))

...
∇all×V0(X

(n))

⎤

⎥
⎦

=
n∑

i=1

(∇all×V0(X
(i)))T∇all×V0(X

(i))
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=
n∑

i=1

⎡

⎢
⎢
⎣

∑n(i)

k=1 X
(i)
k,1X

(i)
k,1 . . .

∑n(i)

k=1 X
(i)
k,1X

(i)
k,jk+1

...
. . .

...
∑n(i)

k=1 X
(i)
k,jk+1X

(i)
k,1 . . .

∑n(i)

k=1 X
(i)
k,jk+1X

(i)
k,jk+1

⎤

⎥
⎥
⎦

=
n∑

i=1

∇V0×V0((X
(i))TX(i))

= ∇V0×V0

(
n∑

i=1

((X(i))TX(i))

)

= ∇V0×V0(A)

(12)

And we have,
(∇all×V0(X

glb))TYglb

= ∇V0

(
n∑

i=1

((X(i))TY(i))

)

= ∇V0(b)

(13)

If we construct the model with the subset XV , the LSE of the coefficient is
computed as follows:

β̂glb
XV

=
(
(∇all×V0(X

glb))T∇all×V0(X
glb)

)−1
(∇all×V0(X

glb))T∇all(Yglb)

= (∇V0×V0(A))−1∇V0(b)
(14)

We can get Theorem 1 similarly. Due to space limitation, we omit the details.

Theorem 1. If we construct the model with the subset XV = {xj1 , xj2 , . . . , xjk}
⊆ {x1, x2, . . . , xp−1}. Let V0 = {1, j1 + 1, j2 + 1, . . . , jk + 1}. the unexplained
variation is

SSEglb
XV

= T − (∇V0(b))T (∇V0×V0(A))−1∇V0(b)

Note SSEglb
∅ = T − b2

1/A11 =
∑n

i=1

∑n(i)

k=1

(
y
(i)
k − yglb

)2

. With the help of
Theorem 1, we can conduct stepwise regression. At each step we can compute
Fk and the detailed procedure is listed in Algorithm 1.

6 Attack Analysis

Each node in the sensor network may be curious about the privacy of other nodes
or have been breached so that the attacker can threaten other’s privacy. For
example, in the people-centric urban sensing system, each sensor (such as smart
phone) can record the data transmitted to it and has the ability to derive some
information about the privacy of other nodes. In our aggregation algorithm, node
V (i) sends its perturbed vector f (i)(j) to its brother node V (j), which implicates
some formation of its feature data S(i). Then its brother nodes may have the
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Algorithm 1. The algorithm for privacy-preserving stepwise regression
Require:

A,b, T, αE , αD;
Ensure:
1: old = ∅;complete = {x1, x2, · · · , xp−1}, n = A11

2: for each xk ∈ complete − old do
3: new = old

⋃
{xk};

4: compute Fk according to Eqn.(11) and theorem 1;
5: end for
6: let k0 = arg maxk{Fk};
7: p = P (F (1, n − |old| − 2) ≥ Fk0);
8: if p ≥ αE then
9: return old ;

10: else
11: old = old

⋃
{xk0};

12: end if
13: for each xk ∈ old do
14: new = old − {xk};
15: compute Fk according to Eqn.(11) and theorem 1;
16: end for
17: let k0 = arg mink{Fk};
18: p = P (F (1, n − |old| − 1) ≥ Fk0);
19: if p ≥ αD then
20: old = old − xk0 ;
21: end if
22: goto 2;

ability to derive S(i) in some way. Since S(i) is the feature data of node V (i)’s
private data, it is possible for brother nodes to derive the privacy of node V (i).
On the other hand, the parent of a community can get the aggregation result of
the community, and then it may try to deduce the privacy of its children nodes.
So we have to investigate the ability of the aggregation algorithm to preserve
the privacy of nodes.

After the aggregation algorithm performed, the parent node gets the aggre-
gation result of the community. If the parent node adopts maximize likelihood
estimation to reconstruct the private data of their children nodes, it has to
solve an optimal problem subject to non-linear equalities, which is very difficult
to solve and will bring about huge computation load. For example, if the user
wants to reconstruct the original data of all the sensor nodes, it has to solve an
optimal problem which is non-convex and has

∑n
i=1 n(i)p optimal variables. The

parent also has to face a difficult permutation problem. Details about this point
have been discussed in [1]. We should remember that, except the leaf nodes, all
the other nodes will aggregate their own private data with the data of all their
children nodes, which will bring about more difficulties to reconstruct. So we
can conclude that the privacy of each node is very difficult to be disclosed to its
parent when we adopt the aggregation algorithm.
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In the following, we demonstrate that the aggregation result of a community
won’t be disclosed to its children nodes. Suppose there is a community composed
of node {V (1), V (2), · · · , V (c)}, and node {V (1), V (1), · · · , V (N)} collide with each
other to deduce the aggregation result of the node {V (N+1), V (N+2), · · · , V (c)}.
If they succeed, then the aggregation result of this community is disclosed to
them. If they adopt the maximize likelihood estimation to deduce the aggregation
result, the problem can be formulated as follows:

min

|S|∑

k=1

(
c∑

i=N+1

S(i)
k − MLSk

)2

where MLSk is the maximum likelihood value of the random variable∑c
i=N+1 S

(i)
k . According to our aggregation algorithm, the collusive nodes can

get the following equalities:
⎧
⎪⎪⎪⎪⎨

⎪⎪⎪⎪⎩

f
(N+1)
1 (t) =

∑c
l=1 S

(N+1)
l ρl−1

t

f
(N+1)
2 (t) =

∑2c
l=c+1 S

(N+1)
l ρl−c−1

t

· · · , · · · , · · · ,

f
(N+1)
M (t) =

∑Mc
l=(M−1)c+1 S

(N+1)
l ρ

l−(M−1)c−1
t

· · · , · · · , · · ·
t = 1, 2, · · · , N ;

The equalities above are about each node’s feature data. If we want to get the
aggregation result of them, we need to merge these equalities. Let

∑c
i=N+1 S

(i)
k =

S
′
k, and we can get:

min
∑|S′|

k=1

(
S

′
k − MLS

′
k

)2

⎧
⎪⎪⎪⎪⎨

⎪⎪⎪⎪⎩

∑c
l=1 S

′
lρ

l−1
t =

∑c
i=N+1 f

(i)
1 (t)

∑2c
l=c+1 S

′
lρ

l−c−1
t =

∑c
i=N+1 f

(i)
2 (t)

· · · , · · · , · · · ,
∑Mc

l=(M−1)c+1 S
′
lρ

l−(M−1)c−1
t =

∑c
i=N+1 f

(i)
M (t)

t = 1, 2, · · · , N ;

(15)

It is an optimization problem only subjects to linear equality constraint, the
attacker can adopt Lagrange multiplier method to solve it. The Hesse matrix of
this problem is 2E, which means that it is positive definite. In addition it is a
convex optimization problem, so the solution is just the global minimum value.
Then we get a linear equation system. The matrix formulation of this equation
system is displayed in the following.

[
2E VT

V 0

] [
S

′

λ

]

=
[

2MLS
′

F
′

]

(16)
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where

V =

⎡

⎢
⎢
⎢
⎣

E11V1 E12V1 · · · E1MV1

E11V2 E12V2 · · · E1MV2

· · · · · · . . . · · ·
E11VN E12VN · · · E1MVN

⎤

⎥
⎥
⎥
⎦

,MLS
′
=

⎡

⎢
⎢
⎣

MLS
′
1

MLS
′
2

· · ·
MLS

′
|S|

⎤

⎥
⎥
⎦ ,

F
′
=

⎡

⎢
⎢
⎢
⎢
⎢
⎢
⎢
⎢
⎢
⎣

∑c
i=N+1 f

(i)
1 (1)

...
∑c

i=N+1 f
(i)
M (1)

∑c
i=N+1 f

(i)
1 (2)

...
∑c

i=N+1 f
(i)
M (N)

⎤

⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎦

,Vi =

⎡

⎢
⎢
⎢
⎢
⎢
⎣

1 ρi ρ2i · · · ρc−1
i

0 0 0 · · · 0
0 0 0 · · · 0

· · · · · · · · · . . . · · ·
0 0 0 · · · 0

⎤

⎥
⎥
⎥
⎥
⎥
⎦

,

Eij is an elementary transformation, which swaps the i − th row and j − th
row of the unit matrix. After getting the solution of above problem, the collusive
nodes add the solutions and the feature data of themselves to get the estimated
aggregation result of the whole community.

S(eglb) =
N∑

i=1

S(i) + S
′

In order to measure the difference between the estimated aggregation result
and the real one, we suppose that these malicious nodes will construct the esti-
mated model with S(eglb) according to Eqs. (6) and (10). Then we compare the
estimated model with the real model derived from the real aggregation result
based on SSE.

We conduct the experiment on the data set housing [9], which concerns the
task of predicting housing values in the area of Boston. It has 13 explanatory
variables, so the length of the feature data is 120. We build the aggregation
tree with height 2 and 8 leaf nodes, where the user is the root, so M = 15.
We subsample from housing [9] and get a new data set with 500 records. We
divide the new data set into training and test set. We use the product of mean
of all the collusive nodes’ feature data and c − N as the MLS. In fact in many
cases, the equation system (16) has a very large condition number resulting in
an inaccurate solution, so we adopt QR decomposition to solve it.

Figure 2 shows the fitness level of estimated model and the real one on the
training set when there is only one macilious node. The fitness error of the real
model is 8922.1, while that of the estimated model is 1713316.4.

With the number of malicious nodes increasing, the estimated model gets
close to the real model. After we carry out the attack 7 times, we get Fig. 3. We
can find that the more the collusive nodes, the closer the estimated model get
to the real one. Because the feature data is perturbed by random number, we
can find some fluctuation between 7 curves. When there are 7 collusive nodes,
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Fig. 2. Fitness level under single mali-
cious node

Fig. 3. Convergence of the fitness SSE
under multiple malicious node

we find the mean of the 7 estimated models’ SSE is 43668, which is 5 times as
the real one.

We can find that the estimated model deduced by a single malicious node
or even 7 collusive nodes is quite different from the real one. So we can make
a conclusion that the aggregation algorithm has a strong ability to protect the
aggregation result.

7 Conclusion

To preserve the privacy, we propose a data aggregation algorithm to aggregate
the necessary information for constructing linear regression model in the sensor
network. We point out that the user can conduct some complex analyses without
more information transmitted. Having done theoretical analyses and experiment,
we find that our method can protect the privacy of each node and the aggregation
result of each community very well. With the help of our work, the privacy-
preserving modeling and analyses for linear regression can really come into use.
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Abstract. In the view of data storage security for the existing cloud disk, this
paper presents a terminal transparent encryption storage mechanism which is
irrelevant to existing cloud storage security mechanism. This mechanism can
solve the problem of the user’s trusting in the cloud disk storage fundamentally.
By the method of formatting into N size fixed files, this mechanism of cloud disk
can be seen as a RAW storage device, which stores data into the physical sector.
In Multi-cloud disks mode, a dynamic selection strategy based on partitioning
factor is proposed to promote the efficiency of file storage by uneven parallel
cloudy disk access. To prove the feasibility of data recovery, an interrupt
retransmission mechanism and an encoding redundancy backup mechanism are
put forward, respectively. By utilization of transferring the control of data
security from the cloud storage to the client side, the effective terminal trans-
parent encryption storage mechanism for multi-cloud disks is guaranteed, which
not only solves the problem of the user’s trusting in the cloud disk storage
fundamentally and concerns of the cloud storage operator reliability but also
enhances the security and reliability of the file storage and improves the file
access rate as well as storage rate of document transparent encryption.

Keywords: Cloud disk � Transparent encryption � Control � Security �
Redundancy backup

1 Introduction

With the constantly advancing cloud computing technology [1–3], cloud storage [4] is
becoming a new storing way applied deeply in every aspect of daily life. Currently,
there are numerous cloud storage platforms over the world [5].The relatively prominent
representatives overseas are Simple Storage Service (S3), Nirvanix, and so forth, which
can provide a lot of low-cost file storage service; domestic prominent representatives
are Baidu Cloud disk, Kingsoft Disk, Sina Plate, Nuts Clouds, Cool Disk, and 360
Cloud. Cloud disk is the product of the continuous information technology develop-
ment, and more users choose it to store privacy data (address book, photos, etc.); it can
provide users with real-time data storing, reading, and other services via the Internet,
which is the next-generation network storage service platform with mobility, flexibility,
and on-demand functions; it can effectively control the cost of inputs and meet the
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diverse needs of business users continuously, and it is more flexible and convenient
compared with traditional physical media; users can easily obtain the required data
from it via the Internet without carrying data storing physical medium [3].

According to survey, the most important feature of cloud disk data storage is the
following: all users’ data is stored in the storage service provider of cloud disk; security
and reliability of stored data are ensured by the storage service providers of cloud disk
[6, 7]; thus, security risks of stored data are coming up; users lose the absolute control
over their own data and only can rely on the secure storage mechanisms provided by
the storage service providers of cloud disk to ensure the security of stored data [8], but
users’ harbor doubts about the security capabilities of them which will impede the shift
of data and business to the cloud storage service platforms and security issues of data
storage are the biggest obstacle in promotion and application of cloud storage disk [9].
Users’ trust problem to cloud disk storage service providers cannot be solved ultimately
relying only on moral constraints or management rules [10], it must be addressed on
technology; that is, users must take control of the stored data.

For the above security problems in cloud storage disk, the literature [11] proposes
encryption tools to solve the integrity and consistency issues of users’ data and studies
data recoverability mechanism; but it cannot fundamentally solve the security issues of
users’ data with poor ease. Literature [12] proposes data security storage system model
and strategy for cloud storage in which way the control right of data is put entirely to
user terminal; data is completely disrupted in user terminal before storage by using
symmetric encryption technology and nonstandard coding techniques of firmware or
hardware to ensure that the stored data cannot be cracked by unauthorized users, so as
to ensure security and effectiveness of the stored data, but it does not analyse the
efficiency of reading data and the reliability of users’ data; however, data encryption
and decryption methods can greatly affect the efficiency of reading data. The encrypted
file system proposed in literature [13–15] can solve the problem of confidentiality of
user’s stored data in a certain extent, but it is only considered about confidentiality, and
it has great limitation in solving the problem of security of data storage. Through a
combination of RAID redundancy ideologies, literature [16] presents a distributed
storage system, using the distributed RAID technology to store data after redundant
management of stored data, which can guarantee the availability of stored data, but it is
mainly designed for the storage mechanism of storage platform, and user terminals do
not participate in the process to protect the reliability of stored data; for users, it is still
incredible and data confidentiality cannot be protected.

Considering the ideas of cloud disk storage security in literatures above, this paper
designs a terminal transparent encryption storage system for Multi-cloud disk
(TTEFMC) independent of disk storage, and the system combines organically virtual
disk technology, transparent encryption and decryption technology, and redundant
backup technology to achieve terminal secure, rapid, transparent encryption and
decryption and effective management of stored data; the control right of data belongs to
user terminal, through the transfer of control of data to reduce user’s excessive reliance
on cloud disk storage service providers, dispelling the user’s security concerns to cloud
disk storage service providers. In the process of system design, this paper research
focuses on storage mapping management system, data block storage mechanism, data
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encryption and decryption mechanism, retransmission mechanism, and coding inter-
ruption redundant backup mechanism.

2 System Design

TTEFMC abstracts each cloud disk applied by users into RAW storage device and
virtualizes each RAW storage device into a local disk and then formats it; the disk
storage space is unified allocated by the virtual file system, and virtual disk partition
tables, file directory, and file allocation table (FAT) will be stored in the USB Key; only
with USB Key, users can obtain the required data; it not only improves the usability of
the system but also further enhances data storage security. Virtual file system receives
system calls from user layer and data access from core layer, and it redirects relevant
data access to remote cloud services provider in accordance with certain mapping
relationship; the terminal is the leading role in TTEFMC, through a series of terminal
security operations, and users will have absolute control of the stored data. Users
complete the file blocks transparent encryption and decryption storage through the
operation of the virtual disk file; users’ data is stored in remote cloud disk rather than the
local computer, but it feels like operating the user’s local computer disk and does not
change the user’s operating habits [17]. Figure 1 is a diagram for the overall design of
TTEFMC, in solving the existing problems of cloud disk data storage security, this
system improves the security of data and efficiency offile reading through storing users’
file blocks into each cloud disk applied by users; it also utilizes the interrupt retrans-
mission mechanism and encoding redundancy backup mechanism to improve the
availability of data; that is, when a cloud disk breaks down or loses data, the system can
still restore the required files by other cloud disk data. Multi-cloud disks block storage
for users’ files not only improves the efficiency of file access but also shares effectively

Fig. 1. Design of the system
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the security risks of the single cloud disk data storage, and it also enhances the reliability
of data storage and significantly improves the performance of the system.

2.1 Storage Mapping Management Mechanism

In TTEFMC, virtual storage mapping principle of the virtual file system is particularly
important, the size of the virtual disks is not directly related to the size of cloud disk,
and users can create virtual disks according to appropriate virtual disk. Storage map-
ping management mechanism is responsible for managing the mappings between the
data blocks corresponding to the files, file attributes, access control information, the
size of stored files, and so on; it mainly includes the mapping of files to the virtual
sectors and the virtual sectors to each cloud disk; virtual storage of files is achieved by
creating the virtual disk partition tables, file directory, and file allocation table
(FAT) through storage mapping management mechanism. The design of storage
mapping management mechanism of this system is based on the file management
mechanism of the FAT file system. Figure 2(a) shows the file management mechanism
of the FAT file system. Compared with the FAT file system, Fig. 2(b) shows the
storage mapping management mechanism of the virtual file system; it adds the con-
version table, from logical block to the file block (LFB), between FCB and FAT table;
it achieves the storage mapping of the virtual sectors to each cloud disk by LFB table
and virtual storage of users’ files by utilizing 3-level mapping management mechanism.

Fig. 2. (a) Management mechanism of FAT file system; (b) Storage mapping management
mechanisms of the virtual file system
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In the process of virtual storage, the structure of the virtual sector addresses the sum
of the corresponding volume number and the offset address of the data block. As the
virtual sector can be mapped to any cloud disk by the network without any impact by
geographical location, volume mapping table and the block mapping table are required
to implement virtual mapping. The specific virtual mapping process is shown in Fig. 3.
The virtual file system divides each file into a plurality of data blocks, which stores the
data block corresponding to each file on each cloud disk. Each file has a directory entry
in the file directory that the corresponding directory entry and index node of this file can
be found by searching the directory and then the actual physical location of the storage
file is found. Throughout the system, the files are stored in accordance with a uniform
manner. Since virtual file system only communicates with the virtual disk, the associ-
ation of the file with the virtual sector and the virtual sector with the cloud disk is
completely transparent for the file system. Therefore, it is conducive to the management
and utilization of the stored data and provides very good protection for the stored data.

2.2 Data Block Storage Mechanism

The main idea of the data block storage is dynamically to divide the storage file into a
plurality of data blocks with the same size according to the file size in order to store
every data block to each cloud disk applied by users and improve the upload and
download rate of data by parallel transmission [18]. Also storing the data block to each
cloud disk can improve the security of the stored files.

A Dynamic Selection Strategy Based on Partitioning Factor. In the ideal state,
while storing a user file, the first data block can be encrypted and transferred to the first
cloud disk, the second data block to the second cloud disk, …, and the Nth data block
to the Nth cloud disk. When a user accesses the data stored in the cloud disk, the system
will use parallel reading mode and the client terminal will start multiple threads;
namely, users can simultaneously read the data from the cloud disk 1–N. Thus, the data
access rate from the cloud disk has been raised N–1 times.

Fig. 3. Virtual storage mapping process
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In practice, the file size must be considered while storing the data block since the
systems establish communication links with multiple cloud disks when multiple cloud
disks simultaneously upload or download a smaller file, which will bring extra con-
nection overhead. As a result, the file uploaded or downloaded speed is not necessarily
faster than that of a single cloud disk. Meanwhile, the load state of the multiple cloud
disks in the system must be considered, as some disks may store relatively more data;
namely, they are in an overload state while some cloud disks may store less data, which
causes the storage resource utilization rate of the whole system to be out of balance.

Storage space can be effectively used with the utilization of fixed-size partition
strategy, but it is likely to cause one data block to differ greatly from others, and the
unevenness of data blocks will affect the overall performance of the system. Above the
analysis of the partition strategy explains that users’ block size is not the same for
different file types when storing data in blocks. Therefore, all the divided blocks with
the same size certainly are unable to meet the requirements of various file types, which
will greatly restrict the file transfer efficiency and seriously affect the quality
enhancement of the storage services by cloud disk. A reasonable data partition strategy
can effectively improve the utilization of cloud disk storage space, as well as the speed
of data read-write, which will greatly impact the performance of the system. For the
analysis above, this paper proposes a dynamic selection strategy based on partitioning
factor, and the basic idea is as follows: in accordance with the number of cloud disks
and file sizes, the storage file dynamically is equally partitioned, while, for small files
below a threshold, there is no partitioning. While the huge size file must be partitioned
in order to achieve better transmission efficiency, and for the files to be partitioned, the
partition granularity should be as large as possible, then the data blocks are uniformly
stored to each cloud disk. Thus, it can take full advantage of the storage space of each
cloud disk while reducing the amount of file metadata. If the partition is unreasonable,
the download efficiency may be very low, sometimes even lower than that of down-
loading data from a single cloud disk.

When multiple cloud disks are storing the file File, the original File needs to be
divided into a plurality of data blocks; then the specific methods of data partitioning are
as follows.

First, make the following assumptions.

(i) The file size is S.
(ii) Divide the file into n blocks and n 2 N þ .
(iii) The cloud disk number is N and N[ 1.
(iv) The data blocks, respectively, are file1; file2; file3; . . .; filen.
(v) The data block size is Lj; namely, the partition threshold Zi of the partition

factor f ¼ Z0; Z1; Z2; Z3; . . .. . .; Zp
� �

, where j 2 1; 2; 3; . . .. . .; nf g, i 2 0; 1; 2;f
3; . . .. . .; pg, Zi 2 N þ , and Z0\Z1\Z2\Z3. . .. . .\Zp.

The starting and ending position of the data blocks file1; file2; file3; . . .; filen in the
original file are, respectively ð0; L1 � 1Þ; ðL1; ðL1 þ L2Þ � 1Þ; ðL1 þ L2; ðL1 þ L2 þ
L3Þ � 1Þ; . . .; ðP

n�1

j¼1
Lj; SÞ. Thus, file1

S
file2

S
file3

S
file4

S
. . .

S
filen ¼ File and the

intersection of any two data blocks from file1; file2; file3; . . .; filen is empty.
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The specific description of dynamic selection strategy based on partitioning is
shown as follows. Define a set of partitioning factor f ¼ Z0; Z1; Z2; Z3; . . .. . .; Zp

� �
to

get the more flexible block size.

(i) When the size of File S� Z0, the file will be stored directly after copying and
backup without partition.

(ii) When the size of File S[ Z0, the system will send the polling message R to each
cloud disk, and the message R contains the utilization rate k of each cloud disk
and their connection status. At the same time, the system will receive the feedback
Q from each cloud disk and obtain the number of cloud disks and the utilization
rate k of each cloud disk through the message Q. Meanwhile, S will orderly
calculate with the threshold value Zi of each block in f to obtain the file block
number q. If S can be divisible by Zi, then q ¼ S/Zi. If not, q ¼ S=Zi½ � þ 1. The
value of S=Zi½ � is less than or equal to the largest integer value of S/Zi.

Case 1. Orderly calculate S with the threshold value Zi of each block in f, and if there
exists q�N, partition the File with the threshold value Zi which meets the
condition that the number of data blocks q is the closest to that of cloud disks
N. When the data size of last data block is not enough to partition, then it is
uniformly filled with “0”, according to the cloud disk utilization rate k to
determine which cloud disks are used to store data, and the smaller k is more
likely to be the selected cloud disk for data storage. At last, the q blocks are
sequentially stored to the selected disk cloud.

Case 2. All the values sequentially calculated S with the threshold value Zi of each
block in f are greater than the number of cloud disks namely q[N, using
the greatest threshold Zp to partition the stored File, and each cloud disk can
store j data blocks, j ¼ S=ðN � ZpÞ½ �.
If the remaining data S� j� ðN � ZpÞ\Z0 store them after copying and
backup without partition. Otherwise, S� j� ðN � ZpÞ[ Z0, S� j� ðN �
ZpÞ will calculate sequentially with threshold value Zi of each block in f to
obtain the number of the remaining data blocks d, and if S� j� ðN � ZpÞ
can be divisible by Zi, then d ¼ ½S� j� ðN � ZpÞ�=Zi. If not, then
d ¼ ½ðS� j� ðN � ZpÞÞ=Zi� þ 1. Therefore, the remaining data blocks will
be allocated and stored to each cloud disk in accordance with the method
above in Case 1.

For large files, utilizing the data partitioning strategy and the parallel data trans-
mission will greatly reduce the transfer time and take full advantage of the storage
space and service of each cloud disk, so as to provide satisfactory services to users. The
dynamic selection strategy based on partitioning factor takes into full account the
utilization of cloud disk storage space, while also considering the amount of metadata
and the network latency. Dynamic data partitioning can take full advantage of cloud
disk storage space and effectively reduce the number of TCP connections by reducing
the amount of metadata. Through dynamic data partition strategy, the storage file is
partitioned into multiple data blocks and dispersedly stored to different disks, which is
beneficial to parallel access to user’s data and greatly improves the read-write
efficiency.
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Data Access Efficiency Analysis. Storing user’s data blocks to each cloud disk by
utilizing dynamic selection strategy based on partitioning factor can effectively
improve the efficiency of files access. Next, the data access efficiency will be analyzed
in detail. Parameters involved in analysis procedure of data access efficiency are shown
in Table 1.

The total time required for storing users’ files to a single disk is

T ¼ TQ þ TC þ S
B

ð1Þ

In case 1, the total time required for block transmitting files is

T1 ¼ TQ þ TC þ Li
B

ð2Þ

Further, T1 � T ¼ ðLi=BÞ � ðS=BÞ\0:
In case 2, the total time required for block transmitting files is

T2 ¼ TQ þ 2TC þ ZP
B

� jþ Li
B
; j ¼ S

N � Zp

� �
ð3Þ

Further,
T2 � T ¼ TCþðZp=BÞ � jþðLi=BÞ � ðS=BÞ ¼ TCþðZp� jþ Li� SÞ=B. Consider

ZP � jþ Li � S
B

\0 ð4Þ

In the partitioning transfer process of large files, the time of establishing the
communication links between clients and cloud disks will be far less than that of file
transmission; thus, TC\\ðS� Zp� j� LiÞ=B, namely, T2 � T\0.

In case 1 and 2, the total time required for block transmitting files is less than that
for storing users’ files to a single disk, so utilizing the reasonable data partitioning
strategy can effectively improve the efficiency of file access.

Table 1. Parameter description.

Parameters Description

TQ Time for client sending a request transmission
TC Time for client connecting to the cloud disks
S Storage file size
Zp Maximum of data blocks
Li Size of data blocks
B Network bandwidth of file transfer process
N Number of cloud disks
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2.3 Data Encryption and Decryption Mechanism

The operation of data encryption and decryption mainly prevents the information from
leaking out by unauthorized users after encryption and decryption of the block data.
Data encryption and decryption mechanism is as follows. After intercepting the IRP
request of writing data to cloud disk, the filter driver will compare the user privilege for
the current session with the access control privilege of the awaiting file, to determine
the session user’s subsequent action. If they are consistent, call a corresponding
encryption algorithm to encrypt plaintext in IRP and finally store the encrypted data in
cloud disk via network. When IRP request is reading data from cloud disk, after
authority comparison the filter driver will call a corresponding decryption algorithm to
decrypt the received ciphertext and then write the plaintext into IRP data segment and
return to the application, which implements the encryption and decryption to the stored
data [19].

Data encryption and decryption operate in the kernel mode, which is embedded
with encryption algorithm, through intercepting, filtering IRP_MJ_WRITE and
IRP_MJ_READ, and other related routines to complete data encryption and decryption
[20]. Among them, the data encryption is completed in the IRP_MJ_WRITE routine of
the filter driver, and the decryption is operated in IRP_MJ_READ routine. Attached to
the volume device object (VDO), the filter driver can filter all IRP and fast I/O calls for
this volume, such as creating, opening, reading, and writing requests. The operation
mechanism of data encryption and decryption is shown in Fig. 4, and the main course
consists of two parts: the user space part and the kernel space part. The user space part
is primarily responsible for transmitting control commands to the kernel space and
appointing the encryption rules based on user’s needs, such as the protection of file
directory and file type, while it controls start and stop of the data encryption and
decryption module. When application-layer control module sends the requests of data
operation, the system call will notify the I/O manager to transfer the operation requests
into IRP which can be identified by the kernel driver and sent to the data encryption
and decryption module. After reading the encryption rules, it will judge the operation to
determine whether the current request should be processed by the filter driver, and then
it will process encryption and decryption according to the request type. Data encryption
and decryption module is mainly responsible for storing transparent encryption and
decryption of data. Key management module is mainly responsible for the access of
key information, and the system uses a mobile device (USB Key, etc.) to store keys to
ensure security and effectivity of the key information.

Files can be encrypted and decrypted automatically through the data encryption and
decryption module, and they are stored in each cloud disk in the form of ciphertext and
delivered to users in the form of plaintext while they are being used, but the plaintext of
files is presented to users temporarily. In cloud disk, the actual storage format of the
files remains ciphertext. Protected files through user’s processing are encrypted and
decrypted automatically without user controlling, and the encryption and decryption are
completely transparent for user without feeling the conversion between ciphertext and
plaintext.
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2.4 System Reliability Design

Interruption Retransmission Mechanism. Data block is stored in each cloud disk,
and the system will simultaneously open multiple threads to improve the efficiency of
reading files. Each thread establishes communication link with cloud disk, when the
client is reading a file, multithreads will receive the data block of files at the same time.
But during the data transmission, the data transfer may be interrupted due to power
outages, leaving off the network and other unforeseen circumstances. Then, the data
interruption retransmission mechanism will be demanded. The stored data in system is
“atomic”, and the successfully transmitted data is stored in the receiver and the
remaining data is stored in the sender. There is an interruption in the last receiving of
the nth block by receiver, and then the receiver will receive n – 1 data blocks in default
and the nth data block will be discarded. Every time receiving a data block, the receiver
will send a confirmation message to the sender, and it is assumed that the data blocks
which the sender has transmitted are file ¼ file1þ file2þ filenþ � � � þ filen. Then,
sender will retransmit data blocks from filen, and the receiver will receive and store
data blocks from filen again.

Code Redundancy Backup Mechanism. Data code redundancy backup refers to the
fact that the raw data is divided into N parts, through the code redundancy, and the
equal N data blocks, respectively, generate N data blocks with redundancy. Through
redundancy backup, when a cloud disk applied by user breaks down, it will not affect
the normal user’s access requests with the loss of data, and the system can recover the
lost data according to other cloud disks’ data blocks. Compared with the security
mechanism of a single cloud disk, the reliability improves an order of magnitude.

Redundant management and storage access of copy backup mechanism [21] are
relatively simple, but, in order to ensure the availability of stored data, they will
consume a large number of storage resources. However, through blocking and
encoding the raw data, any certain amount of code data block can be accessed, so that
the data decoding and reconstructing can be completed and the original data can be
restored. The size of redundant data blocks is the same with the original ones, and the
required memory resources to store the redundant data can also be greatly reduced.
Figure 5 shows the flowchart of code redundancy backup and recovery.

Fig. 4. Operation mechanism of data encryption and decryption
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(i) Redundancy Treatment. In N + i code redundancy backup mode, the N copies of
data blocks and the redundant data of each data block combine to store. The
redundant data of every data block in N + 0 code redundancy backup mode is an
XOR of all data blocks; thus, the redundant data block is R ¼ F1� F2�
F3� F4� � � � � FN. The redundant data R is also the check field of storing data,
so it is required to generate check fields in the N + 0 code redundancy backup
mode every time storing data and store the field into the USB Key to test the
integrity of stored data. N + i code redundancy backup mode is shown in Table 2,
in which i ϵ (0, N – 1). As i increases, data backup and recovery capabilities will
continue to develop, but the problems of the amount of data calculation will
increase. However, this can achieve data recovery after two or more of the
damaged cloud disks.

Fig. 5. Flowchart of code redundancy backup and recovery

Table 2. N + i code redundancy backup mode.

Mode Data block
F1 F2 F3 … Fj … FN

N + 0 R01 R02 R03 … R0j … R0N

N + 1 R1N R11 R12 … R1(N−1+j) … R1(N−1)

N + 2 R2(N−1) R2N R21 … R2(N−2+j) … R2(N−2)

N + 3 R3(N−2) R3(N−1) R3N … R3(N−3+j) … R3(N−3)

..

. ..
. ..

. ..
. ..

. ..
. ..

. ..
.

N + i Ri(N−i+1) Ri(N−i+2) Ri(N−i+3) … Ri(N−i+j) … Ri(N−i)
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In N + i code redundancy backup mode, F1, F2, F3,…, FN indicates N equal size of
data blocks, Rij denotes the jth redundant subblock right shifting i steps, referred to as
Mj, where i ϵ (0, N – 1), j ϵ (1, N), i represents the mode of redundancy backup, and
j represents the jth redundant data block, where

Mj = Rij = Fðjþ iÞmodN + Fðjþ iþ 1ÞmodN

+ Fðjþ iþ 2ÞmodN + Fðjþ iþ 3ÞmodN + Fðjþ iþ 4ÞmodN

+ Fðjþ iþ 4ÞmodN þ . . . + F½jþðN�2Þ�modN

+ F½jþðN�1Þ�modN

ð5Þ

But in N + 0 code redundancy backup mode, R01 = R02 = R03 = R04 = ···=R0j

= ···=R0N = R. From Table 2, the essence of code redundancy backup is the memory
block that combined the data block Fj+i with the redundant data block Rij obtained by
XOR. If any n (n ≤ N/2) data blocks are lost, the original data can be restored by use of
the remaining data blocks and redundant blocks.

List Treatment. To achieve recovery of the original data through the list data, divide
the raw data into N parts, generate information through redundancy treatment, generate
the stored data blocks with combination of the N copies data and the redundant data,
and list-treat the stored data blocks to recover the stored files. Figure 6 is the flowchart
of list treatment.

Stored data after data code redundancy backup in the client terminal, which can
effectively prevent data leakage and damage on the third-party cloud disk storage
platform. Divide original data into N data blocks, select the appropriate code redundancy
backup mode for the N data blocks, and obtain N redundant data blocks. The loss of data
blocks in transmission results in obtaining m ≤ N data blocks, but, as long as m ≥ N/2,
the recovery mechanism can recover the original files using any m data blocks.

Recoverability of Storage Data. Mathematical induction proves the feasibility of
original data recovery, and there are two cases of continuous lost and discontinuous lost.

(i) Data Block Continuously Lost. Assume that n data blocks are lost continuously,
when n = 1, that is missing data block Fj, under N + 0, N + 1 mode, using the
redundancy Mj, R under data block Fj + 1, then it is easy to get Fj ¼ Mj� R;
Assuming when n ¼ k k[ 1ð Þ, that is, missing data blocks Fj; Fjþ 1; . . .; Fjþ k�1,
under Nþ 0;N þ k mode, using the redundancy Mj;Mjþ 1; . . .;Mjþ k�1 data
blocks under data blocks Fjþ k; Fjþ kþ 1; . . .; Fjþ 2k and data blocks
Fjþ k; Fjþ kþ 1; . . .; Fjþ 2k�1, thus:

Fjþ k�1 = Fjþ k � Fjþ kþ 1 � . . .� Fjþ 2k�1 �Mjþ k�1 � R

Fjþ k�2 = Fjþ k � Fjþ kþ 1 � . . .� Fjþ 2k�2 �Mjþ k�1 �Mjþ k�2

. . .. . .

Fj ¼ Fjþ k �Mjþ 1 �Mj

ð6Þ
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So,

Fjþ k = Fjþ k�1 � Fjþ kþ 1 � . . .� Fjþ 2k�1 �Mjþ k�1 � R;

= Fjþ kþ 1 � Fjþ kþ 2
ð7Þ

When n ¼ kþ 1, under Nþ 0;N þ kþ 1 mode, using the redundancy
Mj;Mjþ 1; . . .;Mjþ k�1 under data blocks Fjþ k; Fjþ kþ 1; . . .; Fjþ 2k and data blocks
Fjþ k; Fjþ kþ 1; . . .; Fjþ 2k�1, lost data blocks Fj; Fjþ 1; . . .; Fjþ k�1; Fjþ k can recover
the original data. So, the assumption is reliable.
When missing n n�N=2ð Þ data blocks, that is the loss of data blocks
Fj; Fjþ 1; . . .; Fjþ n�1, the lost data can be recover only if there has the redundancy
Mj;Mjþ 1; . . .;Mjþ n�1 under data blocks Fjþ n; Fjþ nþ 1; . . .; Fjþ 2n and data blocks
Fjþ n; Fjþ nþ 1; . . .; Fjþ 2n�1, under Nþ 0;Nþ n mode as follows:

Fjþ n�1 ¼ Fjþ n � Fjþ nþ 1 � . . .� Fjþ 2n�1 �Mjþ n�1 � R

Fjþ n�2 ¼ Fjþ n � Fjþ nþ 1 � . . .� Fjþ 2n�2 �Mjþ n�1 �Mjþ n�2

::::::

Fj ¼ Fjþ n �Mjþ 1 �Mj

ð8Þ

(ii) Data Block Discontinuous Lost. That is equal to a plurality of continuous missing
data blocks, which can also use the above method and conclusions to recover the
original data.

Fig. 6. Flowchart of list treatment
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3 Implementation Mechanism of the System

TTEFMC is based on public cloud as the storage medium, which unitizes the interfaces
with the public cloud communication engine. In a computer with the structure of the
file system driver supported by Windows operating platform, it virtualizes the stored
files into files in the disks in order to be user-friendly for the users. When reading or
writing the virtual disk files, it achieves the secure storage of files through a filter driver
for file encryption or decryption. TTEFMC includes three parts: public cloud com-
munication engine, encryption filter driver, and virtual disks. Figure 7 is a diagram of
TTEFMC.

Public cloud communication engine provides unified cloud disk storage interfaces
to achieve the physical storage of public cloud.

Encryption filter driver achieves a transparent encryption and decryption when
users read or write files, and the encryption key will change every time.

Using virtual disk technology to virtualize each cloud disk into a local disk makes
the system user-friendly for users.

The main workflow of the system is as follows. After identity authentication, it will
establish a communication connection to users’ cloud disks and provide data storage
services. The client terminal calls the virtual disk drivers in the virtual file system, and
then users’ cloud virtual disks are virtualized into disks, and users may need to generate
files, modify files, or delete files in the virtual disk. According to the size of users’ file
blocks, the system uses redundancy backup mechanism to back up the data blocks.
Then, filter driver encrypts each block of data blocks. After encrypting the stored files,
public cloud communications engine will store the files into cloud disks and save the
virtual storage mapping table of the files to the USB Key. When the user needs to
access the stored data, virtual file system reads the virtual storage mapping table stored
in the USB Key at first. Then, it will integrate the dispersed data which is transmitted in
parallel based on the table and provide the users with the complete encrypted data.

Fig. 7. Implementation diagram of the system
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Finally, the encryption filter driver decrypts the encrypted data and the decrypted data
will be presented to the users. This process is completely transparent to the users and
the users do not need to change their operation habits. The client parallel transmits
users’ file blocks to each cloud disk. This is helpful to improve the efficiency of data
access. Transmitting the stored data to each cloud disk after backup is helpful to
enhance the availability and reliability of the stored data. Even if one of the cloud disks
breaks down, users can also access data from other cloud disks normally. Blocking and
the encrypting backup operations improve the security of the entire system.

In this system, loading virtual disks after identity authentication is the first pro-
tection of secure storage by the terminal. Transparent encryption and decryption based
on the file filter driver are the second protection. When the filter driver detects the read
request from IRP, multiple threads will start to receive data blocks and decrypt the data
after reorganization and then show the plaintext data to the users. When the filter driver
detects the write request from IRP, the system will encrypt users’ data with the
encryption module and start multiple threads to transmit the encrypted data blocks to
each cloud disk. Encrypting an decrypting the stored data in the operating system
kernel layer can protect all the users’ data and this method is safe, efficient, and stable
[23, 24]. Transmitting users’ data to each cloud disk after backup is the third protection.
When a cloud disk breaks down, users can still recover lost data from other cloud disks
to ensure proper access to users’ data.

4 System Verification

The system is installed in a computer of file system driving structure supported by
Windows operating platform. Due to business reasons, most API interfaces of domestic
cloud Disks has not open to the public yet. Even if a few cloud service providers open
the API interface, the application process is complicated and has a long cycle; therefore,
in the course of the experiment, NAS network storage environment is used to simulate
cloud storage for experimental verification. Each NAS network storage server simulates
each cloud disk, and each network storage server virtualizes into local disk through
virtualization technology, in the meantime the stored files are encrypted transmitted to
every network storage server after blocked through the safety measures, such as the data
block storage mechanism, data encryption mechanism, code redundancy backup
mechanism and so on, and through the terminals’ treatment of storage file to ensure safe
and reliable data storage. The detailed information of system verification environment is
as follows.

(i) Terminal

Machine Type: Lenovo B460
Operating System Version: Windows 7 32 Bit
CPU Type: Intel(R) Core(TM) i3 CPU M 350 @ 2.27 GHz 2.27 GHz
Memory size: 2.00 GB
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(ii) Network File Storage System

NAS Network Storage Server Type: HP Storage Works X1600 (AP804A)
NAS Network Storage Server Type Number: 3

(iii) Network Transmission Rate: 100 Mb/s

The file transmission efficiency is focused tested through the system verification
process. For easy analysis and comparison, the single network storage server storing
files and three sets of network storage server parallel storing files are experimented
respectively. Table 3 gives comparison of storing file efficiency between the single
network storage server and three sets in the 100 Mb/s of network transmission rates,
where eight different sizes of documents were selected to analyze, and each file is tested
10 times for an average value. The results are clearly shown that the performance of
single network storage server and 3 sets of network storage sever.

Test results show that the efficiency of 3 network storage servers parallel access file
is significantly higher than the single network storage server, although after the data
block, file transparent encryption and decryption, coding redundancy backup and other
security operation by client, the file access efficiency is decreased, the loss of access
efficiency caused by the system is acceptable compared to the safety provided. When
the small (below 2 M) file is transmitted, the access wastage is less than 1 s, and it is
similar to that of the single network storage server; but with the increasing of file
storage size, the access time raises to straight up; however users access large file
without long time use the system, and it does not produce the problem of document
long processing delay, so its performance is significantly higher than that of a single
access network storage server. Through the experimental verification, the system
basically meets the expected design requirements, and the simple operation, user’s well
experience, and strong safety and reliability, greatly enhance the access speed of the
file. Therefore, this system not only guarantees the secure of storage data, but also do
not the lost much of access efficiency; transformation of the terminal environment
greatly improves the management capabilities on remote storing data for user.

Table 3. Comparison of files access time

File size Single network storage
server (S)

3 sets of network storage
server (S)

Store Download Store Download

532 KB 0.06 0.05 0.07 0.06
1.27 MB 0.12 0.10 0.14 0.11
3.98 MB 0.38 0.33 0.19 0.16
8.12 MB 0.64 0.54 0.28 0.26
10.98 MB 0.84 0.78 0.37 0.31
20.92 MB 1.74 1.61 0.68 0.58
50.70 MB 3.17 3.62 1.42 1.29
120.0 MB 7.63 7.63 3.21 3.03
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5 Conclusion and Future Work

Compared with the existing cloud disk storage mechanism, TTEMFMC transfers the
control right from cloud disks to user terminal, which increases user’s capability data
storage management and control. This mechanism can be implemented to ensure the
terminal security of the stored data, timeless transparent encryption or decryption, and
effective management and also can enhance the confidentiality, integrity, and avail-
ability of users’ data [25].

Analysis shows that TTEMFMC can enhance the security and reliability of the
stored files, improve the rate of access, and effectively overcome the effect of file
transparent encryption and decryption on storage rate. In the future, we will focus on
transparent encryption and decryption of files and parallel transmission in order to
further improve the rate of storage.

By the method of formatting into N size fixed files, the proposed system storage
mechanism is already very satisfactory, while there are still many possible ways to
further improve the proposed mechanism, such as the sound fuzzy method; see [26]
and references therein. As is well known, networked systems, complex networks,
sensor networks, and multiagent systems are common systems in daily life, and
research on which has become increasingly active in recent years, due primarily to their
wide applications in many fields; see, for example, [27]. Naturally, how to apply our
storage mechanism to optimize resources in different systems is still a thoughtful issue.
On the other hand, disturbance (such as white noise and periodic narrowband noise)
and incomplete information (such as data-packet dropouts and missing measurements.)
inevitably exist in many kinds of systems and networks; see, for example, [28, 29],
which will undoubtedly influence the feasibility and security of the suggested mech-
anism. Therefore, accuracy and robustness of the designed mechanism in complicated
background area promising and valuable research direction in the future.
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Abstract. Because of the growth in cloud computing and manturity of virtu-
alization technology, many enterprises are virtualizing their servers to increase
server utilization and lower costs. However, the complex network topology
arising from virtualization makes clouds vulnerable, and security breaches have
occurred on cloud computing platforms in recent years. Therefore, a compre-
hensive mechanism for detecting and preventing malicious traffic is necessary.
We propose a network intrusion detection system that is based on a virtual-
ization platform. This system, developed from a multipattern based network
traffic classifier, collects packets from the virtual network environment and
analyzes their content by using deep packet inspection for identifying malicious
network traffic and intrusion attempts. We improve the intrusion detection
features of the network traffic classifier and deploy it on a Xen virtualization
platform. Our system can be combined with the Linux Netfilter framework to
monitor inter-virtual-machine communications in the virtualization platform. It
efficiently inspects packets and instantly protects the cloud computing envi-
ronment from malicious traffic.

Keywords: Cloud computing � Deep packet inspection � Intrusion detection
system

1 Introduction

With the rise of cloud computing and maturity of virtualization technology, many
enterprises are virtualizing their servers to enhance server utilization and reduce costs.
However, the security events that have occurred on cloud computing platforms in
recent years not only cause economic loss but also affect user privacy. Potential
security risks in virtualized environments include disclosure of server configuration,
disclosure of virtual machine (VM) information by a VM manager, and using VMs as
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bouncers for attacking other targets. To secure cloud computing networks, a compre-
hensive mechanism that detects and prevents malicious traffic is essential. A critical
task in cloud security is providing virtual host, and hypervisor protection, anti-malware
and intrusion prevention solution. Inter host communication among VMs cannot be
monitored using security systems outside the host. Some solutions entail establishing
an agent in every guest VM, causing redundant overhead because all agents run
simultaneously. To secure cloud computing networks, we propose a network intrusion
detection system (IDS) that is based on virtualization platforms. Our system can be
combined with the Netfilter framework [1] for efficiently inspecting packets and
instantly protecting the cloud computing environment from malicious traffic. The
remainder of this paper is organized as follows. In Sect. 2, we introduce the study
background and related research. Section 3 describes the implementation of our system
architecture in an IDS. Section 4 describes the deployment of the IDS in a Xen
virtualization platform. Section 5 describes our experiments and discusses the evalu-
ation results, and Sect. 6 presents the conclusions.

2 Related Works

Libpcap [2] is a widely used system-independent interface for user-level packet capture
that provides a portable framework for low-level network monitoring. Some IDSs and
packet classifiers, such as Snort [3] and Bro [4], use libpcap. Another approach is to
capture packets through a communication application program interface between the
kernel and user-space in Linux [5].

Port-based classification is traditionally used in packet classification [6].
Statistics-based classification is an approach that indirectly analyzes packets [7, 8]. This
method performs traffic classification without accessing sensitive data. Usually,
statistics-based methods provide features of network flow for machine learning and
heuristic algorithms [9]. Each feature can be considered a dimension of a vector space
[10]. Data clustering algorithms are applied for data training and modeling. Deep
Packet Inspection (DPI) technique matchs a predefined signature for traffic classifica-
tion and intrusion detection [11]. Regular expression engines process a regular
expression statement by constructing a deterministic finite automaton (DFA) [12, 13]
with a time and memory cost of O(2m) for a regular expression of size m running DFA
on a string of size n in time O(n). In protocol decoding, packet payloads are parsed
according to the header of the application layer [14], and connections are tracked using
finite state automata. The classifier [15] is a DPI system based on the Linux Netfilter
framework.

Snort is an open source network IDS that detects packets through signature-based
methods. Bro is a passive, open source network traffic analyzer. It supports many
application-layer protocols, including DNS, FTP, HTTP, IRC, SMTP, SSH, and SSL.

Some open source platforms, and commercial solutions use virtualized servers for
cloud computing. The Kernel-based Virtual Machine (KVM) [16] is an open source
VM built in the Linux kernel. The KVM supports Intel VT and AMD-V virtualization,
and combines the hypervisor and operating system kernel for reduced redundancy and
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enhanced efficiency. Xen [17] is an open source VM developed by the University of
Cambridge, and runs at most 128 complete operating systems in a host.

Restricting user access to the critical resources in a virtual environment [18] is one
facilitative approach to prevent the network in cloud computing from malicious threats.
Another approach involves binding users to different security groups according to their
anomaly levels [19]. To prevent sniffing and spoofing in virtual networks, a network
model that isolates a group of VMs proposed [20]. VMs are split into shared subnet-
works and are assigned unique IDs, and these IDs prevent communication between
subnetworks. In addition, firewall is established between the subnetworks to prevent
spoofing. A VM monitor based IPS [21] is proposed for detecting intrusion attempts in
the Xen virtualization platform.

3 IDS Implementation

3.1 Multipattern Based Packet Classifier Workflow

The classifier is connected to the Netfilter and processes packets through the PROMISC
hook, using connection tracking for efficient packet inspection. When packets pass
through the classifier module, a sequence of inspections is triggered. First, whether
each packet is an IP packet is determined. Subsequently, the classifier searches con-
nection tracking data to ensure that the connection associated with this packet was
identified previously. If the connection is unidentified, the classifier parses the packet
payload and begin pattern matching. The classifier queries the rules in two steps
because variable pattern matching is more time intensive than matching processes. If no
match is identified after fixed and arithmetic pattern matching, variable pattern
matching is applied. Finally, the classifier matches the rule again. If the matching is
successful, information about the application type is written to the connection tracking
data. However, when the classifier matches the first packet in a connection, connection
tracking of all subsequent packets in the connection is ignored. Therefore, some
exploitative behaviors and malicious connections appearing in the general protocol
cannot be identified. Hence, we propose an improvement to this classifier, that entails
modifying the packet matching procedure.

3.2 Multipattern Based Classifier with State Checking Function

As discussed in Sect. 3.1, connection tracking ignores certain exploitative and mali-
cious connections in the general protocol. The Heartbleed exploit [24], a serious vul-
nerability in the widely used OpenSSL cryptographic software library, illustrates the
vulnerability of connection tracking. It was discovered by a team of security engineers
at Codenomicon and Neel Mehta of Google Security. This vulnerability arising from an
implementation problem in some versions of the OpenSSL library, enables anyone on
the Internet to read system memory. Attackers could steal user passwords and secret
keys used to encrypt the traffic. Heartbleed exploits the fact that the OpenSSL software
does not check the data length in the heartbeat protocol (RFC 6520), which is used to
negotiate and monitor service availability. The heartbeat protocol includes message
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payload and payload length, and a heartbeat request is sent to obtain a corresponding
response message. The receiver responds with a message that carries a copy of the
requested payload. When an attacker sends a request where the payload length is
greater than the actual length, the vulnerable OpenSSL server responds with data of the
length specified by the request, causing a memory leak.

The heartbeat protocol is an extension of TLS/SSL, and the exploit occurs after a
TLS connection is established. The conventional classifier detects the TLS connection
by matching the hello packet but ignores the subsequent packets; therefore, it cannot
detect the Heartbleed exploit. Another example is CVE-2014-3466 [25], which occurs
in GnuTLS, a secure communications library that implements the SSL and TLS pro-
tocols. GnuTLS does not check the length of the session ID in the ServerHello message;
this vulnerability enables attackers to overflow stack buffer and execute arbitrary code,
which cannot be detected by the conventional classifier. We modified the packet
matching procedure and added functions for checking the packet state and format.
A sequence of functions is designed for detecting exploits and malware. Of the four
signature matching patterns, arithmetic matching is used to calculate the data length and
determine whether the length equals the value of the specific bytes; thus, it is similar to
protocol decoding. We extend this functionality to intrusion detection, for detecting the
Heartbleed exploit and botnets. If all packets are processed, the processing costs
increase. Therefore, each function is assigned to a corresponding protocol. An easy
solution is to construct a list of functions and search specific functions according to the
application protocol of the packets; however, searching entails more costs.

We use connection tracking for assigning state-checking functions. When a packet is
identified, information about the service type and matched rule is returned from the rule
set, and connection tracking writes this information to the corresponding hash table.
Therefore, we set a pointer in the rule entry to the corresponding functions so that
packets with identified service types can be processed through predefined state-checking
functions. Thus, packets are checked according to a specific protocol, reducing packet
processing costs. Figure 1 illustrates the procedure for assigning state-checking func-
tions by using connection tracking; HTTP and TLS are two example protocols.

The work flow of the classifier is in Fig. 2. When a packet enters the classifier, the
classifier searches the corresponding entry in the connection tracking table. If this
connection was not tracked, the classifier performs signature matching to identify the
packet. If the classifier recognizes the packet service type, it writes the information to

Fig. 1. Assigning state-checking functions to specific packets
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the connection tracking entry. The subsequent packets belonging to the connection are
processed using state-checking functions for protocol validation. Malicious traffic
appearing in the general protocol must be detected using string matching; therefore, the
state-checking function should determine packet types that match patterns. For
example, HTTP botnets request pages and send commands using HTTP request; the
state-checking function of HTTP identifies the request packets and forwards them for
pattern matching. If a packet in a flow is considered malicious, the classifier rewrites
the connection tracking data of the flow and assigns another state-checking function to
it. The other packets in the flow are processed using state-checking function of
HTTP. This approach comprehensively detects intrusions.

Here, we analyze the running time of our modified classifier. We first calculate the
running time of packet matching without connection tracking. We assume that there are
n packets in a flow. The running time of arithmetic pattern matching is ta, and tp is the
sum of running times for fixed and variable pattern matching and rule matching. The
running time for the state-checking function is ts. The time for matching all packets is
obtained as follows.

Tall ¼ nðta þ tpÞ:

With connection tracking, only m packets must be matched by the classifier. The
time consumed is represented as follows.

Tct ¼ mðta þ tpÞ:

We add the mechanism of the state-checking function to connection tracking and
increase the running time (T′ct.), which is represented as follows.

T 0
ct ¼ mðtp þ taÞþ tsðn� mÞ
¼ nts þðtp¼ þ ta � tsÞ:

Fig. 2. Flow diagram of the classifier with state-checking function
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Because the state-checking function and arithmetic pattern matching employ the
same methods for checking packets, we assume that they consume the same amount of
time. Practically, the state-checking function for a specific application is a subset of the
arithmetic patterns; therefore, the running time of the state-checking function is less
than that of arithmetic pattern matching. If we assume ts = ta, we can rewrite T′ct:

T
0
ct ¼ nta þmtp:

The running time of the classifier with the state-checking function is less than that
for matching all packets. We calculate their time consumption ratio:

T 0
ct

Tall
¼ nta þmtp

nta þ ntp
:

In related research, tp is approximately 66.9 ms and ta is approximately 5.3 ms in
the worst case. For example, if there are ten packets and the first packet is matched
using string pattern matching, the ratio is 0.166, which is 66 % higher than that of the
conventional classifier; nevertheless, the time consumption of the modified classifier is
much lower than that for matching all packets. In the subsequent section, we prove that
the proposed design is reasonable in combination with the state-checking function and
connection tracking.

4 Deployment

We deploy the classifier on a Xen platform and test the proposed design in several
network scenarios to demostrate its suitability in cloud computing environments. The
classifier is a kernel module connected to the Netfilter and processes packets from and
to the VM detecting intrusions; however, comprehensively securing virtual networks in
virtualization platforms is not easy. Networking in Xen can be constructed using the
Linux bridge or Open vSwitch in Domain 0. We set up the classifier in combination
with the virtual switch or the bridge, as explained subsequently.

4.1 Open vSwitch

Open vSwitch is a multilayer virtual switch designed to enable effective network
automation through programmatic extensions. If the Xen network is connected by a
virtual switch, the function of the bridge module in Domain 0 is replaced. All packets
transmited to and from VMs are forwarded by the virtual switch; therefore, the Netfilter
does not receive these packets, and the classifier must run in the offline mode. We
enable the mirror port to collect traffic from all VMs and create a virtual interface for
receiving packets mirrored from the virtual switch. Figure 3 shows the architecture of
the virtual network with Open vSwitch. If more than one physical machine is used, the
virtual switches on each host mirror its ports to a central traffic detection system
installed in the classifier, as shown in Fig. 4.
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4.2 Linux Bridge

Linux provides virtual bridges for connecting several Ethernet segments independent of
the protocol. The Linux bridge by default connects the network interface of Domain 0
and Domain Us in the Xen network. The Bridge-Netfilter is a Netfilter component that
provides several modules for packet manipulation at the data link layer. In addition, it
can be connected to user-defined modules. The five hooks in both layers are the same,
but the BROUTING hook in the Bridge-Netfilter redirects packets between interfaces
with different subnets. To filter the packets passing through the bridge, connecting the
classifier to the Bridge-Netfilter is an easy approach. However, the classifier requires
the connection tracking module (for enhanced packet matching efficiency), which the
Bridge-Netfilter does not support. We use sysctl to modify the configuration to enable
packets in the bridge to pass through the PREROUTING hook of the Netfilter and
return to the Bridge-Netfilter so that they can beprocessed by the classifier, as depicted
in Fig. 5.

However, the NAT table of the Netfilter is traversed only by the first packet in each
connection. Previous approaches overcome this problem by defining a PROMISC hook

Fig. 3. Multipattern based classifier with
Open vSwitch

Fig. 4. Mirroring ports outside the multipattern
based classifier

Fig. 6. The entrance of PREROUTING is
substituted with that of PROMISC

Fig. 5. PREROUTING hook of the Netfilter is
enabled in the bridge

392 M.-Y. Liao et al.



in the Netfilter. We substitute the entrance of the PREROUTING hook with that of
PROMISC. Figure 6 shows the path modified for the classifier in the Bridge-Netfilter.

5 Evaluation

We conducted evaluation experiments to prove that our system is a suitable IDS for
cloud computing environments. To test packet loss rate and bit rate, we set up the
classifier on a Xen virtualization platform and operated VMs to generate packets.
Moreover, we tested the accuracy of our classifier by replaying traffic samples of
malware and exploits. The experimental environment is described in the subsequent
sections.

5.1 Environment

Table 1 details our environment. We constructed a Xen system and installed software
on VMs. The Linux kernel was rebuilt from the source to enable installing our modified
classifier. The iptables are required to enable the classifier; hence, we updated the
iptables for compatibility with a newer kernel. The Linux bridge and Open vSwitch
were not enabled simultaneously because of compatibility concerns.

5.2 Packet Loss Rate and Throughput Testing

The experimental scenario is illustrated in Fig. 7. We used two VMs; one floods user
data protocol (UDP) traffic to the other, which receives and counts the packets. We
gathered statistics from the network interfaces of the VMs to determine the number of
packets sent and received. For comparison, we individually tested the modified clas-
sifier and Snort. Snort was set in the inline mode for detecting traffic passing through
the bridge. Because the classifier contains 397 rules, we enabled only 383 exploit-kit
rules in Snort. We used Hping [26] to generate UDP traffic, and varied the source and
destination ports of each packet from 1 to 65,535 to prevent connection tracking from
ignoring most packets. We tested packet sizes ranging from 64 bytes to 1,512 bytes and
observed the variation. The experimental results are presented in Figs. 8 and 9. In
Fig. 8, the Snort packet loss rate fluctuates between 17 % and 36 % and is higher than
that of the classifier, of which the loss rate is < 1 %. Figure 9 reveals that our classifier
affords a higher bit rate than Snort does.

Table 1. Experimental environment

Component Software

Dom0 CentOS 6.4, Linux kernel 3.12.4, iptables 1.4.21, Snort 2.9.6.1
DomU CentOS 6.4
Xen Xen 4.3.1
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In another experiment, we flood UDP traffic from a PC outside the virtualization
platform to a VM. The test environment is depicted in Fig. 10.

As in the earlier experiment, we conducted separate experiments with the classifier
and Snort. As Fig. 11 shows, the packet loss rate of Snort decreases from 17 % to 7 %,
and the packet loss rate of the classifier does not exceed 0.01 %. In Fig. 12, the bit rate
of Snort is higher than that of our classifier, possibly because packets pass through the
classifier at a lower speed to ensure transmission. Snort runs in the user space and

Fig. 7. Connecting VMs by using the Linux bridge

Fig. 8. Packet loss rate of traffic between
VMs

Fig. 9. Throughput of traffic between VMs

Fig. 10. Connecting a VM and a PC by using the Linux bridge
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receives packets from the kernel by AF_PACKET, which causes severe packet loss.
These experiments prove that our classifier remains stable during packet transmissions.

5.3 Accuracy Testing

We collected five types of malicious traffic a worm, two botnets, and two exploits to
test the accuracy of the classifier. Table 2 describes the flow count, packet count, and
the corresponding rules in the classifier for these samples. These samples are stored in
the PCAP files and are split into smaller files according to TCP streams. We shuffled
these files and replayed them to generate malicious traffic.

The accuracy test results of the conventional and modified classifiers as listed in
Tables 3 and 4, respectively. Comparing these results reveals that a higher number of
BlackSun and TLS exploits are detected by the modified classifier than by the con-
ventional classifier. The conventional classifier cannot detect exploits inside TLS, such
as the Heartbleed exploit and CVE-2014-3466, because they are ignored by connection
tracking. A higher number of BlackSun packets are detected by the modified classifier
because these packets are commands following the normal HTTP requests in a con-
nection. The other matched packets include HTTP and FTP packets. Some packets are

Fig. 11. Packet loss rate of traffic from a PC
to a VM

Fig. 12. Throughput of traffic from a PC to a
VM

Table 2. Traffic samples of malware and exploits
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not shown in the results because they are malicious TCP packets that are not received
by the Netfilter. The HTTP packets are requests for elements in the pages of BlackSun,
and the FTP packets are file transmissions without significant signatures. Thus, we
demonstrate that our modification enhances the functionality of intrusion detection.

6 Conclusion

We propose a novel IDS that is an improvement of multipattern based network packet
classifier. We modified the classifier procedure and added protocol validation for
detecting exploits that appear in the general protocol and malicious commands that
follows normal requests in a connection. Therefore, we used connection tracking to
assign state-checking functions to flow packets. Experimental results show that the
modified classifier succeeds in detecting a higher number of exploits and malicious
traffic than the conventional version does. To detect inter-VM communication in the
virtualization platform, we set up our classifier on the virtual network of a Xen system.
The bridge-Netfilter was modified to enable the PROMISC hook of the Netfilter for
packet processing because supports connection tracking. The classifier connected to the
PROMISC hook receives packets and returns them to bridge after pattern matching.
We experimentally demonstrated that our classifier performs more accurately than

Table 3. Flows matched by the classifier

Table 4. Flows matched by the modified classifier
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another IDS does. Because only the hypervisor of the Xen platform is modified, the
modified classifier can be set up on other virtualization platforms, such as KVM. In
future work, we aim to manage several IDSs when more than one is deployed, with
experimental testing in a practical scenario being our objective.
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